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The efficacy of a machine learning technique is domain dependent. Some ma-

chine learning techniques work very well for certain domains but are ill-suited for other 

domains. One area that is of real-world concern is the flexibility with which machine 

learning techniques can adapt to dynamic domains. Currently, there are no known reports 

of any system that can learn dynamic domains, short of starting over (i.e., re-running the 

program). Starting over is neither time nor cost efficient for real-world production 

environments. 

This dissertation studied a method, referred to as Experience Based Learning 

(EBL), that attempts to deal with conditions related to learning dynamic domains. EBL is 

an extension of Instance Based Learning methods. The hypothesis of the study related to 

this research was that the EBL method would automatically adjust to domain changes and 

still provide classification accuracy similar to methods that require starting over. To test 

this hypothesis, twelve widely studied machine learning datasets were used. A dynamic 

domain was simulated by presenting these datasets in an uninterrupted cycle of train, test, 

and retrain. The order of the twelve datasets and the order of records within each dataset 

were randomized to control for order biases in each of ten runs. As a result, these 

methods provided datasets that represent extreme levels of domain change. 

Using the above datasets, EBL's mean classification accuracies for each dataset 

were compared to the published static domain results of other machine learning systems. 



The results indicated that the EBL's system performance was not statistically different 

(p>0.30) from the other machine learning methods. 

These results indicate that the EBL system is able to adjust to an extreme level 

of domain change and yet produce satisfactory results. This finding supports the use of 

the EBL method in real-world environments that incur rapid changes to both variables and 

values. 
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CHAPTER 1 

INTRODUCTION 

The efficacy of a machine learning technique is domain dependent. Some ma-

chine learning techniques work very well for certain domains but are ill-suited for others. 

One area that is of real-world concern is the flexibility with which machine learning 

techniques can adapt to dynamic domains. Dynamic domains are characterized by changes 

in the number of classifications, the number of attributes, and the relations among different 

attributes and classifications. Currently, there are no known reports of a learning system 

that can learn in dynamic domains short of starting over (i.e., re-running the program). 

Starting over is neither time nor cost efficient for real-world production environments. 

This dissertation studied a method, called Experience Based Learning (EBL), 

that attempts to deal with conditions related to learning dynamic domains. The EBL 

method is an extension of Instance Based Machine Learning as first introduced in Aha, 

Kibler, and Albert (1991). Instance Based Learning methods typically store and index 

complete examples of each instance of a training set. Classifications are then performed by 

comparing an unclassified instance or example to all examples of instances stored in the 

knowledge base. As a result, Instance Based Learning methods tend to require a great 

deal of storage and are computationally intensive as the number of attributes grow for 

each instance that is learned. In addition, Instance Based Learning methods do not 

respond well to rapidly changing data. 



Thus, the learning system described in this dissertation was developed as a re-

sponse to the problems presented above. To reduce the amount of storage required to 

record each instance in system, EBL stores attribute-values and classification occurrences 

as a series of frequency counts rather than complete instances. The frequency counts are 

then used to calculate the conditional probabilities of possible classifications given an 

unclassified instance's specific attribute-values. With this extension, storage requirements 

remain static once all attribute-values and classifications have been defined. In addition, 

the computations for classifications are greatly reduced because the program need 

compare only the attribute-values present in the new example rather than every attribute-

value pair in the system. 

To make the learning system adapt more readily to changes that occur in a dy-

namic domain, Instance Based Learning methods were extended by using exponentially 

time weighted frequency counts (EWFC) to compute conditional probabilities of event 

classifications. Simple frequency counts treat all occurrences or frequencies as equal in 

value; thus, when a new event occurs "1" is added to the previous frequency count to 

produce the new frequency count. Whereas with EWFCs, rather than adding 1.0 directly 

to the previous frequency count, the previous frequency count is first "decayed" based on 

a negative exponential function of its "age". The "age" is the time between when the 

previous frequency count was last updated and the current time. As "age" increases, the 

more the previous frequency count is decreased in magnitude or "decayed", and thus, its 

influence on the new EWFC is decreased. See Figure 4 for details concerning the "decay" 

function. 

Exponentially time weighted functions are typically used in industrial statistical 

process control (SPC) systems (Ford, 1991) to predict the future values of process 



variables based on a series of previous values. Exponentially weighted functions are used 

in place of standard functions (e.g., arithmetic means, variances, etc.) when newer data are 

better predictors than older data. In this particular case, EWFCs allow the system to give 

less weight to data that is stored for longer periods of time. Thus, the importance of or 

weight given to older data gradually "decays" over time. 

The primary hypothesis of this study was that the above extensions would per-

mit EBL to automatically adjust to domain changes and yet still provide classification 

accuracies similar to learning methods that require starting over. To test this hypothesis, 

twelve widely studied machine learning datasets were examined. A dynamic domain was 

simulated by presenting these datasets in an uninterrupted cycle of train, test, and retrain. 

Computational and storage efficiencies were analyzed as part of the design but were not 

empirically studied. 

The rest of this chapter discusses the real-world problems that motivated the re-

search as well as reviews the various machine learning techniques that might be used in 

dynamic domains. 

A Problem For Machine Learning 

Manufacturers continually react to new process technologies to decrease costs 

and increase quality. It is not uncommon to monitor several thousand process parameters 

and auxiliary attributes. The ultimate goal of monitoring these attributes is to detect 

ineffective processes that, if uncorrected, would lead to defective products, inefficient 

production, or dangerous events. The burden of intelligently processing the volume of 

manufacturing data is computationally overwhelming and generally incomplete. Currently, 



most data are used primarily to post mortem serious problems and adjust to a few well-

known events. A post mortem analysis consists of studying an event after its occurrence 

to determine the causes of failure. It is hoped that factory control systems will eventually 

be able to process the entire volume of factory data in real-time and automatically identify 

significant quality problems, production inefficiencies, and unsafe trends to prevent 

problems from re-occurring (Kuhn, 1996). 

Thus, the capability of a machine learning method to adjust to dynamic domains 

is critical to the manufacturing industry and other types of real-world applications. Most 

real-world domains are continually changing (Kuhn, 1996). Furthermore, hundreds of 

attributes and classifications in those domains are constantly changing because of the 

introduction of new models, parts, or raw materials. In addition, several variables per day 

may change as a result of experimentation or process tuning aimed at improving quality, 

reducing costs, increasing production rates, and/or adjusting to different materials. 

A machine learning technique, therefore, must be able to accommodate each of 

these different types of changes. In general, Machine Learning consists of associating 

"input descriptions with output categories" (Forsyth and Rada, 1986). Given this 

definition, there are at least three important dimensions over which domains can change: 

1. The number of categories or classifications, 

2. The number of input descriptions or attributes, and 

3. The relationships among attributes and classifications. 

Currently, there are no known reports of any system that can learn in domains that include 

changes of the above types. For many machine learning methods, the only way to handle 



dynamic domains is to restart the training phase of the program whenever a change 

occurs. 

One area of machine learning research that is closely related to learning dynamic 

domains is that of learning "noisy data." Noisy data is defined as any system input that is 

not completely correct or that belongs to attribute-classification relationships that are not 

always true. Noisy data is frequently caused by either errors in measurement or 

incomplete quantification of the domain (Small, 1968). Measurement errors are 

commonly introduced by imprecise and/or inaccurate measuring devices or by invalid 

manual reporting systems. Incomplete quantification of a domain occurs whenever critical 

attribute-classification relationships are not measured. Because the complete universe of 

attributes and classifications of most real-world domains can never be measured 

completely, there is always some possibility that a critical set of attributes remains 

unspecified. If all of the critical attributes are not used in a classification, then the 

measured attributes may classify the data incorrectly. 

Learning dynamic domains is similar to what occurs when learning "noisy data" 

in that any or all previously true relationships between the attributes and their classifica-

tions may become false at the point when the domain changes. False relationships due to 

noisy data can be removed from the knowledge base by using a number of different 

techniques such as genetic algorithms (Holland 1975), alternations of weighting 

coefficients of Artificial Neural Nets (Rosenblatt 1958), or statistical analysis of hit to miss 

ratios (Quinlan 1987, Aha, Kibler and Albert 1991). Although the mechanisms for 

removing or discounting noisy data have been used successfully to handle dynamic data, 

they are still limited to remapping a static set of attributes, attribute-values and classifica-

tions. If attributes, attribute-values or classifications are added or removed to the system, 



then these noise handling mechanisms fail. The next section discusses several major 

machine learning technologies with respect to their suitability for use in dynamic domains. 

Related Research 

"When a computer system improves its performance at a given task over time 

without re-programming, it can be said to have learned something" (Forsyth and Rada, 

1986). Essentially, all learning systems associate input patterns with output categories. 

Learning systems can be differentiated by the way they codify and maintain knowledge, 

and by the way they use knowledge to derive the output categories. These differences 

determine how well a machine learning system will react to changes within the domain. 

These different factors are discussed in the following paragraphs. 

Genetic Algorithm methods, first successfully introduced by Holland (1975), 

represent attribute-values as a series of numeric vectors. The vectors are then manipu-

lated as genes using a set of operators that simulate the crossbreeding, random mutation, 

and natural selection functions. Offspring of the attribute vectors are first evaluated on the 

basis of some type of performance measure. Offspring that are relatively good performers 

are used to produce the next generation; whereas, the poorer performers are culled from 

the reproductive pool. Genetic Algorithm methods have been used for a number of years 

on a number of different problems and have clearly demonstrated their effectiveness in 

learning new classifications (Ackerman, Burke, and Rada 1984, Fogel, Owens, and Walsh 

1966, and Goldberg 1983 and 1985). 

As of this writing, Genetic Algorithms have dealt exclusively with static do-

mains. To be effective within a dynamic domain, the Genetic algorithm needs to be 
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modified to allow the attribute vectors to add and/or delete attributes and attribute-values. 

In addition, the evaluation function needs to be altered to accommodate changing goals. 

While this appears to be theoretically possible, it remains a unstudied problem. 

Connectionist and Artificial Neural Networks learning methods were first ex-

plored by Rosenblatt (1958) as a model of the nervous system's information transmission, 

storage, and control. This technology has developed into one of the more active areas of 

research in machine learning as well as computer science as a whole. Most neural network 

learning approaches employ a series of interconnected network structures of units called 

neurons or neurodes to classify data. 

While different neural systems may vary in specific topology, most modern neu-

ral networks are implemented using three layers (McClelland and Rumelhart, 1988). The 

first layer of cells serves as an input layer from which encoded attribute values are read. 

The neurons receive input, either inhibitory or excitatory, from the input layer or other 

neurons. Each cell contains a weighting coefficient that modifies its inputs to produce 

either binary or continuously scaled output. The input is modified as it flows through the 

network until it reaches the final layer of cells which function as an output layer. Each cell 

of the output layer is associated with a classification value. The output layer's cell with the 

highest value provides the classification output. Depending on the input values, a 

classification can be evaluated as either correct or incorrect. A feedback mechanism is 

used to modify all or selected neuron weights. Thus, learning takes place by the 

successive modifications to the neuron weighting coefficients. 

Connectionist approaches differ significantly in how they define a network to-

pology, on whether they include inhibitory and/or excitatory interconnections among the 

nodes, in how they implement various feedback mechanisms, and on how they represent 



various output levels (Rosenblatt 1962, McClelland and Rumelhart 1986, Minsky and 

Papert 1988, and Forsyth 1989). However, the Connectionist literature does not currently 

describe any techniques for handling dynamic domains. Connectionist systems have 

demonstrated that they can easily handle noisy data (McClelland and Rumelhart 1986); 

thus, supporting the notion that they can remap attribute-values to different classifications 

by allowing the feedback process to continue altering the node weights. A shortcoming of 

Connectionist approaches, however, is that they generally require a great deal of training, 

even when presented with non-noisy input, before they can produce accurate results 

(Moody 1989, and Trejo and Sandoval 1995). 

The Generalize/Specialize methods are often referred to as Induction Based 

Learning systems. Inductive Based Learning systems work by combining conjuctive and 

disjuctive logic clauses that define the predictive association between attribute-values and 

their corresponding classifications. There are three major types of Inductive Learning 

methods: 

1. Generalize, 

2. Specialize, and 

3. Generalize-Specialize. 

Generalize systems begin with very specific logic descriptions of a set of train-

ing instances. When contradictions are found in the descriptions of a class, the clauses of 

the descriptions are relaxed or generalized until all logic clauses are true (Mitchell 1977 

and 1982). Specialize systems (Michalski and Larson 1978) start with very simple logic 

descriptions of a set of training instances (e.g., a 'not null1 logic description). When 

contradictions are found in the descriptions of a class, the description is made more 

restrictive (i.e., specialized) until all logic clauses are true. The Generalize-Specialize 



methods (Dietterich and Michalski 1981 and Winston 1984) use a combination of different 

methods to generate the different classifications for the data. 

All Inductive Learning systems are intolerant to incorrect training examples or 

noisy data (Dietterich and Michalski 1981, Winston 1984). Whenever noisy data are used 

for training, incorrect generalizations and/or specializations can occur which, in turn, can 

lead to unresolvable or contradictor clauses in two or more descriptions for a single 

concept. As previously mentioned, dynamic domains are similar to noisy domains in that 

the logic descriptions of attributes, attribute-values, and classifications that were once true 

can become false whenever the domain changes. Because Inductive Learning systems are 

ineffective when presented noisy data, they tend to be ill-suited for dynamic domains. 

In contrast to Generalize/Specialize systems, Decision Tree Learning methods 

construct trees in which each node represents an attribute and each branch represents an 

attribute-value pair (Quinlan, 1983). Thus, each leaf node of the tree represents a 

different classification maintained by the system. Most Decision Tree learning methods 

are dependent on a single decision tree path for each classification maintained by the 

system. Whenever a domain parameter changes, all subtrees containing the change are 

recomputed. 

Early Decision Tree learning systems (Quinlan, 1983) failed completely when-

ever they encountered either noisy or incomplete training data. Later, several researchers 

tried to address noisy data by maintaining multi-path trees and networks (Quinlan 1987, 

Schlimmer and Fisher 1986, Fisher 1987 and 1989, Hadzikadic and Yun 1988; and 

Quinlan and Riverset 1989). The complexity of these multi-path decision trees increased 

rapidly whenever they encountered large or noisy domains which often the learning rates 
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to slow to unacceptable levels. To minimize the complexity of the trees, these systems 

included periodic mechanisms that pruned branches with low probabilities. 

The Decision Tree literature fails to mention any studies that have been done 

using dynamic data. However, it is assumed that any changes to attributes, attribute-

values, or classifications would cause significant disruptions to the tree structures that are 

maintained by these systems. 

Case Based Learning systems maintain an abstract or complete history of train-

ing examples in data structures called cases (Schank 1982, Kolodner 1984, and Bareiss, 

Porter and Wier 1987). As new instances are added to the system, previously assimilated 

cases are searched for examples or components of examples that match the current 

instance. Whenever a match is found, the system selects the set of procedures or 

classifications that were previously associated with the example and assumed applies them 

to the current instance. If the assumptions prove correct, then any additional information 

that is contained within the new instance is added to the knowledge base. In order to 

function efficiently, many of the Case Based Learning systems require a significant amount 

of apriore information about the domain before they can make any classification (Aha, 

Kibler, and Albert, 1991). 

Case Based Learning systems use a number of different methods to index and 

retrieve past cases, adapt results from previous cases to the specifications of new 

instances, and integrate new information into the system (Ram 1983). Although a few 

systems such as Protos are incremental and can assimilate dynamic data, the majority of 

the Case Based Learning methods require a great deal of metaknowledge before they can 

support significant and ongoing changes to the case base. 
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In more recent work, Aha, Kibler and Albert (1991) developed an instance-

based learner called IB 1 which attempts to deal with some of the problems cited above. 

IB1 defines a hyperspace in which each attribute is assigned a different dimension. IB1 

stores all examples using each instance's attribute values to define points in a hyperspace. 

Having done this, a classification is then defined as a multi-dimensional domain called a 

concept description in a hyperspace. Thus, unlike Case Based learning systems, IB1 

requires no advanced domain knowledge to process the various training examples. 

Whenever a new instance is encountered, the instance is compared to previous instances 

based on the similarity of its attribute values. Similarity is defined as the Euclidean 

distance in the hyperspace between the new instance and any previously stored instance. 

The new instance is assumed to belong to the closest class (i.e., shortest Euclidean 

distance). 

Unfortunately, IB 1 needs a great deal of storage space to save and maintain all 

the unique instances in the hyperspace. In addition, it must access every case stored in the 

knowledge base whenever it classifies a single new instance. For example, the Mushroom 

dataset described in the Experimental Methods Section of this dissertation represents an 

instance as a data object containing 22 attribute-values. If the Mushroom dataset 

contained 1000 different training examples, then IB1 would create 1000 new instances, 

each containing 22 attribute-values. To make a correct classification, IB1 would compute 

1000 Euclidian distances in a hyperspace of 22 dimensions. Since the actual data set 

contains 8124 unique examples, IB1 creates 8124 instance structures, each of which is 

accessed and processed every time a classification is made. In summary, both the storage 

and computational requirements grow linearly as the number of unique training instances 

increases. 
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Because IB1 did not have a mechanism for removing or discounting invalid data 

from the knowledge base, it is very sensitive to noise and incomplete data. As a result, 

IB3 was developed to try and address this problem. IB3 begins by maintaining a record of 

correct and incorrect classifications of all stored instances. Good classifiers are retained 

with the concept description; whereas, poor classifiers are discarded over time. An 

instance's classification quality is determined by comparing the number of times it was 

used in a correct versus incorrect classifications using a Chi Square statistic. Although 

IB3 appears to require less storage and computational resources than IB1 and seems to 

have more sensitivity to noise, it still requires a great deal of cycle time to eliminate a 

single incorrect example. Before the Chi Square statistic can produce results that are 

statistically significant, IB 3 must process a sufficient number of incorrect examples to 

cause the system to recognize the error. Because of the large number of incorrect 

classifications needed to remove a single invalid instance, IB3 performs poorly until the 

incorrect instance is finally deleted from the knowledge base. 

Although some of the above mentioned learning algorithms can "theoretically" 

work for dynamic domains; none has currently been tested using this type of data. For the 

most part, these methods require some type of restart method to achieve adequate learning 

performance when given dynamic data. Unfortunately, a restart strategy is computation-

ally too slow or requires too many training examples to be successful in many real-world 

applications. As a result, this research introduces and tests the efficacy of a new machine 

learning method; one that is designed to handle dynamic domains and address many of the 

problems cited above. This method is an extension of Instance Based Learning and is 

described in more detail in Chapter two. 



CHAPTER 2 

EXPERIENCE BASED LEARNING METHOD 

Introduction to Experience Based Learning 

As previously mentioned, IB3 (Aha, Kibler and Albert 1991) contains three im-

portant features that make it an effective machine learning system. First, it uses a minimal 

amount of domain specific knowledge to produce an initial classification. Second, it 

provides a mechanism for removing the effects of small amounts of noisy training data. 

Third, it has a method for expanding a knowledge base so that it can store and utilize new 

attributes and new classifications. Unfortunately, it also has several shortcomings that 

make it especially ineffective for classifying data in dynamic domains. First, it uses a 

considerable amount of storage space because it generates a new data structure for every 

unique instance encountered by the system. Second, it is computationally intensive 

because it computes the distances between a new event and all stored instances whenever 

it searches for a correct classification. Third, it tends to be inefficient because it requires a 

large number of incorrect classifications before it removes even a few invalid instances 

from the knowledge base. 

In response to the above challenges, this research developed an extension to In-

stance Based Learning, called Experience Based Learning, which seeks to overcome many 

of IB3's shortcomings. It is called "experience based learning" because it uses a series of 

statistical routines to store and retrieve summarizations of the most recent instances or 

13 
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cases. Such a notion is similar to the idea of "drawing upon one's most recent experi-

ences" to help classify new information or cases. In this manner, EBL overcomes many of 

IB3's shortcomings by reducing the amount of storage required to maintain as well as 

process instances in the knowledge base. 

As previously mentioned, IB3 creates a new instance structure for every unique 

training example added to the system. Thus, the knowledge base grows linearly as new 

instances are added. To reduce the amount of storage and processing time required, EBL 

maintains frequency counts for attribute values and classes rather than storing each 

training example as a unique instance. As a result, additional storage is required only 

when new attribute-values, classes or new associations of attribute-values and classes are 

added to the system. EBL data storage requirements, therefore, are proportional to the 

number of "experienced" attribute-values and classes stored in the system as opposed to 

the total number of unique instances. For example, EBL creates a total of 117 unique 

attribute-values and two classes for the Mushroom dataset (cited in Chapter One) as 

opposed to 8124 instances created by IB3. 

To make the learning system more efficient, EBL estimates conditional prob-

ability values of classes given attribute-values. A conditional probability is defined as the 

"probability of E-n given that Fj has occurred" (Selby 1969). The common equation used 

to compute conditional probabilities is: 

This conditional probability can be estimated by dividing the frequency count of Fj and Ei 

occurring together by the frequency count of Fj. Only those classes that have been 

associated historically (i.e., based on experience) with an event's attribute-values are 

considered when the system classifies an event. EBL's classification computational 
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complexity is proportional to the number of observed attribute-values for an event and not 

the total number of unique instances. Again, using the Mushroom dataset as an example, 

EBL accesses at most 22 attribute-value structures of an event to compute conditional 

probabilities for the historically associated classes as compared to IB3's computation of 

8124 Euclidean distances in a hyperspace of 22 dimensions. 

To make the learning system more tolerant to changes that occur in dynamic 

domains, EBL uses exponentially time weighted frequency counts (EWFC) to bias both 

attribute-value and class frequency counts. Exponentially time weighted functions are 

used frequently in statistical process control applications (Ford 1991) to forecast or 

estimate the next value of a process variable given its previous values. When process 

variables cannot be measured directly in real-time, they are estimated indirectly via the 

outcome of previous events. Often, more recent data are better predictors of an event 

than older data. For example, a machine's cutting rate may not be directly measurable 

while it is cutting but can be accurately forecasted by computing an exponentially time 

weighted average of previous cutting rates. Normally, when computing frequency counts, 

all occurrences are treated as equal (i.e., 1.0). Statistics that compute exponentially time 

weighted frequency counts treat the current frequency count as 1.0 but gradually reduce 

the frequency value for data that have been in the system for a longer time. This process 

of biasing the system against older data is referred to as "decay." Attribute-values that 

continue to be associated with a class will maintain the magnitude of their EWFC; 

whereas, attribute-values that are no longer or are infrequently associated with a particular 

class, because of either changes to their domains or occurrences of noise, will experience a 

decline in their EWFC values. 

An additional feature that has been added to EBL is a procedure that removes 

intercorrelations among attributes. IB3 and most other machine learning systems tend to 
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treat all attributes as though they were uncorrelated or statistically independent. 

Generally, most variables are intercorrelated to some extent. Classification accuracy can 

be severely affected if large intercorrelations are not factored out. For example, the IRIS 

dataset that was used to test EBL contains two flower attributes called "petal length" and 

"petal width." It was determined that these two attributes were highly correlated 

(r=0.938); meaning, that as petal length increases, the petal width also increases. Thus, 

treating these two attributes as statistically independent variables would bias any 

classification with respect to flower petal size. EBL estimates first order intercorrelations 

by using the conditional probabilities between two attribute-values; that is, the probability 

of attribute-value Xi given X2. While the computation of these probabilities adds to both 

the computational complexity and storage requirements of the system, it improves both 

the system's classification accuracy and its validity. 

A more detailed discussion of the EBL learning system now follows. These 

details include a description of the system's high level design, data structures, and 

statistical routines used to compute the conditional probabilities for classifications. 

The EBL Design 

The EBL system contains four major components: a Data Input module, an 

Experience Base, an Experience Engine, and a Feedback Processor (See Figure 1). The 

Data Input module is essentially a program that reads and prepares new event data for the 

system. The Experience Base or knowledge base contains the stored attribute-values and 

class structures. The Experience Engine is responsible for accessing the necessary 

Experience Base attribute-values and class structures and then calculating the probability 

values for each new classification. The Feedback Processor updates the Experience Base 
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by recording new associations between instances of attribute-values and classes, thus 

allowing the system to continue to learn. Each of these components and their interrela-

tionships is now discussed below. 

Data 

Class Base 

Attribute Base 

Report 

probable 

classifications 

Data Input 

Function 

Feedback 
Processor 

Experience 
Engine 

Fig. 1. Experience Based Learning System Components. 
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The main purpose of the Data Input Function is to read the data and prepare it 

for the Experience Engine, For this research, data were read from files. Each record, 

other than a file description header record, contained the attribute-value tokens and the 

known class token for an instance. The files were all previously parsed, tokenized, and 

randomized (see the Dataset Tokenization Method and Dataset Randomization Method 

sections of Chapter three). By assigning numbers to attribute-values and class tokens 

rather than using the actual values, EBL's processes were able to remain generic and 

domain independent. 

The next major component of EBL's machine learning system is the Experience 

Base which is composed of two logical structures: the Class Base and the Attribute Base 

(See Figure 2). The Experience Base data structures, elements, and functions are 

described in the next paragraphs. A detailed description of the calculations used to 

classify events is contained in the Experience Engine discussion. 

The Class Base maintains a separate structure or object for each distinct class 

(see Figure 2). Initially, the Class Base is empty and new classes are added to the system 

as they are "experienced" or read in. Each class contains slots for a ClassToken number, 

ClassDescription, ClassEWFC, and Class_Last_ Time. The Class Token number is 

used internally by the system to simplify references to particular class objects in the Class 

and Attribute Bases. The Class EWFC contains a floating pointing number that 

represents the last EWFC for all occurrences of this class and is used along with the A-

V Class EWFC to compute the conditional probability estimate of a Classi given an 

Attribute-Valuej. The ClassJLast_Time contains a value representing the last time that a 

particular class was experienced. The Class Last Time is used as part of the "decay" 

function that determines a data element's age. All EWFC values need to be "decayed" to 

a value representing the current time before they are used to compute conditional 
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probabilities. This "decay" process insures that more recently occurring experiences will 

be weighted more heavily in the classification process than the older data items (see the 

Experience Engine description for more details). 

Class-Base 

Class_Token 
Class_Description 

ClassEWFC 
Class_Last_ Time 

Indicates a List 

Fig. 2. The Class Base data structure. 

The Attribute Base maintains a separate structure or object for each distinct at-

tribute-value (see Figure 3). Initially, the Attribute Base is empty and new attribute-values 

are added as they are experienced. The A-V_Token number, the A-V_Description, the 

A-VEWFC and the A-V_Last_Time are associated with the primary attribute-values 

stored with this object. The A-V_Token stores the unique number that is used to 

reference the attribute-value throughout the program. The A-V_EWFC is used along with 

the A-V_Common_A-V_EWFC to compute conditional probabilities for the non-primary 

(i.e., "common") attribute-value, given the primary attribute-value. This probability 

estimate is computed as follows: 

P(commonk| primary^ = A-Vj_Common_A-Vk_EWFC / A-Vj_EWFC. 

This conditional probability estimate, P(coramonk | primary]), is used to remove 

intercorrelations between attribute-values. Before the EWFCs are used to estimate 
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conditional probabilities, they are "decayed" to the current time so that the system will 

favor classifications using more recent data. The EWFC function uses the values stored in 

A-V_Last_Time to "decay" the A-V EWFC value. Each Attribute-Value object also 

contains two lists of structures, the A-V_Common List and the A-V_Class_List. 

Attribute-Base 

A-V_Token 

A-V_Description 

A-VJEWFC 
A-V_Last_Time 

A-V_Common_List 
A- V_Common__A- V_T oken 

A- V_C ommon_A- V_E WF C 

A-V_Comnion_A-V_Last_T ime 

A-V_ClassJList 
A- V_Class__T oken 

A-V__Class_EWFC 

A-V_Class__ Last_Time 

Indicates a List 

Fig. 3. The Attribute Base Data Structure. 

The A-V_Common_List contains slots for each distinct attribute-value that has 

occurred in an event associated with the "primary" attribute-value. These attribute-values 

are referred to as "common" attribute-values because they have occurred in common or in 
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tandem with the "primary" attribute-value. Each of these structures contains an 

A-V_Common_A-V_Token number, an A-V_Common_A-V_EWFC and an A-V_ 

CommonA-VLastTime. The A-V_Common_A-V_Token number stores the token 

number that is used to reference the "common" attribute-value. As described earlier, the 

A-V_Common_A-V_EWFC stores the EWFC for all events where "primary" and 

"common" attribute-values occur together. This EWFC is used to compute a conditional 

probability of the "common" attribute-value given the "primary" attribute-value and is 

needed to factor out intercorrelation between these two attribute-values. A-V_Common_ 

A-V_Last_Time stores the last time the "primary" and "common" attribute-values 

occurred together and is used to "decay" the A-V_Common_A-V_EWFC to a value 

representing the current time. 

The second list of each "primary" attribute-value object is the A-V_Class_List 

which contains a separate structure for each distinct class that is experienced or associated 

with the "primary" attribute-value. This structure is used to store information about the 

concomitant occurrence of a class with the "primary" attribute-value. As described 

earlier, the A-V_Class_EWFC is used to compute the conditional probability of a specific 

class, given the "primary" attribute-value. The A-V_Class_Last_Time stores the last time 

the "primary" attribute-value and this class occurred together and is used to "decay" the 

A-V_Class_A-V_EWFC to the current time. 

The Experience Engine classifies an event by estimating the conditional prob-

abilities between a set of attribute-values and known classes. The Experience Engine 

receives a list of attribute-value token numbers from the Data Input Function that 

represent the attribute-values experienced in connection with a specific instance. It uses 

the attribute-value token numbers to access the corresponding "primary" attribute-value 

objects in the Attribute Base. All stored EWFCs are based on the time that they were last 
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experienced. Before computing the new EWFCs, the values must be "decayed" to the 

current time. As discussed previously, this "decay" process gives more weight to recently 

occurring experiences; thus, causing evidence from experiences that resulted from noisy 

data or domain changes to gradually decline. The EWFC values, A-VEWFC, A-V 

CommonA-VEWFC, A-V_Class_EWFC and ClassEWFC are associated with the 

LastTime values of A-V_Last_Time, A-V_Common_A-V_Last_Time, A-V_Class_ 

LastTime, ClassLastTime, respectively. The actual "decay" formula used in EBL is 

presented in Figure 4. From this point on all EWFCs are assumed to be current values for 

EWFCs. After the EWFCs have been "decayed," the conditional probability estimates are 

computed for all classes given the observed "primary" attribute-values: 

P( Classi | A-Vj) = A-Vj_ClasSj_EWFC / A-Vi_EWFC. 

The conditional probability estimates, P( Class; | Attribute-Valuej ), represent the 

probability of class, given a single attribute. Generally, there are multiple conditional 

probability estimates for any particular class which, in turn, must be combined to produce 

a single probability value for the class. 

The simplest method for combining these probabilities is to add them together. 

This simple method, however, is valid only if all attribute-values are statistically independ-

ent or uncorrelated. As was previously stated, statistical independence is rarely a 

reasonable or correct assumption. For example, two of the four attributes in the IRIS 

dataset are highly correlated with each other (r=0.938) and to classes (r=0.957 and 

r=0.949). Thus, any class probabilities computed by arithmetic sums for IRIS may result 

in probability estimates that exceed 1.0. 
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present time EWFC = last t imeEWFC * e ~ b 1 

Where: 

present_time_EWFC represents the "decayed" EWFC for any of the EWFCs 
listed in the previous paragraph. 

Iast_time_EWFC represents any of the stored EWFCs listed in the previous 
paragraph. 

e is the natural log base. 

b is a time bias. The larger the value for b the faster the experience decays. See 
Figure 6. As b approaches 0.0, the present_time_EWFC value approaches a 
normal frequency count, in which each frequency count is statically equal to 1.0. 

t is the "age" of the EWFC and is the difference between present time and 
lasttime. The lasttime represents the Last Time value associated with the 
EWFC. 

Fig. 4. "Decay" function for Exponentially Time Weighted Function Counts 

The statistically "pure" method for combining probabilities involves computing 

the intercorrelations among all attributes. Unfortunately, this solution often results in 

increasing the system's data storage, data access, and data manipulation requirements to 

such an extent that they exceed the boundaries of most real-world applications. Using a 

complete intercorrelation method requires the system to maintain the correlations among 

all combinations of attributes. For example, the simplest dataset tested in this research 

contains four attributes: "petal length" (PL), "petal width" (PW), "sepal length" (SL), and 

"sepal width" (SW). The first order intercorrelations are defined as the correlation 

between all combinations of pairs of the primary variables, PL, PW, SL, and SW (see 

Table 1). Second order intercorrelations are defined as the unique correlations between all 

first order intercorrelations and primary variables not included in the particular first order 
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intercorrelation. Third order intercorrelations are defined as the unique correlations 

between all second order intercorrelations and the primary variables not included in the 

particular second order intercorrelations. Thus, the orders of intercorrelations for a 

dataset is equal to the number of attributes minus one. For datasets with more than four 

attributes, progressively higher order intercorrelations are defined as the unique intercor-

relation of the previous order intercorrelation with the primary variables that are not 

included in the particular previous order intercorrelation. 

Table. 1 Intercorrelations example for the "IRIS" dataset. 

Intercorrelation Combinations Total Unique Number 

First order PL-PW, PL-SL, PL-SW, 
PW-SL, PW-SW, SL-SW 

6 

Second order (PL-PW)-SL, (PL-PW)-
SW, (PL-SL)-SW, (PW-
SL)-SW 

4 

Third order (PL-PW-SL)-SW 1 

The number of intercorrelations grows very rapidly as the number of attributes 

grow 

n 

£ n! / ( r! (n - r)! ). 
r=2 

For example, the "pure" treatment of the Mushroom dataset used in this particular study 

would require EBL to compute 4,194,281 intercorrelations among 22 different attributes. 

Thus, the complexity involved using a "pure" treatment of attribute intercorrelation is too 

large for most real-world problems. 
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To reduce both storage requirements and computational complexity, EBL com-

putes only first order intercorrelations. The reason that this particular method works is 

that the amount the of the total variance used in predicting a class and associated with 

intercorrelations decreases as the order of the intercorrelation increases (Winer 1971).) 

The conditional probability of two attributes is an estimate of their intercorrela-

tion and can be computed by the following formula: 

P( Ak | Aj) = A-Vj_Common_A-Vk_EWFC / A-Vj_EWFC 

where "At" is the "common" attribute value and "Aj" is the "principal" attribute value. To 

demonstrate how this first order intercorrelation between attributes is used, consider the 

situation in which there are two conditional probability estimates for a class, P( Class; | A-

Vi ) and P( Classj | A-V2). The combined total probability for this class would be: 

P(ciassi) = P( Classj | A-V t ) + ( P( Classi | A-V2) - P( A21 A t ) ) . 

The conditional probability, P( A2 | At ), is the probability of attribute-value2 given 

attribute-valuel and represents an estimate of the predictive evidence that is common to 

both the P( Class; | A-Vi ) and P( Class; | A-V2 ) probabilities. If this "common" 

probability is not subtracted from the second Class probability, P( Class; | A-V2 ), the 

"common" probability's predictive value would be counted twice. If a third class 

probability is combined, a second order intercorrelation is needed to produce an exact 

solution. A close estimate of class probability for the three attributes can be made by 

removing the largest intercorrelation of attribute-value3 and the two previously added 

attribute-values. This estimate is considered close because the predictive variance 

associated with first order intercorrelations must be larger than any of the second order 

intercorrelations. 
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The error associated with using this approximation can be further controlled by 

looking at the order in which the P( Class; | A-Vj )s are combined. When the P( Class; | A-

Vj)s are combined from largest to smallest, the error associated with intercorrelation is 

kept to a minimum. This is due to the relative size of the intercorrelations. With the 

addition of the first two class probabilities, there is no error due to intercorrelation. With 

the third class probability the intercorrelation error is due exclusively to a second order 

intercorrelation. With the addition of the fourth class probability, the error is associated 

exclusively with second and third order intercorrelations. Since the fourth class 

probability is smaller than the three previously combined class probabilities, its second and 

third order probabilities must also be smaller. Figure 5 describes the complete computa-

tional method used to determine the intercorrelations among attributes. 
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P(dassi) = P( Classi | A-V,) + £ (P( Class; | A-Vj) * Rj ) 
j=2 

P(dassi) is the probability estimate of Class; given all observed A-Vs. 

P( Classj | A-Vj) is the conditional probability estimate of Classs given Attrib-
ute-Valuej where P(ClasSi|A-Vi) > P(ClasSi|A-V2) >...> P(ClasSi|A-V„) 

n is the number of attributes-values that are both present in the classification 
event and have been experienced with this class. Attribute-values that have not 
been experienced with this class would have a conditional probability of zero. 

Rj is the estimate of the unaccounted for prediction remaining between A-Vj 
and all previous A-Vs. See the next equation. 

j -1 
Rj = (1.0 - max [ P( Aj | Ak) ]) 

k= 1 

P( Aj | Ak ) is the conditional probability of attribute-valuej given attribute-
valuek. 

Fig. 5. Combination of Class Probability Estimates 

To continue to learn and adjust to changes in the domain, the Experience Base 

must have feedback. System feedback consists of adding 1.0 to the present value of 

specific EWFCs and updating their respective LastTime variables to the current time. A 

1.0 is added because it represents the current value of a single frequency count. The next 

time an EWFC is needed, its "age" is computed by subtracting its Last Time value from 

the current time. The "age" is then used to "decay" the EWFC to a current value by 

applying the EWFC "decay" function described in Figure 4. 
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Below are the EWFCs that are incremented by 1.0 in the feedback process that 

occurs after an event is classified. 

1. ClasSj_EWFC of the true class is incremented by 1.0. If this is a new 

class, then its EWFC is initialized to one. 

2 A-Vj_EWFC of all j "principal" attribute-values associated with an event 

are incremented by 1.0. If this is the first time that an attribute-value has 

been experienced, then an attribute-value object is first created and its 

EWFC is initialized to 1.0. 

3 A-Vj_Common_A-Vk_EWFC of the kth "common" attribute-values as-

sociated with the jth "principal" attribute-values are incremented by 1.0. 

Both the kth and j111 attribute-values must be present in an event. If a 

"common" attribute-value has not been previously experienced with this 

"primary" attribute-value, its structure is created and its EWFC is initial-

ized to 1.0. 

4- A-Vj_ClasSj_EWFC of the true class of this event, class;, for each of the 

event's "principal" attribute-value objects are incremented by 1.0. If a 

"principal" attribute-value object does not already contain a structure for 

this class, one is created and its EWFC is initialized to 1.0. 

At this point the system is ready to make the next classification. The next 

chapter describes the study used to determine the effectiveness of EBL's learning 

algorithm and reports the results of the experiments. 



CHAPTER 3 

EXPERIMENTAL METHODS AND RESULTS 

Experimental Methods 

Hypothesis Introduction 

The purpose of this dissertation is to determine whether an EBL approach can 

produce acceptable classification accuracy when presented with a dynamic domain. 

Currently, there are no known reports of any system that can learn dynamic domains short 

of starting over (i.e., re-running the program). To exercise a system's ability to learn in a 

dynamic domain, attribute-values, classifications, and the relationships among attribute-

values and classifications must be able to change quickly as changes within the environ-

ment occur. There are no known standard methods or datasets for testing dynamic 

learning capabilities. To simulate a dynamic domain, twelve commonly used datasets from 

the University California-Irvine's Machine Learning Center (UCI) were presented to EBL 

in a procedure consisting of train, evaluate, and retrain without restarting or reinitializing 

the system. The attributes of a subsequent dataset reused the previous dataset's attribute 

and classification token values which had the effect of adding attribute and classification 

values automatically whenever they were needed. The accuracy of many machine learning 

systems has been reported for these datasets, and thus they provide a good basis for 

comparison with EBL. 

29 
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Description of the Datasets 

University of California-Irvine Repository of Machine Learning Databases and 

Domain Theories maintains a collection of over one hundred frequently used machine 

learning datasets. The UCI datasets can be accessed via ftp at ftp.ics.uci.edu: 

pub/machine-learning-databases or over the WWW at: 

http ://www. ics. uci. edu/~mlearn/MLRepository. html. 

Below are descriptions of sixteen datasets used by Holte (1993). Hote also cites several 

hundred published results these datasets. Table 2 contains a description of the datasets. 

Initially, it was hoped that all sixteen datasets referenced by Holte (1993) could 

be used in this study. After reviewing the datasets, however, it was determined that four 

could not be used due to the following reasons: 

• G2: The method described by Holte (1993) to produce this dataset was 

inadequate. 

• HY and SE: Although Quinlan himself supplied these datasets to UCI, the 

author believes that the datasets were somehow corrupted. 

• LY: Holte's documentation for the number of cases differs significantly 

from the numbers actually contained in the UCI dataset. 

In addition, Holte (1993) failed to cite previous results for two of the datasets, 

HO and SO. While these two datasets were included in the experiment, they were not 

used in the statistical analysis. 

ftp://ftp.ics.uci.edu


Table 2. Description of the datasets used by Holte (1993) 
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Attributes Classes Cases 
BC: Breast cancer database from the Ljubljana 9 2 286 
Oncology Institute, 
(breast-cancer/breast-cancer.data) 
CH: This concerns king-rook versus king-pawn 
end games (chess-end-game/king-rook-vs-king-
pawn/kr-vs-kp) 

36 2 3196 

GL: Glass Identification database from USA 9 6 214 
Forensic Science Service (glass/glass.data) 
G2 : derived from GL 9 2 163 

HD: Heart Disease databases Cleveland Clinic, 13 2 303 
(heart-disease/ cleve. mod) 
HE: Hepatitis database, (hepatitis/hepatitis.data) 19 2 155 

HO: Horse Colic database, 22 1 368 
(undocumented/taylor/horse-colic.data + horse-
colic.test) 
HY: Thyroid patient records classified into disjoint 
disease classes, (thyroid-disease/hypothyroid.data) 

25 1 368 

IR: Iris Plant database, (iris/iris.data) 4 3 150 

LA: Labor relations database from Collective 16 2 57 
Bargaining Review, (labor-negotiations) 
LY: Lymphography database from Ljubljana 
Oncology Institute, 
(lymphomgraphy/lymphomgraphy.data) 

18 4 141 

MU: Mushrooms in terms of their physical char- 22 2 8124 
acteristics and classified as poisonous or edible 
from Audobon Society Field Guide, 
(mushroom/agaricus-lepiota.data) 
SE: (thyroid-disease/sick-euthyroid. data) 25 2 3163 

SO: one of Michalski's famous soybean disease 21 5 47 
databases, (soybean/soybean-small-data) 
VO: Congressional voting records classified into 
Republican or Democrat from 1984 United 
Stated Congressional Voting Records, (voting-
records/house-votes-84. data) 

16 2 435 

VI: derived from VO, VO minus Physician-fee 15 2 435 
freeze attribute. 
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Dataset Tokenization Method 

Several of the datasets contained continuously scaled attribute values. Since 

EBL functions best when attribute-values are multiple examples for each attribute-value, it 

was necessary to transform the data to accommodate this particular feature. 

Transforming or limiting the number of values for an attribute is a common 

practice among researchers in machine learning as well as other disciplines. The Western 

Electric Handbook of Statistical Quality Control (Small, et. al, 1956) divides continuous 

values into six process control zones of plus and minus one, two and three standard 

deviations from the mean. Quinlan's (1983) ID3 uses attribute values that best partitioned 

a classification into two groups based on a classification variable. Wong and Chiu's 

(1987) Equal Width method divides an observed attribute-value range into equal width 

intervals based on the desired number of categories. Wong and Chiu's (1987) Maximum 

Marginal Entropy method partitions an attribute-value range such that there are an equal 

number of observations in each resulting interval. Carter and Catlett's(1987) Fuzzy 

Threshold Values method suggests that one can use any method for splitting continuous 

values into categories. When an attribute-value falls close to a boundary (using a "Fuzzy 

Threshold"), the attribute-value is treated as a member of both categories. Holte, Acker, 

and Porter's (1989) Interval Subdivision Maintaining a Minimum Class Representation 

method recursively subdivides continuously valued attributes ranges into disjoint intervals 

as long as each remaining category maintains at least k class members. 

The continuously scaled data in this dissertation were transformed such that the 

attribute-values fell into five, value ordinally scaled categories based on standard 

deviations from the mean (z-scores) using Table 3. This data transformation method is 
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similar to the one used by Western Electric. Given a Normal distribution of attribute-

value values, this method will also produce results similar to that of Wong and Chiu's 

(1987) Maximum Marginal Entropy method and Holte, Acker and Porter's (1989) Interval 

Subdivision Maintaining a Minimum Class Representation. 

Table 3. Transform used for coding continuously scaled attribute values to an 
ordinal scale. 

Lower Limit z-score Upper Limit z-score Ordinal Scale Value 

none -1.0 inclusive 1 
-1.0 exclusive -0.42 inclusive 2 
-0.42 exclusive +0.42 exclusive 3 
+0.42 inclusive +1.0 exclusive 4 
+1.0 inclusive none 5 

After the data transformation, the attribute-value pairs and class values in each 

file were tokenized. A token for each file was represented as a number, starting with the 

value "1." For example, the first unique attribute-value pair scanned from a file was 

assigned the value "1," the next unique pair was assigned "2," etc. The token numbers 

assigned to classes in each file started with 200, which represented a value beyond the 

range of numbers assigned to the attribute-values in the datasets. While this process 

enabled EBL to remain domain independent, it also provided a mechanism for simulating 

dynamic domains. As each new dataset is presented to EBL, the relationships between 

attribute-value and class token numbers from the previous dataset are no longer true. 

Such radical changes in the data are similar to what occurs whenever a system encounters 

radical changes in a domain. 
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Dataset Randomization Method 

There were two important independent variables that were controlled in this 

experiment. Both variables relate to the order in which the test data were presented to the 

system. 

The first important independent variable is the order in which the learning cases 

of each dataset were presented. In this particular study, each case was considered as a 

single record in the dataset. There is obviously some optimal order of presentation of 

cases to a system that ensures maximum learning performance. If cases are always 

presented in this optimal order, the average learning performance is seriously overstated. 

To control for this phenomenon, the records of the datasets used in this particular study 

were presented in a random order for each presentation. This was accomplished by 

appending ten, six-digit random numbers to each record in the dataset. These random 

number fields were used in conjunction with a sorting routine to randomize a dataset's 

record order. For the first set of trials, the records of a dataset were sorted by the first 

random number field, and for the n-th set of trials the n-th random number field was used 

to sort the records. The random numbers were generated by calls to the Microsoft Visual 

C Compiler v4.0 rand() function. 

The second independent variable controlled was the order in which the twelve 

datasets were presented. It is believed that the EBL method is sensitive to the number of 

training cases presented between significant domain changes. The datasets differed greatly 

in the number of cases they contained (8,124 cases for MU and 3,196 cases for CH vs 47 

cases for SO and 57 cases for LA). It was suspected that datasets that followed large 

datasets required more retraining to adjust to domain changes than those that followed 

smaller datasets. Furthermore, there was reason to believe that some of the smaller 
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datasets contained insufficient data to adequately retrain the system if presented after 

larger datasets. To control for the effect of the order that the datasets were presented, a 

list containing all the datasets was produced. Each record contained a dataset name and 

ten, six-digit random numbers. For each trial (1,10), the names contained on the list were 

generated in a random order using the random numbers previously assigned. The new 

sorted list was presented to the machine learning system. See Appendix A for the 

presentation order for each of the ten trials. 

EBL System Setting 

A related independent variable that affected the results of the study was the rate 

of "decay" of the frequency counts. A "decay" function (see Figure 4) was used to enable 

EBL to de-emphasize older experiences in favor of more recent and probably more valid 

experiences. The rate at which older frequency counts "decay" is based on the value of 

the "b" coefficient. As the "b" coefficient approaches 0.0, the rate of the "decay" of old 

values slows. When b = 0.0 all frequency counts are treated as equal, and the EWFC 

equals the arithmetic sum of the frequency counts. The rate of "decay" of older frequency 

counts increases as the "b" coefficient increases. As "b" approaches 0.5, the most recent 

experience accounts for approximately 40 percent of the EWFC. 

The selection of the optimal "b" coefficient cannot be done without knowledge 

of the data. Generally, the more dynamic a domain, the faster one wants the older values 

to "decay," because the older values are more likely to have occurred at the point when 

the domain changes. For this experiment, the value of "b" was fixed at 0.10. The reason 

this value of "b" was chosen was because it was used during the early development of the 

system and generally produced better results than other values (e.g., 0.05, 0.15, and 0.20). 
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How one selects an optimum value for "b" obviously depends on the domain and is the 

topic for future research. 

Description of Testing Cycle and Data Collected 

The following procedure was used to evaluate the EBL system: 

1. Randomize the list of datasets. 

2. Pick the first dataset from the list of datasets. 

3. Randomize the records of the this dataset by sorting the records by the 

random number corresponding to the trial number. 

4. Use the first two-thirds of the dataset's records for training. 

5. Use the last one-third of the dataset's records for testing, recording the 

ratio of correct classifications. 

6. If not done with the list of datasets, then move to the next dataset in the 

list and go to step #3. 

The above procedure was repeated ten times to obtain a mean EBL classifica-

tion accuracy for each of the datasets. The mean for each dataset was compared with the 

mean of the results published in Holte (1993) and the Holte Methods (H-M) using a t-test. 

If the number of statistically superior H-M means (p<0.10) did not exceed the number of 

EBL means, then the dissertation hypothesis was considered supported. 
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Results 

For all datasets, the mean ratio of correct classifications (i.e., performance) was 

higher than what would have been expected by chance (see the columns labeled chance 

and EBL mean in Table 4). The EBL performance on each dataset was compared to the 

performance of the methods cited in Holte (1993).. The EBL method performed 

significantly better as measured by a t-test than did the H-M methods on two datasets, HD 

(p<0.10) and MU (p<0.05). The H-M methods performed significantly better as measured 

by a t-test than did the EBL method on two datasets, IR (p<0.01) and VO (p<0.05). On 

the remaining six datasets, the EBL and H-M methods' performance did not statistically 

differ (p>0.10). See Table 4 and Figure 6 for the complete analysis. 

The distribution of performance results for the ten datasets with complete data 

was tested for statistical significance using a three by one Chi Square test. To perform 

this test the dataset performance results were cast into three categories: 

1. EBL significantly better, 

2. H-M significantly better, and 

3. No significant difference between EBL and H-M. 

One would expect all results to fall into the third category if there was, in fact, no 

difference between EBL and H-M methods (see Table 5). This test yielded a Chi Square 

equal to 2.4 (df =2), which is not statistically different (p > 0.3) than one would expect 

by chance. 

These results indicate that the EBL method, even when given a very extreme 

level of dynamic domain, was able to learn and deliver a satisfactory level of classification 

performance. 
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• Holte 

Fig. 6. EBL and H-M learning performance on the twelve datasets studied. 

Table 5. Chi Square testing the distribution of dataset performance results. 

EBL 
Significantly Better 

H-M 
Significantly Better 

No 
Significant 
Difference 

Expected 0 0 10 

Observed 2 2 6 

Chi Square = 2.4, df = 2, p > 0.3 
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Post Hoc Study of Worst Performing EBL Runs 

The EBL testing method produced rather large within dataset variances for sev-

eral datasets (see Table 4). Such a phenomenon would support the conjecture that the 

order of the datasets and/or order of records within a dataset was a significant perform-

ance factor. To test this conjecture, a post hoc experiment was conducted. The worst 

performing trial for each dataset was identified. Each of these datasets was then run 

separately, beginning with an empty Experience Base for each trial. This testing method 

eliminated the influence of previous dataset training, and thus, represented learning a non-

dynamic domain. The influence of records within the dataset was not affected by this 

design. Thus, any difference between the original performance and results for the "rerun" 

could be attributed to the influence of the previous datasets and the effect of a dynamic 

domain. 

If there was no dynamic domain influence, one would expect that the results 

from the second run would not differ significantly from the first run. This was not the 

case. Nine of the twelve datasets showed improved performance when run a second time; 

Three datasets produced the identical performance when run again; and one dataset 

actually had slightly worse performance than its original run. See Table 6 for the results. 

A three by one Chi Square was used to test the statistical significance of this 

distribution of results. The three categories used for the Chi Square test include: 

1. No difference between original run and the rerun, 

2. Original run better than the rerun, and 

3. Rerun better than the original. 
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The distribution of results was significantly different (Chi Square =13.58, df = 2, p < 

0.01) from what one would expect by chance. These results indicate that there is probably 

significant dynamic domain interference in several of the datasets (see Table 7). When one 

looks in more detail at the results, the three largest performance improvements occurred in 

runs where the datasets had the fewest training cases, SO (Cases = 47, Min = 0.2500, 

Rerun 1.0000), LA (Cases = 57, Min = 0.6842, Rerun = 0.8947) and IR (Cases = 150, 

Min = 0.7200, Rerun = 0.9200). 

Table 6. Comparison of each dataset's worst performing run (column labeled 
Min) to a rerun (column labeled Rerun) that removed the effects of the dynamic domain 

treatment. 

data-
set 

Cases mean sd n, Min Rerun mean sd n 

BC 286 0.6968 0.0262 10 0.6737 0.6737 0.7090 0.0363 76 

B i l l 3196 0.8049 0.0618 10 0.7211 0.7211 0.8738 0.1276 11 

jpaiifj 214 0.5606 0.0362 10 0.5070 0.5211 0.5547 0.0716 11 

HD 303 0.7782 0.0405 10 0.7327 0.7921 0.7466 0.0458 20 

HE 155 0.7961 0.0464 10 0.7255 0.7255 0.8028 0.0827 33 

HO 368 0.6943 0.0487 10 0.6066 0.6011 N/A N/A 0 

m 150 0.8520 0.0880 10 0.7200 0.9200 0.9348 0.0249 53 

LA 57 0.8053 0.0704 10 0.6842 0.8947 0.8187 0.0506 12 

MU 8124 0.9933 0.0042 10 0.9863 0.9870 0.9712 0.0291 12 

SO 47 0.7688 0.2501 10 0.2500 1.0000 N/A N/A 0 

vo 435 0.8917 0.0225 10 0.8552 0.9034 0.9140 0.0410 38 

VI 435 0.8531 0.0319 10 0.8069 0.8414 0.8688 0.0160 8 
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Table 7. Chi Square testing the difference between each dataset's worst per-
formance and a rerun of the same dataset without the dynamic domain influence. 

No Difference Original run better Rerun better 
between original than the rerun, than the 
and rerun. original run. 

Expected 12 0 0 

Observed 3 1 9 

Chi Square = 13.58, d f= 2, p <0.01 

In summary, the results of the main experiment indicate that the EBL method, 

even when tested with an extreme level of dynamic domain, was able to learn and deliver 

classification performance comparable to other machine learning methods tested with 

static domains. This is important because no previous method has demonstrated the 

ability to learn dynamic domains. The post hoc experiment indicates that the EBL method 

is capable of even better learning performance with static rather than dynamic domains. 

Combined, these two results indicate that the EBL method can be more widely applied to 

real-world domains than its predecessors. 

The next chapter contains a summary of the findings and results of this study, a 

discussion of the advantages of this method over previous research, suggestions for 

possible applications of the technology, and suggestions for future research. 



CHAPTER 4 

CONCLUSIONS AND FUTURE RESEARCH 

This chapter contains a summary of the findings and results of this study, a dis-

cussion of the advantages of this method over previous research, suggestions for possible 

applications of the technology, and suggestions for future research. 

There is no known machine learning method that can adapt to significant 

changes in the domain other than by re-training itself. This shortcoming has significantly 

limited the number of machine learning programs that are used in real-world applications. 

A new machine learning method, called Experience Based Learning (EBL), was 

introduced in this research as a means of overcoming many of the problems encountered 

by previous machine learning systems. The EBL method is based on the observation that 

humans are able to adjust their classification strategies whenever they encounter changes 

in their domain. One way that humans do this is by giving more credence or weight to 

newly acquired information. Such a strategy enables humans to recognize new informa-

tion, even before those patterns have been learned completely. EBL simulates this 

phenomenon by using exponentially time weighted frequency counts (EWFCs) of 

attribute-values and classes to estimate classification probabilities. EWFCs operate similar 

to human learning in that they "decay" the value of data as it gets older; thus, the 

evidence value of older data in estimating classification probabilities decreases gradually. 

This is important in dynamic domains because as data ages it is the more likely to be 

invalid due to the changes introduced into the domain. 

43 
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Another important feature of EBL is that it stores the occurrences of attribute-

values as frequency counts rather than unique instances, resulting in a saving of storage 

over other machine learning systems. For example, EBL created 117 objects to store the 

MU training dataset (described in Chapter 3) as compared to 8124 objects created by IB3. 

The EBL method also makes significantly fewer data accesses and requires less computa-

tion to make a classification than other Instance Base learning methods. IB3 accesses and 

computes 8124 Euclidean distances in a twenty-two dimension space to produce a single 

classification after all examples were learned, whereas EBL method accesses at most 22 

attribute-value structures. 

In order to test the effectiveness of the proposed machine learning system, it 

was hypothesized that EBL would automatically adjust to domain changes and still 

provide classification accuracy similar to methods that require starting over. There were 

no previous reported methods for testing learning under dynamic domain conditions. To 

simulate a dynamic domain and test this hypothesis, twelve widely studied machine 

learning datasets were presented in an uninterrupted cycle of train, test, and retrain. The 

attribute-values and classes for each dataset shared common token values; thus, whenever 

the dataset changed, the relationship among attributes and classes also changed. 

The order in which the twelve datasets were presented was randomized for each 

of ten trials. Also, the records within the datasets were randomized for each trial. This 

randomization process controlled for any biases in either the order the datasets were 

presented or the order the records occurred within the dataset. The last one-third of the 

records in each dataset were used to assess performance. Performance was defined as the 

ratio of correct classifications to total classifications. The mean classification performance 

for each of the twelve datasets was compared with historical results reported by Holte 

(1993). Performance data clearly indicated that EBL was able to perform at a level 
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equivalent to that of other methods that were tested under static domain conditions. The 

success of EBL under these conditions indicates that this method can be applied 

successfully to a much broader range of real-world problems. 

Advantages of EBL Method. 

EBL is not only an effective machine learning system, it has several advantages 

over other, existing machine learning algorithms. 

1. EBL's performance is as effective as most other machine learning sys-

tems, even when confronted with training examples representing dynamic 

domains. 

2. EBL requires no preliminary knowledge before it begins its classifying 

training data. This feature enables EBL to be used in the very early 

stages of the knowledge acquisition process. 

3. EBL maintains its own knowledge base. It adds new attributes and classi-

fications as they are experienced. As information ages or becomes 

obsolete, EBL reduces the weights of the evidence associated with older 

occurrences of attributes and classes. If the weights drop to less than 0.0, 

the attributes and classifications are removed from the system. 

4. EBL is relatively domain independent. EBL needs domain specific infor-

mation for only the initial tokenization procedure which requires users to 

specify the data types for the each attribute and to indicate whether the 

data item is a continuous or discrete value. 
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5. EBL stores data in a form that is useful for process and product im-

provements. For example, a user may obtain probability estimates for 

both classes and attributes. This type of information is useful for applica-

tions dealing with fault diagnostic and process improvement that require 

information such as the ten most current or newest problems. 

Possible Applications. 

The ultimate test of EBL is its use in a real-world application. There are several 

domains that have proven difficult for machine learning research, largely because of the 

presence of dynamic data that require a system to react quickly and efficiently to changes 

in the environment. Because of EBL's ability to react to a changing environment, it can 

respond to rapid changes in a domain. For example, several companies have tried to 

increase productivity, quality, and cost effectiveness by using Statistical Process Control 

(SPC) techniques to tune their industrial processes. The ultimate goal of any SPC method 

is to detect certain process trends that, if uncorrected, will lead to defective products, 

inefficient production, or hazardous outcomes. There are several commercially available 

SPC systems that perform the real-time statistical routines associated with SPC. The 

major problem with using these programs, however, is that they produce results that are 

often difficult to match up with the appropriate response. Because the domains are 

typically very dynamic, no current machine learning program has been used for this 

application. Because EBL can continually monitor the SPC output, it can automatically 

map predecessors of important events to causes and corrective actions. 



47 

Another application that would be appropriate for EBL is the customer support 

service area. Most successful commercial software companies have large divisions 

devoted to customer support. In general, most companies make significant changes to 

both existing and new products about every three months. As a result, support personnel 

must respond to new problems associated with these new product changes about every 

three months. EBL could be used to improve the accuracy and response rates of support 

personnel by having the system "learn" the associations between new problem areas and 

new products. By using this type of system, software support personnel could greatly 

increase their abilities to diagnose problems related to new products. 

Future Research. 

While EBL has proven to be an effective learning program, there are several 

features that could be added to enhance its capabilities. For example, a significant 

advancement in machine learning research would be the ability to detect and generate new 

classes. EBL could accomplish this task by comparing classification probabilities to a 

threshold value. If no EBL classification for an event exceeds the designated threshold, it 

is likely that this event is a new or previously unexperienced class. This capability can be 

tested by determining hit and miss ratios at the point in the dataset when new classes are 

introduced. 

The ability to detect and handle missing data, is also an important feature for a 

machine learning system. Missing data occurs because of reporting or instrumentation 

failures. EBL can detect the possibility of missing data by reviewing the classification 

results. Rather than computing a conditional probability of a class given a particular 
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attribute-value, EBL data can be used to produce a conditional probability of an attribute-

value given a class. If there is a historically high probability of an attribute-value that is 

not present given a class, then it is likely that the attribute-value is missing. This evidence 

could be used to detect either faulty instrumentation or errors in the manual reporting 

procedure. This capability can be tested by randomly omitting attributes from training 

instances and measuring how well EBL method can detect the missing attributes. 

Finally, EBL's "decay" function needs to be systematically studied. The "b" 

coefficient needs to be studied to determine which values produce optimal results for the 

different types of data. As was reported in Chapter 3, a "b" coefficient of 0.10 seems to 

produce better results than values such as 0.05, 0.15 and 0.20. Also, it was hypothesized 

that domains which experience frequent changes would be better served by a faster decay 

function (i.e., higher "b" coefficient). The decay function can be studied by producing 

artificial datasets that contain various domain change cycle frequencies. The correlation of 

optimal "b" coefficients with domain change cycle frequencies would be useful in 

optimizing EBL's performance. For real-would domains, where the cycle frequency of 

domain changes is unknown and probably variable, the "b" coefficient could itself become 

dynamic. Domain changes are characterized by an increased frequency of incorrect 

classifications. Whenever there are rapid changes in the domain, the "b" value could be 

increased to increase the rate at which old evidence is decayed. In contrast, when a 

domain is experiencing no changes, the "b" coefficient could be lowered. A smaller "b" 

value produces results that are not as heavily weighted toward newer data, and thus, it is 

less affected by the occasionally random data error. 
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Summary 

Prior to EBL, there was no known machine learning method that could adapt to 

significant changes in the domain other than by re-training itself. EBL has demonstrated 

that it can efficiently learn under these conditions. The success of EBL under these 

conditions indicates that this method can be applied successfully to a much broader range 

of real-world problems. Additionally, this dissertation also developed a method by which 

future machine learning systems can be systematically evaluated under dynamic domain 

conditions. 
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Learning performance results by trial. 
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Trial #1 Ratio of 
Correct 

GL 0.5915 
HE 0.7647 
MU 0.9966 
VO 0.9103 
LA 0.6842 
CH 0.8319 

VI 0.8690 

SO 0.8750 

HD 0.7327 
HO 0.6967 
IR 0.9200 
BC 0.7579 

mean 0.8025 

sd 0.1174 

n 12 

Trial #2 Ratio of 
Correct 

HO 0.6803 
VI 0.8897 
VO 0.9103 
GL 0.5634 
HE 0.7843 
CH 0.8714 
IR 0.7400 
LA 0.8421 
SO 0.8125 
BC 0.7158 

MU 0.9963 
HD 0.7921 

mean 0.7998 
sd 0.1156 
n 12 
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Trial #3 Ratio of 
Correct 

HO 0.7623 
MU 0.9915 
VO 0.9241 
SO 0.8125 
LA 0.8947 
VI 0.8828 
BC 0.6737 
CH 0.8545 
IR 0.7400 
HD 0.7822 
GL 0.5211 
HE 0.7451 

mean 0.7987 
sd 0.1254 
n 12 

Trial #4 Ratio of 
Correct 

IR 0.9800 
CH 0.8751 
HE 0.7647 
HD 0.7327 
LA 0.8421 
BC 0.6842 
MU 0.9959 
VO 0.8828 
so 0.8750 
GL 0.5633 
HO 0.7295 
VI 0.8621 

mean 0.8156 
sd 0.1250 
n 12 
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Trial #5 Ratio of 
Correct 

HE 0.8431 
VI 0.8207 
MU 0.9863 
CH 0.7690 
VO 0.8759 
IR 0.9000 
BC 0.6842 
HO 0.6475 
SO 0.8125 
HD 0.8416 
LA 0.8421 
GL 0.5493 

mean 0.7977 
sd 0.1194 
n 12 

Trial #6 Ratio of 
Correct 

GL 0.6197 
VI 0.8069 
IR 0.8600 
SO 0.9375 
VO 0.8552 
MU 0.9900 
HO 0.6066 
HE 0.8039 
LA 0.7895 
CH 0.7315 
BC 0.6737 
HD 0.8218 

mean 0.7913 
sd 0.1175 
n 12 
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Trial #7 Ratio of 
Correct 

CH 0.8639 
VI 0.8069 
IR 0.8800 
HO 0.6803 
HE 0.8431 
BC 0.6842 
VO 0.8759 
GL 0.5493 
HD 0.8020 
LA 0.8421 
MU 0.9970 
SO 0.3750 

mean 0.7666 
sd 0.1697 
n 12 

Trial #8 Ratio of 
Correct 

BC 0.7158 
MU 0.9882 
SO 0.2500 
HO 0.6639 
HE 0.8627 
LA 0.7895 
VI 0.8828 
HD 0.7327 
CH 0.7925 
IR 0.7200 
GL 0.6056 
VO 0.9172 

mean 0.7434 
sd 0.1903 
n 12 
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Trial #9 Ratio of 
Correct 

HD 0.8020 
LA 0.8421 
VO 0.8759 
MU 0.9922 
HO 0.7541 
IR 0.9000 
CH 0.7380 
VI 0.8414 
GL 0.5352 
HE 0.7255 
BC 0.6842 
SO 1.0000 

mean 0.8075 
sd 0.1316 
n 12 

Trial #10 Ratio of 
Correct 

HO 0.7213 
GL 0.5070 
HD 0.7426 
SO 0.9375 
LA 0.6842 
BC 0.6947 
VI 0.8690 
MU 0.9989 
CH 0.7211 
VO 0.8897 
HE 0.8235 
IR 0.8800 

mean 0.7891 
sd 0.1358 
n 12 
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Learning performance results organized by dataset. 
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BC / Ratio of 
Trial # Correct 
1 0.7579 
2 0.7158 
3 0.6737 
4 0.6842 
5 0.6842 
6 0.6737 
7 0.6842 
8 0.7155 
9 0.6840 
10 0.6947 

mean 0.6968 
sd 0.0262 
n 10 

CH / Ratio of 
Trial # Correct 
1 0.8319 
2 0.8714 
3 0.8545 
4 0.8751 
5 0.7690 
6 0.7315 
7 0.8639 
8 0.7925 
9 0.7380 
10 0.7211 

mean 0.8049 
sd 0.0618 
n 10 
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GL/ Ratio of 
Trial# Correct 
1 0.5915 
2 0.5634 
2 0.5211 
4 0.5634 
5 0.5493 
6 0.6197 
7 0.5493 
8 0.6056 
9 0.5352 
10 0.5070 

mean 0.5606 
sd 0.0362 
n 10 

HO/ Ratio of 
Trial # Correct 
1 0.6967 
2 0.6803 
3 0.7623 
4 0.7295 
5 0.6475 
6 0.6066 
7 0.6803 
8 0.6639 
9 0.7541 
10 0.7213 

mean 0.6943 
sd 0.0487 
n 10 
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HD / Ratio of 
Trial # Correct 
1 0.7327 
2 0.7921 
3 0.7822 
4 0.7327 
5 0.8416 
6 0.8218 
7 0.8019 
8 0.7327 
9 0.8020 
10 0.7426 

mean 0.7782 
sd 0.0405 
n 10 

HE/ Ratio of 
Trial # Correct 
1 0.7647 
2 0.7843 
3 0.7451 
4 0.7647 
5 0.8431 
6 0.8039 
7 0.8431 
8 0.8627 
9 0.7255 
10 0.8235 

mean 0.7961 
sd 0.0464 
n 10 
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IR / Ratio of 
Trial # Correct 
1 0.9200 
2 0.7400 
3 0.7400 
4 0.9800 
5 0.9000 
6 0.8600 
7 0.8800 
8 0.7200 
9 0.9000 
10 0.8800 

mean 0.8520 
sd 0.0880 
n 10 

LA/ Ratio of 
Trial # Correct 
1 0.6842 
2 0.8421 
3 0.8947 
4 0.8421 
5 0.8421 
6 0.7895 
7 0.8421 
8 0.7895 
9 0.8421 
10 0.6842 

mean 0.8053 
sd 0.0704 
n 10 
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MU/ Ratio of 
Trial # Correct 
1 0.9967 
2 0.9963 
3 0.9915 
4 0.9959 
5 0.9863 
6 0.9900 
7 0.9970 
8 0.9882 
9 0.9922 
10 0.9989 

mean 0.9933 
sd 0.0042 
n 10 

SO / Ratio of 
Trial # Correct 
1 0.8750 
2 0.8125 
3 0.8125 
4 0.8750 
5 0.8125 
6 0.9375 
7 0.3750 
8 0.2500 
9 1.0000 
10 0.9375 

mean 0.7688 
sd 0.2501 
n 10 
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v o / Ratio of 
Trial # Correct 
1 0.9103 
2 0.9103 
3 0.9241 
4 0.8828 
5 0.87592 
6 0.8552 
7 0.8759 
8 0.9172 
9 0.8759 
10 0.8897 

mean 0.8917 
sd 0.0225 
n 10 

VI / Ratio of 
Trial# Correct 
1 0.8690 
2 0.8897 
3 0.8828 
4 0.8621 
5 0.8207 
6 0.8069 
7 0.8069 
8 0.8828 
9 0.8414 
10 0.8690 

mean 0.8531 
sd 0.0319 
n 10 
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