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Making computers automatically find the appropriate meaning of words in context is an 

interesting problem that has proven to be one of the most challenging  tasks in natural language 

processing (NLP). Widespread potential applications of a possible solution to the problem could 

be envisaged in several NLP tasks  such as text simplification, language learning, machine 

translation, query  expansion, information retrieval and text summarization. Ambiguity of words 

has  always been a challenge in these applications, and the traditional endeavor to solve the 

problem of this ambiguity, namely doing word sense disambiguation using resources like 

WordNet, has been fraught with debate about the  feasibility of the granularity that exists in 

WordNet senses. The recent trend has therefore been to move away from enforcing any given 

lexical resource upon  automated systems from which to pick potential candidate senses, and to 

instead encourage them to pick and choose their own resources.  

Given a sentence with a target ambiguous word, an alternative solution consists of 

picking potential candidate substitutes for the target, filtering the list of the candidates to a much 

shorter list using various heuristics, and trying to match these system predictions against a 

human generated gold standard, with a view to ensuring that the meaning of the sentence does 

not change after the substitutions. This solution has manifested itself in the SemEval 2007 task of 

lexical substitution and the more recent SemEval 2010 task of cross-lingual lexical substitution 

(which I helped organize), where given an English context and a target word within that context, 

the systems are required to provide between one and ten appropriate substitutes (in English) or 

translations (in Spanish) for the target word. 



In this dissertation, I present a comprehensive overview of state-of-the-art research and 

describe new experiments to tackle the tasks of lexical substitution and cross-lingual lexical 

substitution. In particular I attempt to answer some research questions pertinent to the tasks, 

mostly focusing on completely unsupervised approaches. I present a new framework for 

unsupervised lexical substitution using graphs and centrality algorithms. An additional novelty in 

this approach is the use of directional similarity rather than the traditional, symmetric word 

similarity. Additionally, the thesis also explores the extension of the monolingual framework into 

a cross-lingual one, and examines how well this cross-lingual framework can work for the 

monolingual lexical substitution and cross-lingual lexical substitution tasks. A comprehensive set 

of comparative investigations are presented amongst supervised and unsupervised methods, 

several graph based methods, and the use of monolingual and multilingual information. 
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CHAPTER 1

INTRODUCTION

Finding meaning in context is a problem that has intrigued computational linguists for a

long time. A majority of the words in any language are polysemous, i.e. they mean different things

in different contexts. Even though language by nature is ambiguous and it is possible to create

situations by combining words in a way that would be difficultfor even humans to understand,

generally the presence of enough context enables humans to divine meaning from an otherwise

ambiguous piece of text. Humans are able to do this because ofintuition, common sense, expe-

rience, and the like. The next step toward automation in advancing the linguistic capabilities of

computers would be to make them better understand from a given context what a word means.

As an example, the word bright by itself can have multiple meanings, including brilliant,

smart, luminous, vivid, lustrous etc. However, given a context She was a bright student, it is im-

mediately clear to a human that the brilliant and smart senses are intended and not the others.

Traditionally, finding meaning in context has been relegated to a problem where there is

a human-generated sense inventory, WORDNET, described by Fellbaum in [29], and a number

of supervised or unsupervised methods that try to determinewhich one of WORDNET senses for

a given target word are the most appropriate in a given context. However, more recently in the

evolution of the approaches to find meaning in context, the role of WORDNET has been regarded

as questionable and debatable. As discussed in detail by McCarthy in [47], the level of granularity

of WORDNET, amongst several other factors, has been impelling scientists to look for better ways

to define meaning and to find the suitable meaning in a given setting.

1.1. Motivation

An attempt toward freedom from a pre-defined inventory was the task of lexical substitution

(LEXSUB), detailed in [48]. The essence of the task is, given a sentence and a target word within

that sentence, to predict substitutes that match human predictions. The task required no sense
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inventory but encouraged the participants to come up with their own - annotators were also given

freedom to pick any lexical resources they deemed useful andfit. From the performance of the

systems, we can see that albeit it has a simple description, the task is not trivial.

The task of LEXSUB, and especially its application in text simplification, canbe thought of

as an inverted form of Wittgenstein’s philosophical concept of a language game (refer to Black et

al. [11]), where instead of incrementally adding to an extremely limited vocabulary as originally

proposed by Wittgenstein as a means of teaching a language tochildren, we now make the available

vocabulary smaller and simpler.

LEXSUB can also be seen as a form of textual entailment, because if a word can substitute

another word in context, then the two corresponding sentences entail each other.

So far we have talked about LEXSUB as a monolingual task, where the sentence, target

word and substitutes are all in English. In [52] a variant of the task is discussed by Mihalcea et

al. (organized by Mihalcea et al. as well), where the substitutes had to be in Spanish. This cross

lingual lexical substitution task, abbreviated as CLLS henceforth in this document, has proven to

be equally challenging.

This kind of disambiguation of a word or phrase in a small context is important for several

applications, including machine translation, query expansion, information retrieval, text summa-

rization, and text simplification - see McCarthy et al. [47] for a discussion. Further, an effective

system that can do a reasonable job at LEXSUB can be employed as an online helping application

that can ease the process of comprehending complicated literature or educational text for a per-

son who does not have near-native skills in the corresponding language. The online system can

offer suggestions for synonyms or translations in either the same language or in a language the

user is comfortable in. Moreover, a system like this can serve as an aide in lexical simplification,

be it simplifying ordinary text or text from the medical, legal, or technical domains. I believe

that improving upon the existing state-of-the-art in both LEXSUB and CLLS can have a great and

long-lasting impact on future computational linguistics research.

2



1.2. Research Questions

As such, this dissertation attempts to better solve the taskof LEXSUB and to answer the

following research questions:

1. What supervised and unsupervised methods can be used, separately or in combination,

along with various combinations of different lexical resources, to achieve and improve upon the

state-of-the-art in LEXSUB?

As mentioned above, LEXSUB has proved to be a considerably complicated task - both in

terms of implementation as well as in terms of matching humanjudgment. In this dissertation I

investigate whether it is possible to come up with a simple solution to the problem, and whether

the state-of-the-art can be beaten.

Traditionally, supervised methods have always performed better than unsupervised tasks,

but they come with the cost of tagged data which might be infeasible to collect, and expensive

machine learning algorithms which might be too time-takingto be of any pragmatic worth. I

question whether unsupervised systems can be better than orat least as good as supervised methods

that are commonly used, and also whether there is a better supervised algorithm that can be better

than the existing state-of-the-art. Through empirical methods, I demonstrate how a combination

of lexical resources performs better than individual resources, how unsupervised methods achieve

a performance close to that of supervised methods, and how a new supervised learning model

can be constructed using features learned from the unsupervised methods, without expensive and

infeasible hand-tagging of data, to achieve state-of-the-art results.

2. Can we effectively use graph representations and graph centrality algorithms for unsu-

pervised LEXSUB?

Supervised algorithms do not benefit all domains and all languages, because not all do-

mains and all languages can have hand-tagged data. Collecting such data might be infeasible as

the number of domains grows and the Web becomes multilingual. I therefore focus primarily on

unsupervised algorithms in this dissertation, an example of which are graph-based algorithms. In

order to examine how effectively such algorithms might be used for LEXSUB, this work introduces

a novel framework where I construct graphs for every context, target word and all its synonyms,
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connect the nodes in the graphs using several ways, and then run centrality algorithms to deter-

mine in an unsupervised manner the solutions to the LEXSUB problem. I present an interesting

comparison between experiments conducted based on multiple degrees of freedom and attempt to

synthesize useful information and guidelines for future experiments from it.

3. Is it possible to perform LEXSUB across languages, and if yes, what resources and

methods work best for this CLLS task?

Given the non-triviality and applicability of LEXSUB, and the burgeoning addition and

growth of languages other than English on the Web, a natural question that arises is whether we can

apply the task of LEXSUB cross-lingually. I helped organize a task at an international workshop,

where a new challenge was proposed to participants in the form of providing Spanish translations

rather than English paraphrases. In this chapter I exhibit CLLS and the nuances and events asso-

ciated with the task, and present an in-depth analysis of thesolutions proposed to the task, in order

to determine if there are some clear patterns and some valuable lessons that can be learned from it

that might help us in future research. This chapter also serves as a bridge between LEXSUB and

CLLS, and paves the way to the next logical segment of the dissertation.

4. Can the graph-model of question 2 be expanded so that it integrates multiple languages,

and is it applicable to both LEXSUB and CLLS?

It can be noted that most systems at CLLS used machine learning and statistical machine

translation. Following my chain of thought promoting unsupervised methods, I perform exten-

sive experiments to see if the same graph-based algorithms employed earlier in this work can be

modified and expanded to work with multiple languages, whether the addition of new languages

to the previous framework makes the graph centrality algorithms more decisive and powerful, and

whether the outcome of these exercises and scrutiny can be effectively applied to LEXSUB and

CLLS. I build graphs with sentences as before, but I add translations along with synonyms in the

graphs. This inherently involves exploring and making a judgment call amongst different ways of

connecting vertices that belong to different languages.
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1.3. Organization of the Dissertation

This dissertation is organized as follows. In chapter 2 I talk about some generic and con-

temporary work that has been done related to the task. In chapter 3, the monolingual LEXSUB

task is introduced in broader detail and some common tools and resources used are also outlined.

Chapter 4 shows how multiple lexical resources can be combined using unsupervised and super-

vised methods to reach state-of-the-art results in LEXSUB. Chapter 5 expounds how unsupervised

graph-based methods can be employed for LEXSUB and investigates different ways of construct-

ing graphs and the relative effects of different centralityalgorithms. Chapter 6 presents the task of

CLLS. Chapter 7 introduces augmenting multilingual information to the graphs and investigates

the effects thereof. Chapter 8 and 9 are for discussions, lessons learned, and revisiting the research

questions posed in this chapter.
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CHAPTER 2

RELATED WORK

The idea of meaning in context is closely related to concept combination in cognitive sci-

ence. As discussed in the introduction section, it can be very helpful for future computational

linguistics research, and has proven to be challenging bothin terms of the definition of the task

itself as well as implementation and results. What started asa task called word sense disambigua-

tion (WSD) has gradually transformed into monolingual lexical substitution (LEXSUB) and cross-

lingual lexical substitution (CLLS), and as we shall see in this chapter, a variety of approaches

have been applied to solve these problems.

2.1. Inception

LEXSUB as a potential substitute for (WSD) was first proposed by McCarthy [47]. WSD

has always been fraught with questions about its applicability, as well as questions about the utility,

feasibility, rationale, validity and correctness of usingWORDNET as a pre-defined sense inventory

for WSD tasks. As expressed by McCarthy in [47], such a choice creates bias, apart from having

a debatable level of granularity. The author proposes a taskwhere the participants are free to

choose their own inventory. In other words the sense inventory and sense granularity are not set

in stone. Further, the proposed task is to only evaluate the WSD aspect, unlike the previous tasks

where WSD was evaluated as part of another, larger task. McCarthy also discusses in detail what

features this task might have, what kind of an evaluation practice should be adopted, what sort of a

gold standard data should be created (if any), how many substitutes the annotators should provide,

whether substitutes should just be marked with a binary yes or no, and how many substitutes the

systems should provide. The issue of collocational constraints and substitutability in context is also

pondered. The task that spawned out of this proposition cameto be known as LEXSUB and was run

at the first semantic evaluations workshop SemEval in2007. The actual task and the corresponding

lessons learned and issues encountered are detailed further by McCarthy et al. in [48].
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2.2. Loosely Related Work Pre-dating LEXSUB

Simple as it may sound, time, along with the monolingual and cross-lingual tasks organized

since then, have proven that the task of finding meaning in context, where the sense inventory is

not fixed, is far from trivial. The problem seems to stem from the fact that annotators are given full

freedom to use any resource at all, and systems have a hard time being able to match up with them.

An early indication of the difficulty inherent in the task because of the presence of a context is

evident from the findings by Glickman et al., discussed in [32]. The authors use lexical substitution

for the automatic generation of subtitles. While it is found that two WORDNET synonyms can be

shown to be substitutable based on distributional similarity, the authors concede that it remains a

hard problem to properly model contextual constraints.

Attempts to move away from WSD as a task are also evidenced in the work by Dagan et.al.

[17], which looks at the problem from a sense matching perspective, avoiding the use of WSD.

While most work done in LEXSUB endeavors to solve the problem of matching paraphrases to

a context that is given, the authors in [17] search for the existence of some context for which

a synonym pair is inter-replaceable. Their approach requires verifying whether the source and

target have senses that match in some context, but does not require solving the apparently harder

problem of identifying the senses themselves. This way, theproblem can be expressed as a binary

classification problem. Evaluating on data derived from theSENSEVAL-3 English lexical sample

task, the authors conclude that while in a supervised setting the direct method (directly matching

the senses) performs on par the indirect method (performingWSD first), in an unsupervised setting

the direct matching can help too. Besides, neither a pre-determined sense-inventory nor explicit

WSD is needed.

Other perspectives on automatically finding meaning in context without relying on an ex-

isting human-created sense inventory include disambiguation algorithms based on clustering, out-

lined by Scḧutze in [59]. The algorithm is completely unsupervised and automatic, and senses are

interpreted as groups or clusters of similar contexts of theambiguous word.
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2.3. Systems at SemEval 2007

A number of participants took part in the task at SemEval 2007. The most commonly

used resources amongst participants were the Google Web1T n-gram data (to gather counts for

contextual fitness) and WORDNET. Most of the systems used a combination of expensive machine

learning methods to solve the problem. Most commonly just one lexical resource was used, and a

few used two resources. The system KU as described Yuret [71]uses a statistical language model

based on the Google Web 1T five-grams dataset to compute probabilities for all the synonyms

and works with the Roget thesaurus. UNT, described in Hassan et al. [34], uses WORDNET and

Microsoft Encarta, along with back-and-forth translations collected from commercial translation

engines, and n-gram-based models calculated on the Google Web1T corpus. IRST2 (refer to

Giuliano et al. [31]) uses synonyms from WORDNET and the Oxford American Writer Thesaurus,

and ranks them based on the Google 1T five-grams corpus. The term syntagmatic coherence is used

to refer to the phenomenon of ranking potential candidates based on their n-gram frequencies. HIT,

presented by Zhao et al. [73], uses WORDNET to extract the synonyms and uses Google queries

to collect the counts (which is essentially very similar to using the Web1T corpus), only looking

at words close to the target in context. Another high-scoring system was MELB, presented by

Kim et al. in [40], which uses WORDNET and Google queries, and combines the two with a

heuristic taking into account the length of the query and thedistance between the target word and

the synonym inside the lexical resource. Dahl et al. [18] presents two systems only to solve the

out-of-ten part of the task, and contends that a “knowledge-light, direct method” could be a viable

one. Roget thesaurus is used, which is not a very common trend seen amongst participants of this

task. The authors also limit their use of Web1T n-grams to 3-grams, which is more restrictive than

what most other systems have used.

An order can be seen in this apparent chaos – there seems to have been a trend to use just

one lexical resource for the synonym collection phase, namely WORDNET, and sometimes the

Roget thesaurus, and some variation of statistical or machine learning algorithm for the synonym

filtering phase. The former is interesting seeing as the motivating force behind LEXSUB was

to move away from any human-created sense inventory, in particular WORDNET. It seems that
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collective human intelligence and manual effort to generate a lexicon are still a valuable resource

in the research community, or at least that the research community seems to think so and trust

these resources. The latter is also worth a second look - at least at the time the task was organized

not much attention seems to have been paid to graph-based algorithms, or for that matter to using

multiple languages to help disambiguate the words in a monolingual setting. Most participants

seem to have believed that a system taking advantage of statistical counts or supervised learning

will be more effective than a graph-based system.

2.4. Using LEXSUB in Applications

In addition to LEXSUB at SemEval, there are also a number of projects highlightingappli-

cations of lexical substitution, complementing the list ofpotential applications I presented earlier.

For instance, Chang et al. [15] investigate the use of synonymexpansion in context for informa-

tion assurance and security. The accuracy of lexical substitution is directly reflected in the success

of information hiding because, ideally, changing the text to hide information should not result in

ungrammatical or unnatural text; proper information hiding should render the camouflaged text

inconspicuous. The authors use, taking a cue from other relevant work, the Web1T Google n-gram

corpus to check how applicable a synonym is in context, starting with synonym candidates as sug-

gested by WORDNET. The fitness of each candidate synonym is calculated by summing up the

logarithms of the counts of all the n-grams containing that synonym, with n ranging between two

and five. This is in a way similar to a previous work done by me (outlined in [62]) of getting

synonyms from several resources and ranking the candidatesbased on various statistical models.

The models in turn are based on n-gram counts.

Another possible application is lexical simplification, asproposed by Yatskar et al. in [69].

Just like the work reported in [15], [69] takes lexical substitution in a completely unconventional

direction. Rather than focusing on syntactic transformations as done in the past, the authors explore

data-driven methods to learn lexical simplifications, e.g., collaborate→ work together. The authors

focus on the edit history information in the Simple English Wikipedia1, and use both a probabilistic

distribution model as well as meta-data to learn potential simplifications. Also related to this

1http://simple.wikipedia.org/wiki/MainPage

9



application is the lexical simplification work targeting domain-specific data, such as medical texts

(refer to Elhadad et al. [23]), and maybe legal documents andtechnical tutorials.

A closely related line of work is that of lexical choice or synonym expansion. One example

is [19], in which Davidov et al. propose a method to extend a given concept by using translations

into intermediate languages and disambiguating the translations using Web counts. First, a concept

is represented as a set of individual words (e.g., all the synonyms in a WORDNET synset), and then

translations are obtained using bilingual dictionaries. The disambiguation using Web counts is

motivated by the conjecture that words belonging to the sameconcepts tend to appear together.

The disambiguated translations are then translated back into the original language, scored, and

the source concepts are therefore extended by adding those translations that had high scores. The

method can be useful for extending the overall set of potential candidates for lexical substitution.

While this approach doesn’t really take context into account, it might serve as a valuable added

module nonetheless to an overall LEXSUB framework, and possibly can be used to expand the

synonym set at either the candidate collection or the candidate filtering phase of the task.

2.5. Attempts at Classification

In more recent years interest seems to have arisen in using machine learning and in particu-

lar classification to tackle the LEXSUB problem. Using co-occurrence clusters for finding meaning

is also not unique to Schütze [59]. Biemann [10] extends the idea into the realm of finding mean-

ing in context and machine learning, examines how features arising from co-occurrence clusters

can be used for lexical substitution. Starting in an unsupervised fashion the author first clusters

the words from the local neighborhood of a target word, and then uses the clusters as features in a

supervised WSD setting. Part of the motivation behind this work is word sense induction, i.e., the

automatic identification of word senses using clustering. Several word graphs around each target

word are constructed based on several parameters and using sentence-based co-occurrence statis-

tics from a large corpus. The edges of the graphs have weightscorresponding to the log-likelihood

significance of the co-occurrence between pairs of words. The clustering is performed using Chi-

nese Whispers, as described in a previous work by the same author [9]. After having obtained the

features, a classification algorithm is used, which suggests and ranks substitutes. This approach is
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fairly different from the usual trend observed amongst the participants of LEXSUB, albeit it does

use graphs and is therefore interesting to us. Rather than using graph centrality algorithms the

author uses clustering.

Another example of using classification is work done by Yu et al. [70], which constructs

classifiers for each near-synonym set. Further, to improve the classifiers, the authors propose dis-

criminative training, which distinguishes between positive and negative features for each synonym

set.

2.6. Alternative Approaches to N-gram Counts

An interesting variation to using Web1T n-gram counts for the candidate filtering phase

(to filter and rank based on how suitable a potential candidate is in a given surrounding context)

are a number of statistical measures that have been proposed. Edmonds [22] approaches this issue

by summing the t-scores of the co-occurrences of a candidateword with the context words, while

Bangalore et al. [7] use conditional probability. Inkpen [38] uses point-wise mutual information

(PMI) to measure the associations between the candidate andcontext words, thereby improving

upon the method used by Edmonds. These statistical measuresmight have fallen out of favor in

current research in favor of the n-gram counts, but in the meantime they do not need the extra

storage and an efficient algorithm for real-time querying - factors which are inherent with using

Web1T.

Agirre et al. [2] present a framework for resolving the lexical ambiguity of nouns using the

Brown Corpus and WORDNET. The authors develop the notion of conceptual density to represent

the conceptual distance between concepts. The method is fully automatic, requires no training and

no hand tagging of text. The system uses SEMCOR for testing. Conceptual distance is defined as

the shortest path between two concepts in a semantic network. Conceptual density compares areas

of sub-hierarchies in the network. This is not feasible for us because of the trend away from using

WORDNET senses or any human-created large lexicon with hierarchical relations. Their work

is also limited in that they only work on nouns; they do propose a possible extension of the same

concept to words in other parts of speech. The authors reporthow the concept of conceptual density
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has also been used in automatic spelling correction, enriching dictionary senses with semantic tags

extracted, and linking bilingual dictionaries to WORDNET.

2.7. Semantic Vector Spaces

Another recent rising trend seems to be that of using semantic vector models for LEXSUB.

Semantic spaces encode the meaning of a lemma as a high-dimensional vector. The attractive factor

seems to be the ability to obtain these vectors from a large corpus in an automated, unsupervised

manner. Further, since these models do not rely on a fixed sense inventory, they can be effectively

used in representing word meaning in context as well and do not suffer from the issues outlined by

McCarthy in [47].

There has been a lot of work toward representing the meaning of a word or phrase in context

using semantic vector space models, moving away from the traditional representation of words in

isolation, and toward the ability to represent word meaningor phrase meaning in context using

the same models. While traditional ways to average the various vectors for an overall concept

have been found to work well in certain applications, for themost part these approaches totally

ignore the word order and syntactical structure, which are more often than not going to have a

significant impact on the overall meaning. Semantic spaces can themselves be built in a number of

alternate ways, with the degrees of freedom being documentsor collocations, raw co-occurrence

frequencies or probability ratios, and the number of components used. Pado et al. [55] present a

comprehensive overview of several existing semantic spacemodels.

The most traditional ways of summing up the meaning of multiple words is to add their

vectors, as outlined Landauer et al. in [43]. An improvementto this has been suggested by Kintsch

in [41], in terms of adding the neighbors’ vectors to the mix as well, or measuring similarity

with respect to certain landmark words. These landmark words can then be used to disambiguate

the meaning of the word based on the distance between the vectors of the landmark words and

the vector resulting from the composition. These perceptions changed when Mitchell et al. [53]

introduced what is considered today to be the state-of-the-art model in semantic vector spaces. The

authors play with several models of vector composition, andconclude that multiplying individual

vectors is superior to adding them, when evaluated against human judgment.
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Further progress along the direction of using semantic vector spaces is shown in Erk et

al. [25], which maintains that traditional models disregard syntax information, and are therefore

ineffective. The authors address computing vector space representations involving syntactic struc-

ture for the meaning of sentences. While traditionally, the vector representation characterizes each

lemma as a context-independent entity, or as its average meaning or average use, the next logical

step according to the authors would be to represent the meaning of lemmas in their corresponding

contexts. The authors argue that traditional models of vector composition to represent the meaning

of a word in a context are limited in scope and scalability andpropose an approach that incorpo-

rates syntactic relations, and also attempt to encode more structural information in a vector than that

what is possible with the traditional composition approaches. The authors introduce the concept of

structured vector space (SVS) which represents each lemma as several vectors encompassing the

lemma’s lexical meaning as well as the selectional preferences it has for its argument positions.

For each lemma there exists a vector that represents its lexical meaning, and a set of vectors that

represent the semantic expectations/ selectional preferences for every relation that the word sup-

ports. The novelty of this work is also in the exploration of inverse selectional preferences. Since

the representation retains individual selectional preferences for all relations, combining the same

words through different relations can result in different adapted representations. The authors apply

this framework to the task of predicting whether a given paraphrase for a predicate or argument

is appropriate in that context. The authors play with two different space-models, called the bag

of words (BOW) model and the dependency-based vector space (SYN). Part of their experiments

evaluates one of their methods on the same dataset as used by McCarthy et al. [48], focusing on

instances which have a direct predicate-argument relationbetween the target word and a context

word. Since they focus on only a part of the entire LEXSUB data, a direct comparison between

them and the other participants of the task is not possible, although it is a very interesting take

on the problem, and the authors do conclude that using selectional preferences for judging substi-

tutability in context is useful. One major limitation of [25] is the use of only one word as context.

Further work from the same authors [26] further develops theconcepts introduced by them before
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and discusses how to set best-practice parameters for the model presented before. Furthermore,

the authors present a method to obtain paraphrase assessment data from WSD-annotated corpora.

The work done in the area of semantic vectors is not limited tosynonym expansion. Erk

[24] attempts to evolve the concept of using semantic spacesfor paraphrase-based inferences to

hyponymy-based inferences, e.g. horse ran→ animal moved, proposing an extension to the se-

mantic space models by representing each concept as a regionrather than a point.

Further work by Erk et al. [27] introduces exemplar-based models for word meaning,

building on the earlier-mentioned concepts of abandoning the one-vector-per-word approach for

a richer approach and evaluating on a paraphrase applicability task. It is shown that a simple

exemplar-based model can outperform several other, more complicated systems. The system com-

putes vector representations for each instance dynamically, using the context to activate relevant

exemplars, where an exemplar is the bag-of-words vector representation of a sentence where a

target word appears. The authors conclude that the exemplar-based method is very effective for

handling polysemy. Their method has one caveat that it requires handling a large number of high-

dimensional vectors.

The general trend seems to be that while there has been a lot ofnew ideas and implemen-

tations thereof in the field of semantic vector spaces, they do seem to maintain a consistent caveat

in terms of practicality for large applications, mainly because the sheer number of vectors would

grow if the entire context is taken into account. Yet, if progress keeps happening in this area at the

same pace, it is definitely something very interesting to look into.

Wang et al. [67] also follow vector-based approaches with a word-space model built on

co-occurrences. The evaluation is then run using a fill-in-the-blank task. Although the problem

addressed here is somehow more involved than lexical substitution because the emphasis of the task

is to distinguish synonyms on a very fine-grained level, I believe that this is a methodology that can

be used on top of any LEXSUB system to fine-tune the reported substitutes and to also determine

the best outcome out of the several outcomes in out-of-ten. The authors argue that the seemingly

intuitive problem of “choosing the right word for the right context” is far from trivial because

every dimension of variation amongst the synonyms introduces differences in style, connotation
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and truth conditions into the discourse. The non-triviality is valid for humans as well, as shown in

an earlier fill-in-the-blank evaluation where two humans achieved an agreement of only 80% [38],

and this number is high only since the annotators were presented with a fixed list of annotations to

choose from.

2.8. Questioning the Metrics

While all these varied experiments are being performed to solve the seemingly challenging

and intractable problem of finding the best alternative meaning of a word in context, the task

LEXSUB itself, at least the metrics used to measure the effectiveness of the participant systems,

has not escaped critique. Jabbari et al. [39] question the standard metrics used in the lexical

substitution task. The authors claim that for the (best, normal) metric it is possible for a very good

system to achieve a score well below1 using the existing metrics, and proposes alternatives to fix

this issue, such that the system that gives the best possibleresponse gets a credit of1. The authors

likewise contend that the (best, mode) metric has its failings and propose instead an alternative that

assigns credits also to the items that have good but suboptimal responses. The (out-of-ten, normal)

metric does not penalize systems for making bad suggestions, which is a factor that should be

incorporated into the scoring as well, according to the authors. The authors make a point about the

core objective of the task being coverage or setting up a boundary, i.e. the decision as to which

candidates should at all be returned as predictions and which ones should not be.

2.9. Graph-based Approaches

A slightly different thread (at least thus far) has been how graph-based algorithms have

developed over the years for WSD (not necessarily LEXSUB) in the form of a mathematical,

unsupervised approach to the generic problem of finding relative importance amongst nodes in a

graph. One way to use graphs for assigning labels to a sequence of words (which by extension can

be applied to assigning senses to them) is outlined by Mihalcea in [51], which performs random

walks iteratively over a word sequence and obtains a stationary probability distribution for the

labels. The method is shown to improve upon previous methodsof label-assignment that do not

use graphs. My previous work [61] builds upon this approach and uses degree and PageRank to
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obtain sense annotations using the WORDNET sense inventory, and reports state-of-the-art results.

Both these works maintain that using global information fromthe entire graph can be more valuable

to label identification than using local information for theindividual nodes in the graph. They also

emphasize the unsupervised nature of their work compared tothe previous methods proposed in

the literature, both for label identification in general andWSD in particular, which involve some

kind of learning on a training data. My more recent work [63] further builds upon these concepts

and works with different degrees of freedom in building suchgraphs as well as computing the

centralities / most appropriate labels. Furthermore, [63]introduces the use of directed graphs and

directional similarity to the problem.

Agirre et al. [3] also present a graph-based system, which takes advantage of the WORD-

NET graph, and relies on the existence of a WORDNET for a language in order to be extensible

to that language. This work is also different from my approach because I build my own graphs

independent of any outside knowledge other than the relationships between the words based on

their distribution in a large corpus. Further, my work wouldonly need a large corpus to determine

similarities between words of any language.

In the current work I attempt to converge this thread dealingwith graphs with that of LEX-

SUB and attempt to enhance the work done in [63] with additional knowledge from multiple lan-

guages, as well as additional centrality algorithms.

2.10. Cross-lingual Lexical Substitution (CLLS)

Monolingual LEXSUB has been an interesting topic for research for a long time, but has

recently received a lot of attention again owing to the next generation task from the same genre -

the SemEval crosslingual lexical substitution task (detailed in [52], and henceforth referred to as

CLLS). The task adds a twist to the original task by asking forSpanish alternatives instead of the

English ones, and thus adds potential issues with translations and diacritics to the mix.

Speaking now of cross-lingual work in research, there recently has been a good deal to

talk about - see [5, 64, 19]. Navigli et al. [54] use graph-based algorithms on a large multilingual

semantic network built from Wikipedia and perform word sense disambiguation to determine the

most appropriate translations for a target word in a given context. One major difference between
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their work and mine is that they use BabelNet, which is a semantic network of concepts and named

entities, thereby combining lexicographic and encyclopedic knowledge. Furthermore, the graphs

are directed and use paths found in BabelNet. Finally, they use degree and inverse path length

rather than PAGERANK .

In contrast with all of these systems, my work is much simpler, fully unsupervised, and

relies on the graph structure, the context, and the inherentrelationship between words that are

translations in different languages.

Out of the systems that participated in CLLS, the most commonmethodology seems to

be statistical machine translation, although a wide variety of lexical resources and intermediate

steps are seen employed by the participants. It can be inferred from the inherent complexity of the

systems that adding another language and the whole cross-linguistic aspect that comes with it (apart

from the minor technical aspects) tends to demand a lot more from the systems than what would

be demanded in a monolingual setting, while at the same time no astronomical improvements to

the quantitative results are witnessed. This strengthens the previous conclusions that the task is

not trivial. At the same time, the complexity of the systems raises questions as to whether using

multiple languages in mono-lingual setting will help the systems achieve better results.

A total of nine teams (and multiple systems) participated inCLLS. The systems used vari-

ous resources and methodologies. The most popular lexical resources used for CLLS are bilingual

dictionaries, parallel corpora such as Europarl, corpora built on the fly from Wikipedia, and mono-

lingual corpora such as Web1T or newswire collections. Other resources used include translation

software such as Moses, GIZA or Google Translate. The methodology is varied as well, with some

systems attempting to select the substitutes on the Englishside, and some making the selection on

the Spanish side. The central technique varies between WSD and LEXSUB techniques. Classifica-

tion and clustering techniques are also used. Last but not least, some systems expressly attempted

to optimize their systems for thebest task, while still others tried optimizing theirs for theout-of-

ten task. This shows that there are multiple ways to approach theproblem and multiple ways to

optimize the solution.
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CU-SMT relies on a phrase-based statistical machine translation system, trained on the Eu-

roparl English-Spanish parallel corpora. The system uses2 Moses trained with several parameters

and tweaks. In essence it is a statistical machine translation system.

The UvT-v and UvT-g systems make use of a variant of k-nearestneighbour classification

to build one word expert for each target word, and select translations on the basis of a GIZA

alignment of the Europarl parallel corpus. Both these systems, introduced by van Gompel in [65],

are built using the IB1 variant of the k-nearest neighbor algorithm, and are constructed using

several local and global features. The systems take a parallel corpus as input. During the first

phase, word-aligned parallel corpora are read and for each instance found corresponding to a target

word, contextual features are picked for the machine learning. The class is the Spanish translation

found aligned to the target word. The total number of classifiers therefore is equal to the number of

target words. In the last phase, the classifier outputs are parsed. The classifiers yield a distribution

of classes for all test instances, which are converted to theappropriate formats for the best metric

and out-of-ten. Several classifiers are built choosing subsets of features, and then a voting system

is used amongst of the classifiers. The author proposes two distinct systems based on the way the

features are selected.

Two systems were proposed by Basile et al. in [8], namelyUBA-T andUBA-W. The former

is based on an automatic translation system and the latter isbased on a parallel corpus. Both the

systems use three dictionaries to collect synonyms, namelyGoogle Dictionary, SpanishDict and

Bablylon, but differ in the way they rank the candidates. The first approach relies on the automatic

translation of the context sentences in order to find the bestsubstitutes, while the other one uses a

parallel corpus built on DBPedia3 to discover the number of documents in which the target word is

translated by one of the potential translation candidates.The authors combine the three dictionaries

into one, while taking into account the ranking of a particular translation supplied by a particular

dictionary and using the Z-score to normalize the scores. Ifa particular translation occurs in more

than one dictionary, only the occurrence with the maximum score is taken. The systems differ in

the candidate-filtering phase. The first system uses a seriesof steps and heuristics using the Google

2From direct communication with the principal contributor
3http://dbpedia.org/About
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Translate engine from English to Spanish, while the second system builds a parallel corpus from

the English and Spanish Wikipedia extended abstracts usingDBPedia and performs queries on the

parallel corpus to find the most suitable candidates.

SWAT-E andSWAT-S use a lexical substitution framework applied to English and Spanish,

respectively. TheSWAT-E system first performs lexical substitution in English, and then each

substitute is translated into Spanish.SWAT-S translates the source sentences into Spanish, identifies

the Spanish word corresponding to the target word, and then it performs lexical substitution in

Spanish.

Wicentowski et al. [68] present the above two systems in detail. Both systems depend

on syntagmatic coherence to find the relative probabilitiesof the potential candidates, using the

English and Spanish versions of the Google Web1T n-grams, and several other resources. The

authors also use several backoff methods on top of their systems to make up for the inadequacy

in any particular resource or heuristic. Their method performs especially well for the out-of-ten

subtask, an occurrence that highlights the effectiveness of any n-gram method to filter out unwanted

candidates. This finding is also supported by the work done in[62].

Following along the lines of theSWAT-E system, the systemTYO4 also uses an English

monolingual lexical substitution module, and then translates the substitution candidates into Span-

ish using the Freedict and the Google English-Spanish dictionaries. The first module produces a

list of substitution candidates and their corresponding probabilities, using WORDNET, Penn Tree-

bank, and the BLIP corpus. The translations are then performed using another set of translation

probabilities5.

FCC-LS uses the probability of a word to be translated into a candidate based on estimates

obtained from the GIZA alignment of the Europarl corpus. These translations are subsequently

filtered to include only those that appear in a translation ofthe target word using Google Translate.

As described by Vilarino et al. [66], the approach is a Naı̈ve-bayes classifier for the out-of-ten

subtask. Using the parallel corpus, the probabilities of each target word being associated with each

translation is calculated.

4Based on direct communication with the contributor
5http://en.wiktionary.org/wiki/Wiktionary:Frequencylists#Spanish
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WLV USPdetermines candidates using the best N translations of the test sentences obtained

with the Moses system, which are further filtered using an English-Spanish dictionary.USPWLV

uses candidates from an alignment of Europarl, which are then selected using various features

and a classifier tuned on the development data. Aziz et al. [6]present these two systems, which

are very similar to standard WSD systems; however, the components of collecting synonyms and

picking the best fit in context differ from standard WSD systems. The authors focus on maximizing

the best metric score. The first system (WLVUSP) is based on a statistical machine translation

system trained on a parallel corpus to generate the best N translations for each target word, and

a dictionary is used on top of this to filter out noisy translations. The second system,USPWLV,

uses a dictionary built from a parallel corpus using inter-language mutual information, introduced

by Raybaud et al. in [58], and supervised machine learning (MIRA) (please see [16]), to rank the

options from the dictionary. Some of the features involved are mutual information between the

translations, and the context words. One feature also exploits information from the first, SMT-

based system. The authors concede that another dictionary could also be used instead of the one

they used, and also that a dictionary with implicit frequency information of the translations will

possibly improve performance.

IRST-16 generates thebestsubstitute using a PoS-constrained alignment of Moses transla-

tions of the source sentences, with a back-off to a bilingualdictionary. Forout-of-ten, dictionary

translations are filtered using the Latent Semantic Analysis (LSA) similarity between candidates

and the sentence translation into Spanish.IRSTbs is intended as a baseline, and it uses only the

PoS-constrained Moses translation forbest, and the dictionary translations forout-of-ten.

ColEur andColSlm use a supervised word sense disambiguation algorithm to distinguish

between senses in the English source sentences. Translations are then assigned by using GIZA

alignments from a parallel corpus, collected for the word senses of interest. Guo et al. [33],

responsible for the above two systems, utilize supervised WSD for the task. They use two distinct

approaches - in the first one they utilize English-Spanish parallel corpora from Europarl, and in the

second one they build their own parallel corpus from a set of different corpora, in order to make it

6Based on direct communication with the participants
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less domain-specific. They use a word-sense translation table and automatic word alignment over

their WSD system to generate the most suitable substitution candidates.

From an observations of the performance of the participating systems, what works for

bestdoes not necessarily work forout-of-ten, and vice versa.USPWLV, which uses supervised

learning including features from a statistical machine translation model performs great on thebest

task, but trails in theout-of-ten task. SWAT-E, a system using several resources and performing

LEXSUB on the English side performs wonderfully in theout-of-ten task, but only puts up a

meager performance in thebest task. Performing LEXSUB on the Spanish side tremendously

drops performance in thebest task (systemSWAT-S), but does not seem to affect theout-of-ten

part that much. Both a very badly performing system and some moderately performing systems

use GIZA. A translation-based system,UBA-T grabs the first place in thebest task, but again is

seen trailing in theout-of-ten segment. At the same time a Wikipedia-based system,UBA-W does

better in thebestpart and worse in theout-of-ten part in comparison. Not a lot of systems are able

to beat the apparently trivial baseline of choosing the most-frequent translation from an online

Spanish dictionary.

What order is to be divined from this apparent chaos? It does seem that while it is perfectly

all right to use a purely statistical method (such as syntagmatic coherence using n-gram counts)

or information from Wikipedia to filter out unwanted candidates (and hence perform great on the

out-of-ten task), it is nevertheless desirable to have some translation module incorporated into the

system somewhere in order to do well on thebesttask. Will a combination of these two approaches

yield a perfect (or an overall better system)? That remains to be seen. Using dictionaries seems

to yield better results than using parallel corpora. One inference that might be drawn form this

is that handcrafted resources are likely to contain better quality information than methods that

automatically obtain information.

A more thorough analysis with disruptive sets (please referto [72]) and other considerations

is presented in a journal paper of ours, which has been recently conditionally accepted.
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2.11. Miscellaneous Experiments

This section highlights research work done that attempts tocombine two or more disci-

plines within NLP.

In a pioneering effort, Su et al. [64] explore the relationship between word sense subjectiv-

ity and cross lingual lexical substitution, based on the intuition that a good substitution will carry

the same sentiment as that of the source word into the target language, especially for words that

are subjectivity-ambiguous (meaning words that have both subjective and objective senses). Theirs

is a binary classification system which employs subjectivity features and human annotations, and

shows the utility and advantage of using subjectivity in translation. Although annotated data is

needed to incorporate subjectivity information in their models, the authors claim that more and

more annotated data is also becoming available, e.g. OntoNotes. The results are not compara-

ble with CLLS systems because the authors use a subset of SENSEVAL-2 and SENSEVAL-3 data

(words that are subjectivity ambiguous), and not the CLLS data set; however, this might be an

interesting experiment to perform on the CLLS dataset. However, the need for human translators

and a machine learning system dissuade us from trying it out in practice.

Preiss et al. [57] is a relatively newer work, bringing to thetable three approaches for

lexical substitution, and extending the methods to a different language setting. The methods are

evaluated on the dataset from [48]. Even though this work does not really address CLLS but

rather LEXSUB in another language (Czech), it is still interesting. Another point to note is that the

paper emphasizes their candidate filtering approach, assuming that they already have almost perfect

candidates available. Lack of human-annotated data is expected to make the task harder to evaluate

in another language, and the authors concede. Three methodsare proposed - a forward backward

algorithm, a modified form of n-gram matching, and a similarity measure based on grammatical

relations. The paper acknowledges how important and hard itis to collect and organize proper

candidate substitutes. They create two candidate sets, onefrom the gold standard itself, and another

one from a weighted combination of WORDNET and Microsoft Encarta. The motivation behind

using grammatical relations is that they are better able to capture long distance dependencies than

n-grams, and a valid substitute will appear in the same grammatical relation as the original word.
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This seems to go along the same lines as translating subjectivity into another language or even

using the syntactical structure of sentences for a semanticvector space model. Clearly, attempts

have been made to incorporate more information and intelligence into the contemporary meaning-

finding algorithms rather than just statistics or a black-box machine learning model.

[57] further computes probability distributions for all target words and their substitutes in

their contexts. N-gram counts are extracted based on certain heuristics, and the use of a forward

backward HMM is justified by the authors over the Viterbi algorithm because of its ability to incor-

porate information from both the words preceding and following the target word. The complexity

of the HMM is reduced by using a sliding window generalization and only considering substitutes

that are present both in WORDNET and Encarta. The results are comparable to the state-of-the-art

when the experiments are started with the gold standard. This work is different from other litera-

ture on LEXSUB because it attempts to make a point that if the candidate set is as good as the gold

standard, then the methods will work. This leaves the question open as to how the other systems

participating at the task would have done if they also started with the gold standard. This work

therefore completely disregards the provably hard task of finding good candidates, especially in

the absence of a pre-determined sense inventory.

With this wide spectrum of related work done in the recent past attempting to solve LEX-

SUB and CLLS, and even using them in interdisciplinary settings, convinces me that these two

constitute a worthwhile topic to look into.
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CHAPTER 3

LEXICAL SUBSTITUTION

This chapter introduces the task of LEXSUB in broader detail and sheds some light upon

some tools and technologies commonly used to tackle this task.

Contextual synonym expansion, being referred to in this dissertation as LEXSUB, is the

task of replacing a certain word in a given context with another, suitable word, so that the meaning

of the whole context is preserved as closely as possible. Table 3.1 depicts some sample cases,

derived directly from the original SemEval 2007 task’s data.

In the first example, the target word is brightwhich may be be replaced by brilliant, fit-

ting the context perfectly and maintaining the meaning. Do notice the subtlety involved in the

sentences. It is easily comprehensible how a machine might slip and not be able to distinguish

between alternative substitutes because of nuances of language.

Sentence Target Synonym
The sun wasbright . bright brilliant
He wasbright and independent. bright intelligent
His featurefilm debut won awards.film movie
The market istight right now. tight pressured
TABLE 3.1. Examples of synonym expansion in context

As described in the previous chapters, the task of LEXSUB spawned from the idea of trying

to test WSD systems without enforcing a fixed predetermined sense inventory, since there is no

clear consensus as to which particular sense inventory is appropriate for a given task, and how

coarse-grained or how fine-grained such an inventory shouldbe for an automatic system to be

useful in practice.

LEXSUB can be conceptualized as a task comprising two subtasks, namely candidate col-

lection and candidate selection. The first phase deals with browsing through and using a multitude

of machine readable resources available to provide a systemwith potential substitutes for a target
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word, and the second phase deals with ranking the candidatesfound in the previous phase in a man-

ner that it becomes easy to pick the best matches for a given instance. This separation is important

to keep in mind as most all the systems participating in the respective tasks of LEXSUB and CLLS

used it, as do the experiments performed in the current work.The terms candidate collection and

candidate selection will be used frequently in this work.

The better the set of candidates selected in the first phase, the higher the chance that the

right substitutes(s) will be filtered during the second phase. As we will see further ahead in this

document, the first phase is also certainly not trivial, because the quality of substitutes provided by

different resources appears to vary in usability and frequency. Also, notice that the first phase does

not take meaning into account - that is done in the second phase. The second phase is varied and

interesting and has potentially important implications, because of the number of possible ways the

ranking of candidates can be done. Most of the work in this document explores how we can best

make the ranking decision.

3.1. Data

The data used for the evaluation of systems participating inLEXSUB and also for most

of the experiments conducted in this work consist of 2010 examples for 201 words covering all

open class parts-of-speech (i.e., nouns, verbs, adjectives and adverbs), maintaining a preference

for polysemous words. The examples were extracted from the English Internet Corpus (Sharoff,

[60]), and human annotations were collected from five annotators. In my experiments, I use the

same trial and test datasets as in the original task evaluations.

3.2. Evaluation Metrics

I use the same evaluation metrics as used for LEXSUB. Specifically, I adopt thebestand

out-of-ten precision and recall scores from McCarthy [48]. The metrics allow as many substitutes

as the algorithm feels fit for the context, and credit is awarded depending upon the number of

annotators that picked that substitute as well as the numberof annotator responses for the item,

and the number of answers provided by the system.
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The best scorer offers the best rewards in terms of credit when only one best answer is

provided. If a system provides several answers, credit is divided among them, so effectively the

overall score for that item is reduced.

Formally, if i is an item in the set of instancesI, Ti is the multi set of gold standard synonym

expansions from the human annotators fori, and a system provides a set of answersSi for i, then

thebestscore for itemi is:

(1) best score(i) =

∑
s∈Si

frequency(s ∈ Ti)

|Si| · |Ti|

Precision is calculated by summing the scores for each item and dividing by the number of

items that the system attempted whereas recall divides the sum of scores for each item by|I|. The

following equations make these ideas concrete:

(2) best precision =

∑
i best score(i)

|i ∈ I : defined(Si)|

(3) best recall =

∑
i best score(i)

|I|

The out-of-ten scorer allows up to ten system responses and does not divide the credit

for an answer by the number of system responses. It nicely complementsbest and provides a

system with the opportunity to hedge its bets and provide more than one response if it does not

feel confident, while at the same time not penalizing it for that uncertainty in its prediction. The

following equations show theout-of-ten metrics:

(4) oot score(i) =

∑
s∈Si

frequency(s ∈ Ti)

|Ti|
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(5) oot precision =

∑
i oot score(i)

|i ∈ I : defined(Si)|

(6) oot recall =

∑
i oot score(i)

|I|

For both thebestandout-of-ten measures, in addition to the regular (normal) score, LEX-

SUB also reports amodescore, which is computed taking into account only the most frequent

response among the annotators (nomodeis calculated for those items that do not have a most

frequent answer).

3.3. Lexical Resources

The common lexical resources used for the candidate collection phase in LEXSUB are

WORDNET, Microsoft Encarta, Lin’s distributional similarity [45], TransGraph from Etzioni et

al. [28], and Roget’s Thesaurus. These are what this work uses, as well as what the systems

participating at LEXSUB have used, as described in Chapter 2. Chapter 4 further describes all

these resources and even provides a sample comparison amongst the synonym candidates offered

by each resource for a given word.

3.4. LEXSUB Systems

Chapter 2 presents more details about each system that participated in LEXSUB at SemEval

2007. For completeness, I briefly summarize them here. The most commonly used resource for

candidate collection was WORDNET, and the most commonly used resource for candidate se-

lection was Google Web1T n-gram corpus. The systems used machine learning and statistical

information gleaned from the n-gram corpus to rank the candidates. Some systems also used sta-

tistical machine translation to generate additional features. Some systems used live Web queries

instead of using the n-gram corpus directly. The trend amongst the systems was to use just one

lexical resource instead of more than one in combination, and to use supervised methods. As the

next chapters will show, I attempt to break through these barriers.
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CHAPTER 4

COMBINING KNOWLEDGE SOURCES

This chapter demonstrates how various lexical resources can be used individually and in

combination with each other, in unsupervised and supervised frameworks, to match the state-of-

the-art in monolingual LEXSUB. The takeaway from this chapter is that combining various re-

sources is beneficial and produces better results than usingonly a single resource for the candidate

collection phase of the task. This observation aids in paving the way to my proposed work for

this dissertation, which would be adding newer resources (in this case languages) to an existing

framework, because it is likely to bring in improvements to the existing results.

Experimenting with different resources, combinations of resources, and quite a handful of

ranking algorithms, the work presented in this chapter attempts to answer these questions - which

resource is the best for LEXSUB? Which combination of resources is the best for LEXSUB? What

algorithm ranks the candidates most effectively and gives us the best results compared to human

judgment?

4.1. Lexical Resources Used

Experiments are performed with five existing lexical resources, the details of which are

provided below. Common preprocessing steps taken for all theresources are –

(i) remove redundancies (make sure all the candidates listed for a resource are unique)

(ii) do not include the target word itself in any list

(iii) normalize all multi-word phrases into a common format, where words are separated by

underscores

(iv) enforce all candidates to have the same part of speech asthat of the target word
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4.1.1. WORDNET

WORDNET, introduced by Fellbaum in [29], is a lexical knowledge basethat combines

the properties of a thesaurus with that of a semantic network. The basic entry in WORDNET is

a synset, which is defined as a set of synonyms. WORDNET 3.0 is used in these experiments,

which has over 150,000 unique words, over 110,000 synsets, and over 200,000 word-sense pairs.

For each target word, all the synonyms listed in the synsets are extracted where the word appears,

regardless of its sense.

4.1.2. Roget’s Thesaurus

Roget is a thesaurus of the English language, with words and phrases grouped into hierar-

chical classes. A word class usually includes synonyms, as well as other words that are seman-

tically related. The publicly available version of the Roget’s thesaurus is used.1 This version of

Roget has 35,000 synonyms and over 250,000 cross-references. The online page is queried for a

target word, and all the potential synonyms are gathered that are listed in the same word set with

the target word.

4.1.3. Encarta

Microsoft Encarta is an online encyclopedia and thesaurus resource, which provides a list

of synonyms for each query word. Microsoft’s online Encartathesaurus2 is queried to extract direct

synonyms for each target word, for a given part-of-speech. Bydefault, the thesaurus returns the

most frequently used part of speech for a query word. This works for most cases, but in certain

instances it is needed to query another, less commonly used part of speech for a word. Heuristics

are implemented to ensure that the part of speech of the candidates collected always matches that

of the target word.

4.1.4. TransGraph

TransGraph, by Etzioni et al. [28] is a very large multilingual graph, where each node is a

word-language pair, and each edge denotes a shared sense between a pair of words. The graph has

1http://www.thesaurus.com
2http://encarta.msn.com
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Resource Candidates
WORDNET (WN) burnished sunny shiny lustrous undimmed sunshiny brilliant
Encarta (EN) clear optimistic smart vivid dazzling brainy lively
Roget (RG) ablaze aglow alight argent auroral beaming blazing brilliant
TransGraph (TG) nimble ringing fine aglow keen glad light picturesque
Lin (LN) red yellow orange pink blue brilliant green white dark

TABLE 4.1. Subsets of the candidates provided by different lexical resources for
the adjectivebright

over 1,000,000 nodes and over 2,000,000 edges, and consistsof data from several wiktionaries and

bilingual dictionaries. Using this resource, and utilizing several “triangular connection” that place a

constraint on the meaning of the words, candidate synonyms are derived for English words. Briefly,

using the TransGraph triangular annotations, the sets of all the words are collected (regardless of

language) that share a meaning with any of the meanings of thetarget word. From these sets,

only the English words are kept, thus obtaining a list of words that have the property of being

synonymous with the target word.

4.1.5. Lin’s Distributional Similarity

Lin [45] proposes a method to identify words that are similarin a distributional sense, which

can be used to derive corpus-based candidate synonyms. A version trained on the automatically

parsed texts of the British National Corpus is used, and from the ranked list of similar words, the

top-ranked words in the ranking are selected, up to a maximumof twenty if available.

To illustrate the diversity of the candidates obtained fromthese resources, Table 4.1 pro-

vides a snapshot of some of the potential candidates for the adjective bright. The average number

of candidates selected from the different resources is 24, 19, 30, 48 and 15 from Encarta, Lin,

Roget, TransGraph and WORDNET respectively.

4.2. Measures of Semantic Contextual Fitness

Provided a set of candidate synonyms for a given target word,as discussed in Chapter 3,

the next step is candidate selection, or more informally, ranking of the candidates. Candidates

most appropriate for the context at hand need to be selected,and for that purpose, several measures

of contextual fitness are employed. Some of these fitness measures are well established in the
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research community, while others are developed in this workexperimentally. They are described

below.

4.2.1. Latent Semantic Analysis

One corpus-based measure of semantic similarity is latent semantic analysis (LSA) pro-

posed by Landauer [43]. In LSA, term co-occurrences in a corpus are captured by means of

a dimensionality reduction operated by a singular value decomposition (SVD) on the term-by-

document matrixT representing the corpus. For the experiments reported in this chapter, the SVD

operation is run on the entire English Wikipedia. Using LSA,the similarity between a potential

candidate and the words surrounding it in context can be calculated. In these experiments, a context

consists of the sentence where the target word occurs.

4.2.2. Explicit Semantic Analysis

Explicit semantic analysis (ESA), introduced by Gabrilovich et al. [30] is a variation on

the standard vector-space model in which the dimensions of the vector are directly equivalent to

abstract concepts. Each article in Wikipedia represents a concept in the ESA vector. The relat-

edness of a term to a Wikipedia concept is defined as thetf ∗ idf score for the term within the

Wikipedia article. The relatedness between two words is then defined as the cosine similarity of

the two concept vectors in a high-dimensional space. The relatedness between a word and a text

can also be computed by calculating the cosine between the vector representing the word, and the

vector obtained by summing up all the vectors of the words belonging to the text.

4.2.3. Google N-gram Models

One aspect that needs to be addressed when measuring the fitness in context is the issue of

morphological variations. For methods that look at substitutability in context using N-gram-based

language models, one needs to account for both the inflected as well as the non-inflected forms

of a word, even though for methods that measure the similarity between a synonym and the input

context, using the non-inflected form is often more beneficial. This work uses an online inflection

dictionary3 combined with a set of rules to derive all the inflected forms of the target word.

3A large automatically generated inflection database (AGID)available from http://wordlist.sourceforge.net/
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The Google Web 1T corpus is a collection of English N-grams, ranging from one to five

N-grams, and their respective frequency counts observed onthe Web [12]. The corpus was gen-

erated from approximately 1 trillion tokens of words from the Web, predominantly English. This

experiment uses the N-grams to measure the substitutability of the target word with the candidate

synonyms, focusing on trigrams, four-grams, and five-grams. For this method, the inflection of the

words is important, as discussed above, and thus all the possible inflections for all the potential

candidates are put to use.

For each target instance (sentence), the counts for all the possible trigrams, four-grams

and five-grams are collected that have the target word replaced by the candidate synonym and its

inflections, at different locations.4 As an example, consider the trigram counts, for which the counts

for all the possible sequences of three contiguous words containing the target word are obtained:

two words before and the target word; one word before, the target word, and one word after; the

target word and two words after.

From these counts, several experimental language models are built, as described below:

(i) 3gramSum – only consider trigrams, and add together the counts of all the inflections of a

candidate synonym. For example, if the target word is brightand one candidate synonym

is smart, then consider all of its inflections, i.e., smart, smarter, smartest, put them in the

sequence of trigrams at different locations, collect all the counts from the Google Web

1T corpus, and then finally add them all up. This number is usedas the final count to

measure the substitutability of the word smart. After collecting such scores for all the

potential candidates, rank them according to the decreasing order of their final counts,

and choose the ones with the highest counts.

(ii) 4gramSum – the same as 3gramSum, but considering countscollected from four-grams.

(iii) 5gramSum – the same as 3gramSum and 4gramSum, but considering counts collected

only for five-grams.

(iv) 345gramSum – consider all the trigrams, four-grams andfive-grams, and add all the

counts together, for the candidate synonym and for all its inflections.

4To query Google N-grams, I use a B-tree search implementation, kindly made available by Hakan Ceylan from
University of North Texas.
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(v) 345gramAny – consider the counts associated with all thetrigrams, four-grams and five-

grams for the candidate synonym along with its inflections, but this time rather than

adding all the counts up, instead select and use only the maximum count.

In all the models above, the synonyms ranking highest are used as candidate replacements

for the target word for thebestsubpart of the evaluation, and a reverse-sorted ranking is used for

out-of-ten.

4.3. Experiments and Evaluations

The dataset and evaluation metrics for this experiment are the same as those used in LEX-

SUB, as described in Chapter 3. The numbers reported are the F-1 scores, defined as usual as the

harmonic mean of precision and recall.

4.3.1. Experiment 1: Individual Knowledge Sources

The first set of experiments consists of looking into the performance that can be obtained

on the task by using only the individual lexical resources separately: Roget (RG), WORDNET

(WN), TransGraph (TG), Lin (LN), Encarta (EN). Table 4.2 shows the results obtained on the

development data for the four evaluation metrics for each lexical resource when using the LSA,

ESA and N-gram models.

As a general trend, Encarta and WORDNET seem to provide the best performance, fol-

lowed by TransGraph, Roget and Lin. Overall, the performanceobtained with knowledge-based

resources such as WORDNET normally tends to exceed that obtained from corpus-based resources

such as Lin’s distributional similarity or TransGraph.

Also note that, results for the analogous models 34gramSum,45gramSum, 3gramAny,

4gramAny, 5gramAny, 34gramAny or 45gramAny are also obtained, but due to space constraints

and the similarity in trend to the other models, they are not reported in the tables. Besides, as a

general trend, the models thus omitted never have an F-measure greater than those reported in the

tables.
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RG WN TG LN EN
Best, normal

LSA 1.55% 4.85% 2.40% 1.43% 3.80%
ESA 0.44% 3.40% 1.49% 2.42% 5.30%
3gramSum 3.04% 9.09% 8.63% 1.82% 7.64%
4gramSum 3.13% 8.02% 7.01% 2.95% 8.27%
5gramSum 2.97% 5.41% 4.06% 2.92% 5.07%
345gramSum 3.04% 9.09% 8.73% 1.82% 7.64%
345gramAny 3.04% 8.79% 7.78% 1.88% 7.44%

Best, mode
LSA 1.50% 4.50% 4.00% 1.99% 5.45%
ESA 0.50% 3.50% 0.50% 3.50% 6.99%
3gramSum 3.54% 13.08% 12.58% 1.99% 11.59%
4gramSum 4.68% 11.90% 9.26% 3.63% 12.45%
5gramSum 4.77% 7.94% 5.80% 4.26% 7.94%
345gramSum 3.54% 13.08% 12.58% 1.99% 11.59%
345gramAny 3.54% 13.58% 11.59% 1.99% 11.59%

Oot, normal
LSA 16.67% 21.39% 18.22% 14.93% 30.68%
ESA 15.77% 21.19% 17.47% 15.68% 26.73%
3gramSum 20.20% 21.62% 23.24% 15.90%32.86%
4gramSum 15.26% 19.48% 20.98% 14.67% 30.45%
5gramSum 12.38% 17.45% 16.30% 12.59% 24.51%
345gramSum 20.50% 21.78% 23.68% 15.90%32.86%
345gramAny 20.20% 21.68% 22.89% 15.80% 32.76%

Oot, mode
LSA 19.98% 26.48% 21.53% 16.48% 36.02%
ESA 17.49% 25.98% 23.98% 19.48% 36.02%
3gramSum 25.71% 27.21% 29.71% 18.67%41.84%
4gramSum 20.12% 23.75% 27.38% 19.12% 37.25%
5gramSum 16.36% 22.77% 22.22% 17.45% 29.66%
345gramSum 26.16% 27.21% 30.71% 18.67%41.84%
345gramAny 25.71% 27.21% 29.26% 18.67% 41.29%

TABLE 4.2. F-measures for the four scoring schemes for individual lexical re-
sources (development data)

Based on the results obtained on development data, the lexical resources and contextual

fitness models that perform best for each evaluation metric are selected for the test phase. Table

4.3 shows the F-measure obtained for these individual resources and models on the test set.

Note that, in this experiment and also in experiment 2 below, adding four-grams and five-

grams to three-grams either increases the performance, albeit slightly, or keeps it the same. How-

ever, in all the experiments the absolute best performances occur in cases where the four-grams
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and five-grams do not really contribute much and hence the score after adding them is the same as

that of only using three-grams. Only the three-grams scoresare depicted in Table 4.3 and in Table

4.5 because it seems that less computation is enough for thisparticular problem.

Metric Resource Model F-Measure
best, normal WN 3gramSum 10.15%
best, mode WN 345gramAny 16.05%
oot, normal EN 3gramSum 43.23%
oot, mode EN 3gramSum 55.28%

TABLE 4.3. F-measure for the four scoring schemes for individual lexical re-
sources (test data)

4.3.2. Experiment 2: Unsupervised Combination of KnowledgeSources

In the next set of experiments, an unsupervised combinations of lexical resources is used, to

see if they yield improvements over the use of individual resources. The combinations considered

are enumerated below:

• Encarta and WORDNET – All the candidate synonyms returned by both Encarta and

WORDNET for a target word.

• Encarta or WORDNET – The candidate synonyms that are present in either WORDNET

or Encarta. This combination leads to increased coverage interms of number of potential

synonyms for a target word.

• Any Two – All the candidate synonyms that are included in at least two lexical resources.

• Any Three – All the candidate synonyms that are included in atleast three lexical re-

sources.

The results obtained on development data using these unsupervised resource combinations

are shown in Table 4.4. Overall, the combined resources tendto perform better than the individual

resources.

Based on the development data, for the next stages in the experiments progressively the best

combinations are the best performing metrics are selected.Table 4.5 shows the results obtained on

the test set for the selected combinations of lexical resources.
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EN and WN EN or WN Any2 Any3
Best, normal

LSA 6.36% 3.25% 3.60% 7.09%
ESA 7.45% 3.30% 4.55% 7.83%
3gramSum 10.08% 8.59% 6.94% 8.93%
4gramSum 8.59% 8.33% 7.82% 9.00%
5gramSum 5.24% 5.96% 5.92% 9.07%
345gramSum 10.08% 8.59% 6.94% 8.93%
345gramAny 10.02% 7.44% 7.14% 9.27%

Best, mode
LSA 5.99% 5.05% 4.50% 8.99%
ESA 9.99% 3.50% 5.99% 12.49%
3gramSum 13.08% 14.13% 8.59% 13.08%
4gramSum 11.09% 13.44% 11.40% 13.44%
5gramSum 6.34% 10.02% 9.03% 12.20%
345gramSum 13.08% 14.13% 8.59% 13.08%
345gramAny 14.13% 12.13% 9.04% 14.13%

Oot, normal
LSA 20.27% 29.83% 32.88% 30.75%
ESA 20.23% 26.53% 29.28% 30.95%
3gramSum 19.15% 36.16% 32.66% 30.42%
4gramSum 18.02% 32.65% 30.25% 28.19%
5gramSum 17.64% 23.32% 24.31% 27.60%
345gramSum 19.15% 36.21% 32.76% 30.42%
345gramAny 19.15% 36.06% 33.16% 30.42%

Oot, mode
LSA 25.03% 34.02% 38.02% 42.51%
ESA 25.53% 35.52% 37.51% 44.01%
3gramSum 23.67% 45.84% 41.84% 43.29%
4gramSum 22.26% 40.33% 38.24% 40.78%
5gramSum 21.68% 29.11% 31.19% 39.68%
345gramSum 23.67% 45.84% 41.84% 43.29%
345gramAny 23.67% 45.34% 42.34% 43.29%

TABLE 4.4. F-measures for the four scoring schemes for combined lexical re-
sources (development data)

4.3.3. Experiment 3: Supervised combination of knowledge sources

As a final set of experiments, out of curiosity a supervised5 approach is also implemented,

where a classifier (several types of classifiers in all) is trained to automatically learn which com-

bination of resources and models is best suited for this task. In this case, the development data is

used for training, and afterward the learned model is applied to the test data set.

5Note though, that this approach is not really supervised in the traditional sense, because we do not use any training
data per lemma, and also because the training data is not hand tagged. We use machine learning, so this approach
could overall be labeled as semi-supervised
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Metric Resource Model F-Measure
best, normal EN and WN 3gramSum 12.81%
best, mode AnyThree 345gramAny 19.74%
oot, normal EN or WN 3gramSum 43.74%
oot, mode EN or WN 3gramSum 58.38%

TABLE 4.5. F-measures for the four scoring schemes for combined lexical re-
sources (test data)

A feature vector is constructed for each candidate synonym,and for each instance in the

training and the test data. The features include a set of features reflecting whether the candidate

synonym appears in any of the individual lexical resources or in any of the combined resources; and

a set of features corresponding to the numerical scores assigned by each of the contextual fitness

models. For this later set of features, real numbers are usedfor the fitness measured with LSA

and ESA (corresponding to the similarity between the candidate synonym with the context), and

integers for the Google N-gram models (corresponding to theN-gram counts). The classification

assigned to each feature vector in the training data is either 1, if the candidate is included in the

gold standard, or 0 otherwise.

One problem encountered in this supervised formulation is the large number of negative

examples, which leads to a highly unbalanced data set. To resolve this issue, I resort to using

an under sampling technique as per Kubat et al. [42], and randomly eliminate negative examples

until a balance of almost two negative examples for each positive example is obtained. The final

training data set contains a total of 700 positive examples and 1,500 negative examples. The under

sampling is applied only to the training set.

The results obtained when applying the supervised classifier on the test data are shown

in Table 4.6. Results are reported for four classifiers, selected based on the diversity of their

learning methodology. For all these classifiers, the implementation available in the Weka6 package

is employed.

To gain further insights and determine the role played by each feature, a listing of the

information gain weight as assigned by Weka to each feature in the data set provided. Note that

ablation studies are not appropriate in our case, since the features are not orthogonal (e.g., there is

6www.cs.waikato.ac.nz/ml/weka/
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Metric NN LR DL SVM
best, normal 1.6% 9.90% 13.60% 3.10%
best, mode 1.5% 14.80% 21.30% 4.30%
oot, normal 21.8% 43.10% 49.40% 32.80%
oot, mode 21.6% 56.50% 64.70% 40.90%

TABLE 4.6. F-measure for a supervised combination of lexical resources
(test data). NN=nearest neighbor; LR=logistic regression; DL=decision lists;
SVM=support vector machines

high redundancy between the features reflecting the individual and the combined lexical resources),

and thus it is difficult to entirely eliminate a feature from the classifiers.

Feature Weight
AnyTwo 0.1862
AnyThree 0.1298
EN and WN 0.1231
EN 0.1105
EN or WN 0.0655
LSA 0.0472
WN 0.0458
4gramSum 0.0446
5gramSum 0.0258
TG 0.0245
ESA 0.0233
RG 0.0112
LN 0.011
345gramSum 0.0109
3gramSum 0.0106
345gramAny 0.0104

TABLE 4.7. Information gain feature weights

Table 4.7 shows the weight associated with each feature. Perhaps not surprisingly, the

features corresponding to the combinations of lexical resources have the highest weights, which

complies with the results obtained in the previous experiment. Unlike the previous experiments

however, the 4gramSum and 5gramSum have a weight higher than 3gramSum, which suggests that

when used in a machine learning experiment, the higher order N-grams are more informative.

Table 4.8 shows a comparison between the results obtained with these experimental sys-

tems and those reported by the systems participating in the official LEXSUB task. The system
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System best, normal best, mode oot, normal oot, mode
Our systems

Unsup.indiv. 10.15% 16.05% 43.23% 55.28%
Unsup.comb. 12.81% 19.74% 43.74% 58.38%
Sup.comb. 13.60% 21.30% 49.40% 64.70%

SEMEVAL 2007 lexical substitution systems
KU 12.90% 20.65% 46.15% 61.30%
UNT 12.77% 20.73% 49.19% 66.26%
MELB 12.68% 20.41% N/A N/A
HIT 11.35% 18.86% 33.88% 46.91%
IRST2 6.95% 20.33% 68.96% 58.54%

TABLE 4.8. Comparison between our systems and the LEXSUB systems, please
refer to McCarthy et al. [48] for details of these systems

outperforms all the other systems for thebest normalandbest modemetrics, and ranks the second

for theoot normalandoot modemetrics, demonstrating the usefulness of a combined approach.

4.4. All-words LEXSUB

Since LEXSUB is basically a lexical sample experiment, it is natural to wonder if it possible

to perform a similar experiment on text that is more “free-running” in a way, and how the results

differ. Another motivation behind this is the conjecture that unlike a lexical sample experiment, in

an all-words setting one would expect a more varied set of words, following the distribution that

typically occurs in language. This setup thus seems more adaptable to real life scenarios, and is

aimed at for example absolute beginners learning a new language. I present the details below, and

repeat the experiments with the combinations of resources and fitness measures found to work best

in the lexical sample setting.

The first task was to generate data for evaluating the algorithms with respect to human

annotations. This was needed because the work done so far on lexical substitution has mostly been

focused on a single target word in context and all the data available for this task is thus suitable

only for a lexical sample setting.

The evaluation dataset was developed starting with the texts used for trial and test in the

all-words word sense disambiguation task at SEMEVAL -2007 according to Pradhan et al. [56].

The original source data consists of around 550 head words, spread unevenly over multiple

sentences. The dataset contains 164 nouns, 377 verbs, 8 adjectives and 1 adverb. In order to
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make the data more suitable for annotation as well for use with the scorer we used for the lexical

sample task, it is transformed into a format similar to the one used for the lexical sample. While

the original data consists of multiple head words in a given sentence, I converted it into a format

where we repeat every sentence as many times as there are headwords in that sentence, but each

time only one of the words is marked as a head word.

For the annotations, three human annotators were appointed– one of them a native speaker

of English and two of them with a high level of English proficiency. The pairwise inter-annotator

agreement, calculated based on the technique discussed by McCarthy et al. in [49], was determined

as15.53%. This is a relatively lower figure compared to the agreement of 27.75% calculated for

the lexical sample [49], which may be due to the increased difficulty and higher word diversity

in the all-words subtask, as well as the fact that the lexicalsample annotations used only English

native speakers.

As done in the original lexical sample annotation task, for each of the 550 target words,

the annotators were asked to provide comma separated synonyms: single word alternatives as

much as possible, although phrases were also acceptable. The annotators were free to use any

dictionaries, lexicons or other sources deemed worthwhile. They were also asked to manually

verify the correctness of the lemma and part-of-speech associated with each target word.

Some of the guidelines that the annotators followed are listed below:

(i) Try to find the best possible one word that can substitute the target word, while preserving

the meaning of the sentence.

(ii) If a very good multi-word phrase can be found that can bring out the meaning of the

sentence in a better way than a single-word substitute could, then add the multi-word

phrase as a possible substitute.

(iii) In general, you should try to use multi-words only if a single-word substitute is not at all

possible or does not clearly preserve the meaning of the sentence.

(iv) Where there is a phrasal verb (a multi-word verb) e.g. take up, and synonyms for a

part of that multi-word verb are requested, e.g. take, find words that substitute for that
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single-word, take with the meaning of the multi-word verb, take up, but do not have to

necessarily fit into the sentence without changing its structure

(v) It is acceptable to provide only one synonym because others could not be found, or

because other synonyms do not really bring out the context inthe right meaning. In other

words, prefer quality over quantity. Even though it is expected that you provide as many

synonyms as you possibly can, if there are only one or two synonyms that fit well in the

context and others do not, then only provide those few synonyms

There were some mismatches in the lemmas that the annotatorsprovided. The mismatches

happened because of certain cases where the lemmatization caused a change in the part-of-speech

of the word. For example, detailed – which ideally should be marked as (detailed, adjective) –

was changed by some annotators to the form detail, which is either a verb or a noun. This kind of

confusion occurs because of the fact that lemmatization sometimes changes the part-of-speech and

therefore the meaning of the word.

Overall, there were an average of6.4 annotations per word, and there were only11 in-

stances where the total number of annotations by the three annotators was less than2.

After obtaining the annotations for the new dataset, a gold-standard was created by com-

piling all the annotations from the three annotators into one document and recording their corre-

sponding frequency, and ranking the synonyms for each instance according to the decreasing order

of their frequencies in order to match the format of the gold standard of the lexical substitution

task.

Next, several evaluations were run. As before, both an unsupervised and a supervised

setting were used. However, instead of running several comparative experiments on a development

dataset, I use the findings from the lexical sample subtask and run experiments only with those

settings that were found to work best on that subtask. For theunsupervised setting, I report results

obtained with several individual lexical resources, as well as results obtained with combinations of

resources. For the supervised setting, I use a2 : 1 training/test split of the dataset.
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Similar to the lexical sample evaluations, the results are reported using the F-measure, by

comparing the synonyms suggested by the different algorithms against the gold standard. As be-

fore, the classifier makes binary decisions, and the training data is balanced using under-sampling.

Table 4.9 shows the results obtained when using individual resources and Table 4.10 shows

the results obtained when using combinations of the lexicalresources. The results of the supervised

experiments are shown in Table 4.11.

TABLE 4.9. F-measure for the four scoring schemes for individual lexical re-
sources (all-words data)

Metric Resource Model F-Measure
best, normal WN 3gramSum 7.13%
best, mode WN 345gramAny 13.18%
oot, normal EN 3gramSum 25.56%
oot, mode EN 3gramSum 32.78%

TABLE 4.10. F-measures for the four scoring schemes for combined lexical re-
sources (all-words data)

Metric Resource Model F-Measure
best, normal EN and WN 3gramSum 7.44%
best, mode AnyThree 345gramAny 17.44%
oot, normal EN or WN 3gramSum 30.02%
oot, mode EN or WN 3gramSum 38.52%

TABLE 4.11. F-measure for a supervised combination of lexical resources (all-
words data). NN=nearest neighbor; LR=logistic regression;DL=decision lists;
SVM=support vector machines

Metric NN LR DL SVM
best, normal 21.8% 21.2% 21.5% 20.2%
best, mode 29.8% 36.9% 29.9% 26.2%
oot, normal 50.3% 46.3% 63.9% 46.0%
oot, mode 61.1% 57.5% 73.7% 56.6%

Not surprisingly, machine learning seems to provide the best results, with an F-measure as

high as 73.7% obtained by using decision trees. Interestingly, the results of the supervised setting

exceed the results obtained with a similar setting for the lexical sample, although the unsupervised

results are significantly below those obtained in the lexical sample. This may be explained by the

fact that we have a larger and more varied training set in the all-words setting, as compared to the
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development set used for the lexical sample experiments. Note that I do not use the prediction for

one word to facilitate the prediction for other words in context, so errors do not seem to be getting

multiplied or propagated in the all-words setting.

4.5. Conclusions

In this part of the dissertation, some experiments performed on LEXSUB are outlined, de-

scribing the benefits of combining multiple lexical resources, by using several contextual fitness

models integrated into both unsupervised and supervised approaches.

The experiments provide us with several insights into the most useful resources and models

for the task of synonym expansion. First, in terms of individual resource performance, WORDNET

and Encarta seem to lead to the best results. Second, in termsof performance of the contextual

fitness models, methods that measure substitutability in context using statistical evidence seem to

exceed the performance of methods that measure the similarity between a candidate synonym and

the input context using semantic vector space models. Moreover, for the Web N-gram substitutabil-

ity models, when used individually, the trigram models seemto perform as well as higher order

N-gram model, which can be perhaps explained by their increased coverage as compared to the

sparser four-grams or five-grams. The increased accuracy ofthe four-gram and five-gram models

seems instead to be more useful, and thus more heavily weighted, when used in combination inside

a supervised system.

Finally, a combination of several lexical resources provides the best results, exceeding

significantly the performance obtained with one lexical resource at a time. This suggests that

different lexical resources have different strengths in terms of representing word synonyms, and

using these resources in tandem succeeds in combining theirstrengths into one improved synonym

representation.

Overall, the results obtained through the combination of resources exceed the current state-

of-the-art when selecting the best synonym for a given target word, and place second when select-

ing the top ten synonyms, which demonstrates the usefulnessof combining lexical resources for

the task of contextual synonym expansion.
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CHAPTER 5

UNSUPERVISED GRAPH-BASED METHODS FORLEXSUB

This chapter presents explorations done in using unsupervised graph-based methods for

LEXSUB. In particular I dig into different ways of constructing thegraphs, and different ways of

computing centrality of the nodes in the graphs, and proposefuture work based on the observations

made from the experiments conducted. This chapter also illustrates the use of directional similarity,

which is a relatively new application of a new concept. Sincethe data and the evaluation metrics

are the same as those used for LEXSUB and for the experiments in Chapter 4, they do not merit

repeated discussion here. Instead, the chapter delves directly into the unified algorithm DSIM and

provides of the steps in the experiments.

5.1. The DSIM Algorithm

DSIM , for Directional Similarity, consists of several steps, which combine centrality algo-

rithms on directed graphs and measures of directional similarity. Given a sentence and a target

word, all the synonyms for the target word are collected, as well as all the context words. The

synonyms are generated using several different resources,including WORDNET, Encarta, Roget

Thesaurus, TransGraph and distributional similarity; seeprevious work by Sinha et al. [62] for

details on these resources. From these, those individual and combined resources are taken that

were found to work best in previous work [62]: Encarta, WORDNET, a combination of Encarta

and WORDNET picking candidates present in both resources, a combination picking candidates

present in either one of the resources, candidates present in two or more out of all the resources,

and finally candidates present in three or more resources.

The entire set of candidate synonyms, along with all the open-class words in the surround-

ing context, are used to generate the vertices in the graph. To draw edges between words, a measure

of directional similarity is used, as described below. The edges are directed, with the orientation

of the edge being determined by the direction of the similarity of the words in the pair. The edge
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handle
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FIGURE 5.1. A sample sentence and the associated directed graph, for the sentence
”There are different types of managed care systems”, with the target word being
manage

weight is the actual value of the similarity. Figure 5.1 shows an example of the graph generated

for a sample sentence.

5.1.1. Directional Similarity

Directional similarity, as opposed to the traditional, symmetric similarity, is a new concept

introduced and discussed by Michelbacher et al. and Leong etal. respectively by Michelbacher

and Leong et al. in [50, 44].

The concept of salience has been long discussed, for exampleby Durkin in [21]. The

traditional school of thought has always maintained that iftwo words are related to each other

(regardless of whether we talk about relatedness or similarity), then that relationship is symmetric,

and any method of quantifying their relatedness or similarity as a concrete number assigns the

same quantity to the relationship from the first word to the second word as to the relationship from

the second word to the first word.

As an example, if we consider two words, dog and cat, and if some hypothetical metric of

similarity says thatsimilarity(dog, cat) ≃ 0.6, then it is implied thatsimilarity(cat, dog) is also

0.6.

This school of thought, which has been dominant in all research pertaining to semantic

similarity and relatedness, does not take the concept of salience into account. In other words,

traditionally, both words are regarded in the same way in a relatedness or similarity relationship,

and neither word is more salient or prominent.
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There is however a new school of thought that promotes the concept of directional sim-

ilarity, and tries to incorporate the salience of words in intra-word relationships. To illustrate,

consider the word Clinton, which makes us automatically think of president, but the reverse is not

true: the word president more often than not does not make us think of Clinton. Thus, assum-

ing a hypothetical metricDSim that accounts for the directional similarity between words, then

DSim(Clinton, president) > DSim(president, Clinton). In other words, Clinton is more re-

lated or similar to president than the other way around. We can rephrase it by saying that Clinton

is more salient than president in the relatedness or similarity relationship between the two words.

Formally, given two wordsw1 andw2, we define:

(7) DSim(w1, w2) =
C12

C1

Sim(w1, w2)

where

(8) Sim(w1, w2) = Cos.Sim(ESA(w1), ESA(w2))

C12 is the number of articles in the British National Corpus that contain both wordsw1

andw2, andC1 is the number of articles that containw1. In the implementation,Sim(w1, w2)

is the cosine similarity between the Explicit Semantic Analysis (ESA) vectors of the two words1

[30]. Note that other similarity or relatedness metrics canalso be used, such as Latent Semantic

Analysis (LSA) [20] or others.

Since the direction of similarity is not known a priori, for each pair of words twoDSim

values are calculated, corresponding to the two possible directions that can be established between

the words. The second value can be determined by using in the denominator of equation 7 the

number of articles in the corpus that contain the second word. Out of these two values, the higher

value determines the direction of relatedness, with the direction set from the more salient word

1ESA has been introduced and explained in Chapter 4
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in the relationship to the less salient word. Formally, if DSIM(w1, w2) > DSIM(w2, w1), the

direction is fromw1 tow2.2

5.1.2. Graph Centrality Algorithms

Given the graph representation of an input sentence, built as explained before, including the

context words as well as the candidate synonyms for the target word, graph-centrality algorithms

are used to determine the relative importance of the nodes inthe graph, and thus find the synonyms

that are most likely to fit the given context.

The basic idea implemented by a graph centrality algorithm is that the “importance” of a

node in a graph can be determined by taking into account the relation of the node with other nodes

in the graph. In these experiments, two centrality algorithms are used: degree and PAGERANK

[14].

For directed graphs, the degree of a node is defined as the difference between the sum of

the weights of all the incoming edges to that node (indegree)and the sum of the weights of all

the outgoing edges from that node (outdegree). The intuition behind this is that if a lot of vertices

point to a certain vertex in the graph, then it must be important relative to the other nodes in the

graph.

For weighted graphs, the degree is calculated by taking intoaccount the weights on the

edges:

(9) Degree(Va) =
∑

(Vb,Va)∈E

wba −
∑

(Va,Vb)∈E

wab

whereG = (V,E) is a graph with verticesv ∈ V and directed edgese ∈ E, andwab is the weight

on the edge betweenVa andVb.

The other graph centrality algorithm considered is PAGERANK . The main idea behind

PAGERANK is that of “voting” or “recommendation.” When one vertex links to another one, it is

basically casting a vote for that other vertex. The higher the number of votes that are cast for a

vertex, the higher the relative importance of the vertex. Moreover, the importance of the vertex

2When DSIM(w1, w2) = DSIM(w2, w1), the arbitrary one direction isw2 tow1.
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best best oot oot
Resource normal mode normal mode

UNDIR(LSA), DEG
encarta 0.7 0.8 22.7 29.0
wordnet 3.2 3.2 17.9 24.0
e and w 5.6 5.4 15.6 18.7
e or w 3.4 4.0 31.1 34.5
any2 3.1 3.5 31.5 35.7
any3 6.2 7.0 31.2 42.7

UNDIR(LSA), PR
encarta 1.2 1.5 23.9 29.6
wordnet 3.4 3.9 18.9 24.8
e and w 6.0 5.5 20.1 22.2
e or w 3.4 4.2 30.1 33.8
any2 3.6 4.0 31.5 35.7
any3 6.5 7.2 31.2 42.7

UNDIR(ESA), DEG
encarta 6.8 7.8 32.0 42.5
wordnet 6.8 8.7 21.7 27.7
e and w 9.4 10.2 20.7 26.7
e or w 5.1 6.8 30.7 37.9
any2 3.5 3.9 28.9 38.3
any3 7.4 10.7 36.7 49.5

UNDIR(ESA), PR
encarta 7.1 8.7 32.0 41.3
wordnet 6.9 8.7 21.7 27.7
e and w 9.6 11.2 19.8 26.7
e or w 5.3 7.8 30.8 38.3
any2 3.9 5.3 29.3 39.8
any3 7.3 10.7 36.8 50.5

DIR(ESA), DEG
encarta 4.5 4.4 22.3 27.7
wordnet 5.8 5.3 18.6 24.4
e and w 5.1 4.9 20.7 26.7
e or w 4.8 3.9 21.2 27.2
any2 4.6 4.4 22.4 29.1
any3 6.2 9.2 28.8 40.8

DIR(ESA), PR
encarta 4.4 4.4 31.0 37.9
wordnet 6.0 5.3 21.9 29.1
e and w 7.8 6.3 19.8 26.7
e or w 3.9 3.9 29.0 35.4
any2 4.0 3.9 28.1 37.4
any3 5.8 7.8 38.5 53.9

DIR(ESA), BPR
encarta 4.6 4.4 30.6 36.9
wordnet 6.4 6.3 22.0 29.1
e and w 7.5 5.8 19.8 26.7
e or w 3.6 2.9 29.9 36.4
any2 4.3 5.3 27.2 35.4
any3 5.8 7.8 37.9 53.4

TABLE 5.1. Experiments on development data for LSA and ESA; directed (DIR)
and undirected (UNDIR) graphs; degree (DEG), PAGERANK (PR) and biased
PAGERANK (BPR).
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casting a vote determines how important the vote itself is, and this information is also taken into

account by the ranking algorithm.

The PAGERANK score associated with a vertexVa is defined using a recursive function:

(10) PageRank(Va) = (1− d) + d ∗
∑

(Vb,Va)∈E

PageRank(Vb)

|Outdegree(Vb)|

whered is a parameter that is set between 0 and 1. The typical value for d is 0.85 [14] (also used in the current

experiments.)

In a weighted graph, the decision on what edge to follow during a random walk also takes into account the

weights of outgoing edges, with a higher likelihood of following an edge that has a larger weight.

Given a set of weightswab associated with edges connecting verticesVa andVb, the weighted PAGERANK

score is determined as:

(11) PageRank(Va) = (1− d) + d
∑

(Vb,Va)∈E

wbaPageRank(Vb)∑
(Vc,Vb)∈E

wcb

PAGERANK in its traditional sense corresponds to a uniform probability distribution among

the vertices in the graph. Biased PAGERANK , first mentioned by Brin et al. in [13] and Haveliwala

in [36] and further referenced in [37], takes this idea further by introducing the concept of relative

importance of the vertices. Instead of assigning the same probability to each vertex that a random

surfer could potentially jump to, biased PAGERANK allows a certain “bias” toward certain vertices.

This is done by multiplying the corresponding contributingscore of a vertex by its bias

weight, determined by whether that vertex belongs to a word in context or whether it is a synonym.

5.2. Experiments and Evaluation

The first phase of the experiments are performed on the development data set, in order to

determine the resources and methods that provide the best reslts.

Table 5.1 shows the results obtained on the development dataset using (1) each of the six

resources described before: WORDNET, Encarta, WORDNET and Encarta (w and e), WORDNET

or Encarta (w or e), candidates present in two or more out of all the resources,including also Roget,

Transgraph and the distributional similarity (any2), and finally candidates present in three or more
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best best oot oot
Resource normal mode normal mode
encarta 8.3 12.4 32.9 41.8
wordnet 9.1 13.6 21.8 27.2
e and w 10.1 14.1 20.3 25.5
e or w 8.6 14.1 36.2 45.8
any2 7.1 11.4 33.2 42.3
any3 9.3 14.1 30.9 44.0

TABLE 5.2. Experiments on development data, as reported in previous work [62];
the results were obtained mostly with a statistical method using Google Web 1T

resources (any3); (2) LSA or ESA; (3) directed or undirected graphs; (4) PAGERANK or degree;

(5) unbiased or biased graph centrality, with a bias set toward the words in the context. Moreover,

in Table 5.2, we also compare our results with the previous work done and presented by Sinha et

al. in [62].

Several comparative analyses can be made with these tables.Admittedly, there are plenty of

factors contributing to degrees of freedom here, but let us walk through Table 5.1 and see whether

we can find an order in this apparent chaos.

Let us start by comparing ESA and LSA. It can be seen that on average ESA tends to per-

form better than LSA. This conclusion can be drawn based on the results for undirected PAGER-

ANK and degree, looking at results obtained between the ESA and LSA variants.

The next comparison is between directed graphs and undirected graphs, i.e. directional sim-

ilarity emphasizing salience and the traditional, symmetric similarity. When used in conjunction

with the PAGERANK algorithm, and applied on a large number of candidate synonyms, directional

similarity outperforms the symmetric measure by a significant margin, as seen in theout-of-ten

scores for the lexical resource any3 between the tables for DIR(ESA), PR and DIR(ESA), BPR in

contrast to UNDIR(ESA), PR.

Let us next focus on whether it is worthwhile to run PAGERANK or a simple degree com-

putation suffices. Looking at Table 5.1, it seems that for directed graphs PAGERANK performs

better than degree, especially for theout-of-ten measure. For undirected graphs, however, the dif-

ferences are not too pronounced. Moreover, evaluations of the biased PAGERANK show that the

performance is comparable with the simple PAGERANK .
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From these experiments, it may be concluded that for selecting a large number of suitable

synonyms (which would be perfect for theout-of-ten subtask in LEXSUB), the best setting con-

sists of using a directional similarity calculated with ESA, combined with PAGERANK run on the

resulting directed graph. When only one synonym is to be selected (best), the use of PAGERANK

on an undirected weighted graph using an ESA similarity gives the best results.

As an additional experiment, and to prove the concept that directionality does indeed bring

something additional in terms of information to the table, it was also tried to reverse the directions

of the edges, i.e., make them point from the less salient wordto the more salient word. The results

were markedly lower than those for the original directionality, which proves that the use of directed

edges is effective, and the edges should indeed point from the more salient word to the less salient

word in a word pair.

Finally, comparing these results with those reported earlier by Sinha et al. in [62] and

Chapter 4 on the same development data set, as shown in Table 5.2, it can be inferred that a

method based on Google Web 1T performs very well for selecting the top (best) candidate, while

the graph-based method performs better for selecting the top ten (out-of-ten) candidates. As one

example, using the resource any3, PAGERANK on directed graphs surpasses the top result in [62]

by an absolute 2% in theOOT-NORMAL metric and 8% in theOOT-MODE metric.

5.2.1. Evaluations on Test Data

Using the settings determined earlier on the development data set, experiments are run on

the test data, with results shown in Table 5.3. For comparison, in Table 5.4 the results for the

unsupervised methods reported in [62] and Chapter 4 are also presented. The results reported by

the graph-based system are better than the previous resultsfor theout-of-ten metric.

Finally, in Table 5.5, these results are presented face-to-face against the LEXSUB task

results (refer to McCarthy et al. in [48] for details on the system). The tables show that the graph-

based method is just as good as those using large, computationally expensive approaches such as

Google Web 1T data.
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best best oot oot
Resource normal mode normal mode
encarta 5.4 8.3 38.2 44.9
wordnet 8.1 12.1 30.1 40.1
e and w 11.2 9.8 27.5 38.0
e or w 5.4 7.6 36.3 45.5
any2 5.9 9.7 35.1 47.4
any3 7.7 15.4 50.7 66.3

TABLE 5.3. Results obtained by our graph method on the test data.

Individual Combined
Metric resource F1 resource F1
best, normal wordnet 10.1 e and w 12.8
best,mode wordnet 16.0 any3 19.7
oot, normal encarta 43.2 e or w 43.7
oot,mode encarta 55.3 e or w 58.4

TABLE 5.4. Results on the test data for the unsupervised method reported in [62]

best best oot oot
Resource normal mode normal mode

Systems
IRST2 6.95 20.33 68.96 58.54
UNT 12.77 20.73 49.19 66.26
KU 12.90 20.65 46.15 61.30
IRST1 8.06 13.09 41.21 55.28
MELB 13.35 14.00 - -
USYD 11.05 17.93 35.51 42.96
SWAG2 - - 36.16 48.01
HIT 11.35 18.86 33.88 46.91
SWAG1 - - 34.13 45.54
TOR 2.98 2.98 11.19 14.63

Baselines
WORDNET 9.95 15.28 29.52 40.57
Lin 8.68 14.45 27.20 39.82
L1 7.96 13.14 23.65 35.52
Lee 6.86 11.15 19.72 29.32
Jaccard 6.71 10.99 17.90 26.44
Cos 4.98 7.52 13.82 20.48

TABLE 5.5. Results obtained by the teams participating in the lexical substitution
task SEMEVAL 2007
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5.3. Conclusions

In this chapter, explorations in using graph-based algorithms and directional similarity

are presented, in an attempt to solve the problem of automatic synonym expansion (LEXSUB).

Through several experiments, the utility and potential of centrality algorithms applied on directed

graphs modeling salience in intra-word relationships is highlighted. These experiments may well

be augmented with experimenting with other measures of directional similarity (specifically if a

computationally less intensive way can be found), e.g. using methods explained by Michelbacher

[50] and Martin [46].
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CHAPTER 6

CROSS LINGUAL LEXICAL SUBSTITUTION

This chapter describes the CLLS task, some analysis done on the system performance

and also lessons learned. The systems themselves have been described in Chapter 2, and for the

most part CLLS borrows ideas from LEXSUB, and uses the same dataset and the same scoring

scheme. This chapter aims at complementing the previous material in the dissertation and provid-

ing additional insight, in an attempt to act as a bridge between previous work and the next set of

experiments.

6.1. Prologue

CLLS was organized by a team including myself at SemEval 2010. The task is analogous

to LEXSUB, except that the systems are required to provide Spanish translations for the target

words. CLLS systems, if they perform well, make especially strong candidates for the language

learning application of the task mentioned previously in Chapter 1.

The participants were provided with both development and test sets, but no training data.

Training/ machine learning were not discouraged for this task, but any systems requiring such data

were to obtain it from other sources.

6.1.1. Annotation

Four annotators were used for the task, all native Spanish speakers from Mexico, with a

high level of proficiency in English. The annotation interface is shown in figure 6.1.

While in LEXSUB annotators were restricted to a maximum of three substitutes, we did

not impose such a constraint in CLLS and encouraged the annotators to provide as many valid

translations they could think of. The guidelines1 asked the annotators to take into account the

context, and provide only the lemmatized form of a substitute. Similar to the guidelines used for

the annotation of the LEXSUB data, the annotators were asked to identify cases where the target

1http://lit.csci.unt.edu/events/semeval2010.php
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FIGURE 6.1. The Cross-Lingual Lexical Substitution Interface

word itself would be part of a multiword, or the substitute would be a multiword. For the former

scenario, the annotators were asked to provide the best replacements in Spanish they could think

of. The inter tagger agreement was calculated along the lines of McCarthy et al. [48] and was

found to be 0.2777, which is comparable to the ITA of 0.2775 for LEXSUB.

Note that there was an issue that the original LEXSUB out-of-ten scorer allowed dupli-

cates [48]. The effect of duplicates is that systems can get inflated scores because the credit for

each item is not divided by the number of substitutes and because the frequency of each annotator

response is used. For CLLS, it was decided to continue to allow for duplicates, so that systems

can boost their scores with duplicates on translations withhigher probability.

We as organizers anticipated a minor practical issue to comeup, namely that of charac-

ter encodings, especially when using bilingual dictionaries from the Web. This is directly related

to dealing with characters containing diacritics, and in our experience, not all available software

packages and programs are able to handle diacritics and different character encodings. The par-

ticipants were asked to not provide any diacritic characters at all, but rather the simplified normal

Latin variants. Some systems still provided us with diacritics in their results. If the encodings

were readable, we were able to filter the diacritics and translate them into simpler representations.
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With some systems the results were malformed, and those systems suffered because of the scorer

not being able to recognize their answers as correct. Any experiment that deals with multiple lan-

guage will therefore have to be careful about dealing with diacritics and maintaining uniformity

throughout the experiment. One way to do this is to use Unicode characters rather than ASCII.

A journal paper of ours describing the task in further detailand additional analyses has

been accepted with minor revisions.

6.2. Systems and Results

The systems all used one or more predefined inventories. Mostused web queries or web

data to obtain counts for disambiguation, with some using algorithms to derive domain or co-

occurrence information from the British National Corpus. Most systems did not use sense tagged

data for disambiguation though some did use SemCor for filtering infrequent synonyms and some

used a semi-supervised WSD combined with a host of other techniques, including machine trans-

lation engines.

Tables 6.1 and 6.2 show the precisionP and recallR for the best andout-of-ten tasks

respectively, for normal and mode. The rows are ordered byR.

For out-of-ten systems were allowed to provide up to 10 substitutes and did not have any

advantage by providing less. Since duplicates were allowedso that a system can put more emphasis

on items it is more confident of, this means that scores might exceed 100% because the credit for

each of the human answers is used for each of the duplicates [49].

6.2.1. Baselines and Upper Bound

Two baselines were calculated, one dictionary-based and one dictionary and corpus-based.

The baselines were produced with the help of an online Spanish-English dictionary2 and the Span-

ish Wikipedia. For the first baseline, denoted byDICT, for all target words, all the Spanish transla-

tions provided by the dictionary were collected in the orderreturned on the online query page. The

bestbaseline was produced by taking the first translation provided by the online dictionary, while

theout-of-ten baseline was produced by taking the first 10 translations provided.

2www.spanishdict.com
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Systems R P Mode R Mode P

UBA-T 27.15 27.15 57.20 57.20
USPWLV 26.81 26.81 58.85 58.85
ColSlm 25.99 27.59 56.24 59.16
WLV USP 25.27 25.27 52.81 52.81
DICT 24.34 24.34 50.34 50.34
SWAT-E 21.46 21.46 43.21 43.21
UvT-v 21.09 21.09 43.76 43.76
CU-SMT 20.56 21.62 44.58 45.01
UBA-W 19.68 19.68 39.09 39.09
UvT-g 19.59 19.59 41.02 41.02
SWAT-S 18.87 18.87 36.63 36.63
ColEur 18.15 19.47 37.72 40.03
IRST-1 15.38 22.16 33.47 45.95
DICTCORP 15.09 15.09 29.22 29.22
IRSTbs 13.21 22.51 28.26 45.27
TYO 8.39 8.62 14.95 15.31

TABLE 6.1. CLLS systemsbestresults

The second baseline,DICTCORP, also accounted for the frequency of the translations within

a large Spanish corpus (Spanish Wikipedia). All the translations provided by the online dictionary

for a given target word were ranked according to their frequencies in the Spanish Wikipedia, pro-

ducing theDICTCORPbaseline.

The theoretical upper bound for thebest recall (and precision if all items are attempted)

score was calculated to be40.57 and that ofout-of-ten was calculated to be 10 times thebestupper

bound, namely405.7. Please refer to (journal paper) for details.

6.2.2. Results

The original results forbest(Table 6.1) andout-of-ten(Table 6.2) are presented, ordered by

recall. The number of items for which there were duplicated provided by the systems is reported

in the “dups” column.3

6.3. Analysis

Some systems did better onout-of-ten, and others better onbest. While UBA-T is better

at finding the best translation,UBA-W is better at hedging its bets, this can be seen by the larger

3Note that as well as differences in the extent that duplicates were used, some systems did not supply 10 translations.
Their scores would probably have improved if they had done so.
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Systems R P Mode R Mode P dups
SWAT-E 174.59 174.59 66.94 66.94 968
SWAT-S 97.98 97.98 79.01 79.01 872
UvT-v 58.91 58.91 62.96 62.96 345
UvT-g 55.29 55.29 73.94 73.94 146
UBA-W 52.75 52.75 83.54 83.54 -
WLV USP 48.48 48.48 77.91 77.91 64
UBA-T 47.99 47.99 81.07 81.07 -
USPWLV 47.60 47.60 79.84 79.84 30
DICT 44.04 44.04 73.53 73.53 30
ColSlm 43.91 46.61 65.98 69.41 509
DICTCORP 42.65 42.65 71.60 71.60 -
ColEur 41.72 44.77 67.35 71.47 125
TYO 34.54 35.46 58.02 59.16 -
IRST-1 31.48 33.14 55.42 58.30 -
FCC-LS 23.90 23.90 31.96 31.96 308
IRSTbs 8.33 29.74 19.89 64.44 -

TABLE 6.2. CLLS systemsout-of-ten results

out-of-ten scores and due to the fact that while it does not find the mode inbest, it does do a

better job of finding the mode somewhere in the top 10 comparedto UBA-T. While all the best

performing systems onbest are near the top in all four columns of Table 6.1, for theout-of-ten

results in Table 6.2 the mode scores demonstrate that a system that makes good use of duplicates

(asSWAT-E andSWAT-S do) may not perform as well on the mode task as they have lesschance of

finding the mode in the top 10 due to having fewer than 10 substitute types.4

Comparing systems, it seems that using dictionaries tends toproduce better results com-

pared to using parallel corpora in isolation, although notethat WLVUSPusing a dictionary cou-

pled with machine translation software did less well than the other system from the same team

(USPWLV) which used a dictionary automatically constructed from parallel corpora.

As part of analysis to recognize patterns within the results, an attempt was made to examine

the length of the context provided (the sentence length). The Spearman’s correlation between

sentence length and the scores achieved by each system on that instance was measured. Sentence

length was only significantly correlated for 4 systems and 1 baseline: UvT-g,ColEur, IRST-1, CU-

SMTandDICTCORP. For these the correlation ranges between 0.12 to 0.20 whichthough significant

4The mode scores credit whether the mode is found in one of the answers and does not consider the frequency distri-
bution of the annotator responses.
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is quite a weak correlation. A similar analysis for theout-of-ten scores revealed a similar pattern.

(The journal paper) presents detailed analysis of Spearman’s correlations between all the system

pairs as well.

6.3.1. Disruptive Sets

An analysis using the concept of disruptive sets described by Zaragoza et al. in [72] was

also performed, which provides a graphical way of comparingany two systems which solve a set of

instances, where a threshold of solving can be specified. Theconcept of “solving” is subjective and

something that could be determined on a problem-by-problembasis. The approach was proposed

for comparing the relative performance of search engines. The disruptive set of a system is defined

as the set of queries that that particular system can solve and the other one cannot. For each

individual system we divide the instances into two sets: solved, and hard. We use experimental

thresholds to make these partitions and we plot the results on a two-dimensional graph in the form

of a scatter plot, that compares the two systems. The relative sizes of the sets help us examine the

relative performance and the extent that two systems complement one another. For the analysis

we need to determine the data points for plotting. The obvious options for our task are instances

(1000) lemmas (100) or even parts of speech (4), though some other categorization of system

output would also be possible. In this analysis we used lemmas as we feel this gives a reasonable

level of granularity. The two axes could represent any two systems, or any combination thereof.

More formally, for a system, given the relevance metric M (the score from the task scorer),

and a thresholdδsolved, for all the instances if the score of an instance is greater than the threshold

then the instance belongs to the set solved. Further, if the score of an instance is less than another

thresholdδhard, then it belongs to the set hard. We used the normalisedbest recall scores for

this analysis. The intersection of the solved sets gives us aset of instances that both systems can

solve (two-system-solved), and the intersection of the hard sets gives us a set of instances that both

systems cannot solve (two-system-hard).

This is where the disruptive sets really come into play. The region on the plot where the

scores are greater than theδsolved for one system and less than theδsolved for the second system

represents a set of instances that can be labeled disruptiveI - meaning these particular lemmas can
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be solved by the first system and not the second system. Analogously, we have the set disruptive-II.

A tied region is further introduced in between where the absolute difference between the scores

of the two systems for certain instances is less than anotherthreshold,δtied. These five sets (two-

system-solved, two-system-hard, disruptive I, disruptive-II and tied) will depend on which systems

we choose for the axes. We set the thresholds as follows.

In the literature, the normal range used for disruptive setsplots like these is either between

0 and 1, or between 0 and 100. I normalized each system’s scores between 0 and 10 and thus

felt a reasonable choice forδsolved to be6, δhard to be 3, andδtied to be2. We inspected the plots

and felt these values provided appropriate partitions. Theidea behind these plots is a depiction

of the performance of the systems relative to one another, the threshold choices simply determine

the partitions in the plots and the exact values of thresholds do not alter the data points but simply

move these partitions.

We present here several figures that compare different systems, or groups of systems. First

we contrast the top ranking system on thebest recall (UBA-T) with the second ranking system

(USPWLV) in Figure 6.2 and see that while both systems have many items that they both solve,

they each have a similar number of data points that they solveexclusively. We examined the

exact set of lemmas in each partition to see if there was a pattern but we have not found one as

yet. We examined the underlying data to determine which lemmas are universally hard and which

universally solved by all the systems, and found that the lemmas saw.v and draw.v are universally

hard while special.a is universally solved.

In addition to this method for contrasting individual systems we have used it to help deter-

mine if there are particular advantages to particular approaches by grouping systems with respect

to these approaches and using the average score for each datapoint on the plot. We examined the

average of the following two sets:

• Machine learning approaches versus those not using machinelearning (where machine

learning systems wereUSPWLV, UvT-v, UvT-g), as shown in Figure 6.3. It seems there

is a slight advantage to machine learning on a lemma by lemma basis.
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FIGURE 6.2. Disruptive sets:USPWLVagainstUBA-T

• Systems that do explicitly use dictionaries compared with those that do not (where those

that used dictionaries were WLVUSP, USPWLV, SWAT-E, SWAT-S, UBA-W, UBA-T,

TYO), as shown in Figure 6.4. There seems to be an advantage in using a dictionary.

Note that it is not always easy to make these partitions basedon system descriptions as

some of the components may rely on other resources that are not explicitly mentioned. In particu-

lar we did attempt to divide systems based on their use of statistical machine translation technology

as from initial exploration it seemed that there was an advantage in doing so. However, this became

problematic since nearly all systems use approaches and resources from statistical machine trans-

lation to some extent. For example,USPWLV uses features from WLVUSP, which uses statistical

machine translation explicitly.

We examined the merits of individual systems by looking to see which which perform well,

given our disruptive set thresholdδsolved, on lemmas which either none or only a few other systems
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FIGURE 6.3. Machine learning systems versus those not using machine learning

also solve. We present these results in Table 6.3. We note that while UBA-Tis certainly a strong

system, there are also lemmas that are better handled by other approaches.

6.4. Conclusions

CLLS is new, challenging, and open to exploration. The task is non-trivial, and the systems

participating are heterogeneous, in that they do not uniformly solve one “type” of words. Different

approaches work well for different lemmas and we have not been able to hypothesize why this

happens. It can be used for a language learning system, it maybe extended to multiple language,

the number of test cases might be increased for wider coverage. The approaches used by different

systems can be used across various languages for generatingsimilar words in different languages,

and if there is a way to assign those sets of words to a sense in asense inventory, these techniques

can be exploited for automatically building a multilingualWORDNET.
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FIGURE 6.4. Dictionary approaches versus those that do not explicitly use a dictionary

CLLS is a pioneering effort in mixing monolingual frameworks and multiple languages,

and I follow this thread onward to the new set of experiments in my dissertation, supported by the

conjecture that adding more languages will add informationand will therefore help the ranking/

disambiguation/ selection/ centrality algorithm further.
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Lemma Systems that solve those
range.n ColSlm
closely.r DICT

shade.n CU-SMT

check.v USPWLV
bug.n DICT

ring.n UBA-T

charge.v UBA-T

pot.n UBA-T

hold.v DICTCORP

fire.v WLV USP, UBA-T

burst.v SWAT-E, UBA-T

return.v UvT-v, UBA-W

figure.n DICTCORP, ColSlm
extended.a SWAT-S, DICTCORP, DICT

heavy.a DICT, WLV USP, UBA-W

only.r ColSlm, DICT, SWAT-E
way.n UvT-g, ColEur, UBA-W

tender.a DICT, UBA-T, UBA-W

around.r SWAT-S, WLVUSP, UBA-W

shot.n UvT-g, USPWLV, CU-SMT

stiff.a USPWLV, WLV USP, CU-SMT

TABLE 6.3. Lemmas solvable only by certain systems
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CHAPTER 7

GRAPH-BASED METHODS WITH CROSS-LINGUAL RESOURCES

Using monolingual graphs to address the problem of lexical substitution has been attempted

before and work has been published to this end. However, as the Web becomes increasingly multi-

lingual, it is reasonable to believe that we ought to be able to utilize information contained in words

that are translations of each other in multiple languages and the inherent relationship they bear with

one another, in order to disambiguate words in context. Thisfinal chapter presents a treatise that

builds upon a framework for applying graph centrality to theproblem of lexical substitution. I pro-

vide a discussion of the effect that adding cross-lingual information has within the aforementioned

framework. I also provide a thorough treatment of the steps and the challenges involved in terms

of data collection and model building that the problem entails, and report findings that underscore

the utility of adding cross lingual information to a monolingual experiment.

7.1. Graph Construction

Following along the lines of Chapter 5, I construct one graph for each sentence, including

synonyms of the target word for that sentence, as well as translations of the target word.

The synonyms and translations come from various resources,and the translations may be

in more than one language(s). Based on the previous experiments outlined in Chapter 4, I use a

combination of resources for the synonyms that has been shown to work well. After having put the

nodes into the graph, the next step would be to connect the edges. I use translation links, synonymy

links, and semantic relatedness links to this end. Once the graph construction is complete, several

graph centrality algorithms can be run on it, including PAGERANK and degree, explained previ-

ously. The graphs could be directed or undirected, and accordingly variations of the respective

centrality algorithms can be run on them. For now we are keeping the graphs undirected because

computing salience for all possible pairs of vertices for all the edges is computationally expensive.

Once a centrality algorithm has ranked all the synonyms and all the translations in the graphs, I

65



FIGURE 7.1. Flow of the proposed work

collect the system predictions and score them in the same wayas the LEXSUB and CLLS systems

have been scored. Note that my intention is to use information from all languages in the same

framework, and attempt to evaluate the results of against the LEXSUB and the CLLS gold stan-

dards, even though the graphs might contain more languages than English and Spanish. Figure 7.1

depicts the proposed process.

7.2. Data

Our repository for performing the experiments consists of English contexts with target

words, English synonyms for the target words, Spanish translations of the contexts, Spanish trans-

lations for the target words, and LSA vectors for English andSpanish lemmas. I describe below

how each of them have been obtained, and indicate which ones have already been mentioned and

discussed previously.
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7.2.1. Data and Contexts

We work with the dataset released with the task of Lexical Substitution by McCarthy et al.

[48]. This data has been discussed in section 3. The English contexts I use in my experiments are

the same as the English contexts provided with this dataset.

7.2.2. English Synonyms

For each of the head words in the Lexical Substitution data described above, I obtain Eng-

lish synonyms from WORDNET [29], Microsoft ENCARTA, the Oxford American Writer’s The-

saurus, and finally from WORDNIK 1. I ensure that the parts of speech of the sets obtained match

those of the target lemma. Note that Oxford and WORDNIK were not used in previous experiments,

because the author was partly unaware and partly did not haveaccess to them. Since WORDNET

and ENCARTA worked better than the other resources used in those earlierexperiments, it seemed

a matter of curiosity to try some new resources rather than the other older resources, namely Ro-

get, TransGraph and Lin, especially since WORDNIK claims to combine multiple resources and

Oxford was shown to work well by Giuliano et al. in [31].

7.2.3. Spanish Contexts

All the original English contexts are translated into Spanish using the Google Translate

API. The API provides up to 100,000 characters to be translated every day, between any two

languages.

7.2.4. Spanish Translations

Spanish translations for all English head words and all English synonyms are obtained

using the Ectaco Online English-Spanish dictionary using their RESTful URLs. The HTMLs are

collected and then parsed to obtain lists of Spanish words associated with every English head word

and part of speech.

7.2.5. LSA Vectors

LSA models trained on varied corpora for English and Spanishare utilized to obtain LSA

vectors for a large number of English and Spanish words, which in turn are used to compute

1http://www.wordnik.com/
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cosine similarities between two words in the graph buildingprocess. I employ some computational

techniques for faster computation of these cosine similarities (see section 7.5.2 for details).

7.3. Graph Centrality

Graph centrality is a broad concept, and some traditional measures of graph centrality are

PAGERANK [14], closeness, betweenness andHITS. This has been discussed previously in

chapter 5.

In this work the graphs are undirected, so basically every incoming edge is also an outgoing

edge, and vice versa. The centrality algorithm is weighted,since our graphs are weighted.

7.4. A Graph-based Framework

A graph-based framework for disambiguating words in context for a monolingual setting

has been introduced Sinha et al. in [63]. I extend the framework into a cross lingual setting.

I start by building graphs for each instance of the trial and test data. For each instance, the

nodes consist of the English context, the Spanish translation of the context, English synonyms of

the head word obtained from one of WORDNET, ENCARTA, Oxford Thesaurus, and WORDNIK ,

and Spanish translations of the head word as well as those of the synonyms obtained from Ectaco.

For connecting the vertices of the graph, I use different combinations and play with the

possibilities. Specifically, the combinations are listed in Table 7.1

Name Nodes Connections Weight
EN En En context - En synonym

En synonym - En synonym
LSA
LSA

EN+ES En, Es Es translation - Es context
Es translation - En synonym
En context - Es context
En context - En synonym
En synonym - En synonym
Es translation - Es translation

LSA
1
1
LSA
LSA
LSA

EN+ES+Th En, Es Same as EN+ES
threshold on LSA

Same as EN+ES
threshold on LSA

TABLE 7.1. Description of the experiments; En = English, Es = Spanish

One such sample graph with a reduced set of vertices and edgesis shown in Figure 7.2.

ENCONTEXT is the label for the English context andESCONTEXT is the label for the
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FIGURE 7.2. A graph with a reduced set of edges and nodes

Spanish context. The actual contexts are pretty long sentences and would not fit in the graph. The

edge weights are omitted in the graph, but follow the rules set in Table 7.1. The target word for

these reduce-set graphs isrun, with the part of speechverb. The actual graph for this particular

sentence has more than10000 edges.2

It is important to add both the forward and backward edges forevery edge in the graph, be-

cause otherwise the centrality algorithms would work on theassumption that the graph is directed

as it did previously, and we do not want that. In the images in this paper, this fact is represented

simply by an undirected edge.

The centrality algorithm I work with is only PAGERANK 3. A sample of what happens

after the centrality algorithm finishes running is depictedin Figure 7.3. The sizes of the vertices

2These graphs are drawn using Gephi, a free Java-based graph visualization software. Gephi is being used elsewhere
for similar visualizations, and provides ways to run centrality algorithms from within the software to quickly check
results obtained from research scripts. It also provides different layouts that make it easier to visualize the type of
graphs we have. More information at http://vimeo.com/53061411
3See section 7.3
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FIGURE 7.3. The impact of running a centrality algorithm

represent the centrality score assigned to the corresponding vertex. Essentially the algorithm has

determined the nodes with the highest centrality scores.

If a graph is not regular, i.e. its vertices are not all the same degree, then the degree

distribution of the graph is not identical to the PAGERANK . However, I do not include degree

results in this work since for undirected graphs a degree distribution is likely to be statistically

similar to the PAGERANK for the graph.4

After creating one graph for each trial or test instance, andafter running the centrality al-

gorithm on each of the graphs, I rank the English synonyms andSpanish translations in the reverse

order of their centrality scores, and use these lists to populate response files for both monolingual

and cross lingual lexical substitution tasks. These files are then evaluated against the official scorer

scripts of the two tasks, which compares the predictions against human predictions.

4http://en.wikipedia.org/wiki/PageRank#PageRankof an undirectedgraph
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7.5. Experiments and Evaluations

I perform graph centrality experiments on graphs built using synonyms from four English

synonym resources, WORDNET, ENCARTA Thesaurus, Oxford American Writer’s Thesaurus and

WORDNIK , abbreviated henceforth as WO, ET, OX and WK respectively. For each of these Eng-

lish synonym sources, I grab their corresponding Spanish translations for the English synonyms

from the Ectaco online English-Spanish dictionary and the translation into Spanish of the entire

context from the Google Translate API. For each of the English resources, I thus add to the set

the Spanish translations, and perform three sets of experiments, namely using only English words

and contexts, using both English and Spanish words and contexts, and thirdly adding an arbitrary

threshold value to the edges obtained with the English and Spanish components.5

The experiments provide ranked lists for each of the target instances, and these ranked lists

are compared against the human generated gold standards forlexical subsection and cross-lingual

lexical substitution. I use the official scorers provided with these tasks, and report the officialbest

normal, best mode, oot normal andoot mode scores as described by McCarthy et al. in [48].

Please refer to Sinha et al. [62] and Sinha et al. [63] or previous chapters of this dissertation for

details on these metrics, how they are constructed and how they are evaluated.

Tables 7.2, 7.3, 7.4, and 7.5 depict the results for the four lexical resources respectively.

I also do a statistical significance analysis using an independent sample t-test6, and the val-

ues in the experiments involving Spanish that outperform orare different from their direct counter-

parts involving only English with a p- value of 0.05 or less are indicated with symbols in the table.

Wherever the performance is better, it is signified with⊕, and wherever it is worse, it is depicted

with ⊖.

Note that for many of the comparisons, adding Spanish to the framework improves perfor-

mance significantly, and oftentimes if the performance is worse because of adding Spanish, it is

not significant. This shows the utility of adding multiple languages to the graph framework.

These results clearly highlight the utility of adding a new language to an otherwise mono-

lingual framework, and the inter-lingual connections seemto help PAGERANK converge better.

5Only accepting edges with a similarity value of greater thanor equal to0.5
6Using the implementation provided with SciPy
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WO
LS CLLS

Experiment b,n b,m o,m o,m b,n b,m o,n o,m
EN 4.2 1.5 23.8 29.6 N/A

EN + ES 5.0 4.4 23.3⊖ 29.1⊖ 6.1 10.4 26.3 40.1
EN + ES + Th 5.4⊕ 5.3 23.3⊖ 28.2⊖ 6.6 11.7 22.8 34.7

TABLE 7.2. Results obtained on the trial set using WORDNET and different lan-
guages; EN = English only, EN + ES = Spanish inclusive, Th = threshold

ET
LS CLLS

Experiment b,n b,m o,m o,m b,n b,m o,n o,m
EN 5.2 2.2 29.2 34.0 N/A

EN + ES 4.6 3.9 26.6⊖ 33.0⊖ 4.3 9.7 21.6 30.6
EN + ES + Th 4.4 3.3 27.0⊖ 35.0⊕ 3.1 5.4 15.9 20.7

TABLE 7.3. Results obtained on the trial set using ENCARTA and different lan-
guages; EN = English only, EN + ES = Spanish inclusive, Th = threshold

OX
LS CLLS

Experiment b,n b,m o,m o,m b,n b,m o,n o,m
EN 3.8 4.7 33.3 39.3 N/A

EN + ES 6.6⊕ 5.8 32.6⊖ 39.3 9.6 19.0 31.2 45.0
EN + ES + Th 6.5⊕ 5.8 33.9⊕ 41.7⊕ 8.5 16.1 25.5 37.8

TABLE 7.4. Results obtained on the trial set using Oxford and different languages;
EN = English only, EN + ES = Spanish inclusive, Th = threshold

WK
LS CLLS

Experiment b,n b,m o,m o,m b,n b,m o,n o,m
EN 7.3 9.9 27.1 35.4 N/A

EN + ES 4.2 2.9 27.5⊕ 35.0⊖ 8.3 16.0 29.4 50.0
EN + ES + Th 5.5 6.0 27.3⊕ 34.5⊖ 7.4 14.2 23.9 39.2

TABLE 7.5. Results obtained on the trial set using WordNik and different lan-
guages; EN = English only, EN + ES = Spanish inclusive, Th = threshold

7.5.1. Upper Bounds

It is important to have a sense of the absolute best score thatmight be possible to obtain

with the data one is working with. This helps shed some light on the relative effectiveness of the

algorithm in use. I do this upper bound analysis by assuming the existence of an oracle who can

pick the ultimate best prediction in accordance with the human gold standard, with the sole caveat
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being the requirement that the candidates must be availablein the repository. Since we have four

different sources for the English synonyms, I present the four lexical substitution upper bounds.

For each of these cases, the cross lingual lexical substitution is computed taking into consideration

all the Spanish translations provided by Ectaco for the English synonyms. Table 7.6 depicts these

figures.

Upper bounds
LS CLLS

Resource b,n b,m o,m o,m b,n b,m o,n o,m
WORDNET 26.4 33.0 33.5 33.0 31.6 60.4 40.7 60.4
ENCARTA 32.6 44.7 42.8 44.7 31.6 59.9 40.7 59.9

Oxford 34.9 59.7 54.2 59.2 31.6 59.9 40.7 59.9
WORDNIK 32.6 44.7 42.8 44.7 31.6 59.9 40.7 59.9

TABLE 7.6. Multilingual graphs: Oracle upper bounds

7.5.2. Performance

The graph centrality computation can potentially be very expensive. A typical edge weight

computation requires 100 multiplications, and a typical graph could shoot up to 100,000 edges, if

the number of synonyms and translations is high, as is typically the case with verbs. We need to do

this for 300 graphs for the trial data and 1710 for the test data. Therefore, using traditional coding

methods to build vectors and multiply the components one by one is not a feasible approach. I

employ NumPy7 and specificallynumpy.dot andnumpy.linalg.norm functions from NumPy for

faster vector cosine similarity computations. Caching the edge weights once for multiple experi-

ments and usingCython8, a language that compiles Python code down to C to get C performance,

would be ideal next steps to take if we want to make this a production system that is reasonably

fast. Figures 7.4 and 7.5, also visualized using Gephi, showthe types of dense graphs that could

potentially be generated. The vertices are colored based onthe modularity class, which means the

vertices that are more tighly clustered together than the others share the same color.

7http://numpy.scipy.org/
8http://cython.org
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FIGURE 7.4. A real world graph

FIGURE 7.5. Another real world graph

7.6. Discussion

Biasing PAGERANK either in favor of the context nodes or in favor of the words does not

seem to help the convergence.
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Unsupervised systems tend to struggle in finding the absolute best substitutes in both Eng-

lish and Spanish, but they do seem to filter out some unwanted substitutes pretty well. Traditionally,

unsupervised approaches have always been employed as a preliminary experiment to “explore” the

data and see if some patterns emerge from it, following whicha supervised, machine learning

approach is applied. My findings support the traditional school of thought. All the same I be-

lieve there is a lot of potential in the present line of work, and I demonstrate how adding another

language to an existing monolingual framework can lead to results that are better and statistically

significant.

7.7. Conclusions

I intend to use a better way to connect vertices to form edges in the graphs, for instance

something akin to the method described by Hassan et al. in [35]. Adding more languages to the

graph should also help performance. As noted in this paper though, collecting all resources for

adding even one language could be expensive in terms of data collection, LSA model building,

collecting translations from the Google Translate API and from the Ectaco online dictionary, and

the computational complexity of the graph construction. Being able to add new languages inex-

pensively is therefore an area that we would like to further investigate. Last but not least, the

combination of PAGERANK and LSA vectors may or may not be the best one for this problem,

since there might be a better way to represent the metaphor of“recommendation” within a graph

rather than the cosine similarities of their LSA vectors. That would be another area to explore.
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CHAPTER 8

DISCUSSION

We must bear in mind that for both the monolingual and cross lingual lexical substitution

tasks, the inter tagger agreement is pretty low, and the baselines are high, as noted by McCarthy et

al. in [48] and Mihalcea et al. in [52]. The problem is much harder to solve than it is to pose.

Bear in mind also that we are not duplicating our predictions,as most notably Wicentowksi

et al. [68] did with their systems. Providing duplicates of those responses that the system is sure

of has the effect of elevating a system’s score, which is a practice allowed in both LEXSUB and

CLLS scoring. Only a few systems actually used it to get higher scores.

The ITA is low for both these tasks because there is no fixed inventory for annotators to

choose from. This leads to a lot of disagreement. Credit per item depends on consensus which

does not happen very often. I hypothesize that any automatedsystem will suffer from the problem

as well. Further, a high score is achieved using the metrics used if there is consensus between

annotators, which also does not seem to happen very often.

We have already seen the trend of the systems suffering if theinitial set of candidates

collected is not as good as another set, please refer to chapter 4 for details on how different lexical

resources can lead to different results.

Nowadays emphasis is seldom laid on unsupervised methods, because the performance of

unsupervised systems tends to be lower. However, we believethat unsupervised systems are a very

fertile ground for digging for gold, because collecting tagged data for any machine learning algo-

rithm to work could be expensive and sometimes infeasible. Ibelieve the graph-based algorithm

presented and modifications thereof have a great potential that could be exploited.

Furthermore, the Web is becoming increasingly multilingual, and the relationships that

words that are translations of each other in different languages bear with one another can serve as

information or a sort of domain knowledge that we could leverage in certain ways.
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This chapter presents some additional analysis of the material presented elsewhere in the

dissertation. We start with some additional analysis of LEXSUB and include all-words LEXSUB

results in section 8.1. This is followed by additional discussion on CLLS, and we conclude this

chapter with insights about the newer, multilingual graph experiments.

8.1. Analysis of LEXSUB and all-words LEXSUB

As first shown in table 4.1, there is a lot of diversity in the resources we have used in

our experiments. This diversity can be quantified by measuring their overlap. For each pair of

two resources, I calculate thepercentage overlap, defined as the number of candidate synonyms

provided by a resourceR1 that are also provided by resourceR2, divided by the total number of

words provided by resourceR1. Table 8.1 shows the percentage overlap between the five resources

used in the experiments, where, using the notation above, the rows correspond toR1 and the

columns correspond toR2.1 Interestingly, the highest overlap between any two resources is slightly

over 50%, which demonstrates the diversity of the resources, and suggests that a combination of

resources could potentially improve over the use of one resource at a time.

TABLE 8.1. Overlap among the different resources (measured on thetest data of
171 target words described in earlier.)

RG WN TG LN EN
RG 100.00% 20.28% 47.01% 17.97% 36.23%
WN 37.39% 100.00% 51.34% 19.97% 40.04%
TG 25.92% 15.35% 100.00% 12.77% 22.85%
LN 42.66% 25.70% 54.99% 100.00% 41.61%
EN 46.77% 28.03% 53.51% 22.64% 100.00%

In addition to the results reported in tables 4.2, 4.3 and 4.5, the table 8.2 provides a part-of-

speech breakdown of the results. The table shows that verbs are the most difficult part of speech to

solve, which also agrees with Agirre et al. ([1]). The best results are achieved for adverbs, because

adverbs in general tend to have a smaller polysemy than wordsof other parts of speech.

The “usefulness” of each resource could be quantified by counting the number of synonyms

that can be extracted for a given set of target words. Considering the test set of 171 target words,

1Note that for the Lin distributional similarity, the implementation provided by its author Dekang Lin has been used.
This implementation does not cover adverbs, and thus only a subset of the target words can be covered with this
resource.
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TABLE 8.2. F-measures for the four scoring schemes for individuallexical re-
sources, separated by part-of-speech (test data)

Metric Resource Model Noun Verb Adj Adv
best, normal WN 3gramSum 9.04% 7.65% 7.99% 19.24%
best, mode WN 345gramAny 13.24% 11.95% 13.89% 28.79%
oot, normal EN 3gramSum 41.69% 37.19% 45.04% 52.03%
oot, mode EN 3gramSum 51.06% 46.09% 62.04% 64.63%

Table 8.3 shows the number of target words that have exactly one synonym, between two and

ten synonyms, and more than ten synonyms.2 As illustrated in this table, with one exception

(two words that have only one synonym provided by the Lin distributional similarity resource),

all resources provide more than one synonym. For the large majority of words, ten synonyms or

more are provided by any given resource, although there are also a number of words for which the

number of synonyms is less than ten. This suggests that the contextual filters are in fact needed

for generating thebestanswer for all five lexical resources, and they are also needed for a large

majority of the target words to generate theootanswer (all the words with more than ten synonyms

need a contextual filter).

TABLE 8.3. Number of synonyms identified in different lexical resources (test data)

RG WN TG LN EN
1 0 0 0 2 0
2-10 29 75 17 0 33
>10 142 96 154 139 138

A measurement of the upper bound that can be achieved by usingthese five lexical re-

sources seems worthwhile too3. Assuming an oracle that can pick all the gold standard answers

from among the candidate synonyms provided by a lexical resource, the highest result that can be

obtained in this way is shown in table 8.4, calculated for thetest data of 171 words. Note that

the mode gold standard answers are not duplicated in these experiments in order to obtain ten an-

swers for the oot mode. Instead, I chose to include in oot modeonly the one mode from the gold

standard, if present in the lexical resource, and thus the upper bound obtained with best and oot

2As mentioned before, Lin distributional similarity does not cover adverbs, which is the reason why the numbers in
the column corresponding to the Lin resource do not add up to 171.
3Note that these upper bounds are empirical, and therefore different from the theoretical upper bounds for the LEXSUB

tasks reported by McCarthy et al. in [49]
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mode are identical. These upper bound figures show once againthat there are large differences

between the synonyms provided by these lexical resources, and thus they are likely to complement

each other – an observation that is in fact supported by the findings. Interestingly, Encarta has the

highest upper bound, which suggests that resources that aremore encyclopedic in nature are more

useful for this task as compared to other resources that emphasize the lexicographic and dictionary

aspects more, such as WORDNET or Roget. Finally, these upper bound figures are also very useful

to place results in perspective, by providing the means to compare the results of our system with

the highest achievable results given the individual lexical resources.

TABLE 8.4. Upper bound F-measure scores (test data)

Resource best, normal best, mode oot, normal oot, mode
RG 25.21% 39.60% 43.09% 39.60%
WN 28.01% 43.10% 38.21% 43.10%
TG 35.29% 59.00% 53.31% 59.00%
LN 20.67% 33.29% 33.66% 33.29%
EN 36.63% 65.59% 59.88% 65.59%

In Table 8.5, the results obtained for individual parts-of-speech, this time only for the deci-

sion list classifier, are presented, which is the classifier that led to the best results in our supervised

combination of features in chapter 4. The same trend as before is observed, with verbs having the

lowest results, and adverbs the highest.

In fact, in a more in-depth analysis of the output of this supervised system, “difficult” and

“easy” words for this task are also determined looking at thescores obtained by each individual

lemma. Among the most difficult words for the best measure arewords like clear (adj), shed

(verb), clear (verb), whereas other words such asexternal (adj), often (adv), around (adv)were

among the easiest. For the oot measure, the most difficult words werereturn (verb), pass (verb),

jam (noun), while the easiest weretherefore (adv), worldwide (adj), entirely (adv). These appear

to be correlated to the difficulty associated with differentparts-of-speech, as observed before, and

also to some extent with the polysemy of the various words.

Next, I present some additional analyses for the all-words task.
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TABLE 8.5. F-measure for a supervised combination of lexical resources using
decision lists, separated by part-of-speech (test data)

Metric Noun Verb Adj Adv
best, normal 11.7% 9.5% 14.9% 21.0%
best, mode 15.7% 14.6% 25.3% 33.0%
oot, normal 43.8% 43.3% 52.4% 62.7%
oot, mode 57.9% 55.4% 70.1% 79.8%

8.1.1. All-words LEXSUB

Results separated by part-of-speech are shown for each of these experiments in Table 8.6

(individual lexical resources), Table 8.7 (combined lexical resources), and Table 8.8 (supervised

combination).

TABLE 8.6. F-measures for the four scoring schemes for individuallexical re-
sources, separated by part-of-speech (all-words data)

Metric Resource Model Noun Verb Adj Adv
best, normal WN 3gramSum 6.58% 7.23% 3.73% 44.42%
best, mode WN 345gramAny 11.24% 13.99% 0.00% 66.67%
oot, normal EN 3gramSum 31.66% 23.18% 17.58% 0.00%
oot, mode EN 3gramSum 38.23% 30.63% 25.00% 0.00%

TABLE 8.7. F-measures for the four scoring schemes for combined lexical re-
sources, separated by part-of-speech (all-words data)

Metric Resource Model Noun Verb Adj Adv
best, normal EN and WN 3gramSum 7.43 7.58 0.00% 0.00%
best, mode AnyThree 345gramAny 15.74% 18.79% 0.00% 0.00%
oot, normal EN or WN 3gramSum 30.99% 29.78% 15.92% 44.42%
oot, mode EN or WN 3gramSum 37.08% 39.22% 25.00% 66.67%

TABLE 8.8. F-measure for a supervised combination of lexical resources using
decision lists (all-words data), separated by part-of-speech

Metric Noun Verb Adj Adv
best, normal 28.50% 21.10% 12.50% 0.00%
best, mode 33.33% 32.70% 0.00% 0.00%
oot, normal 78.50% 65.50% 25.50% 0.00%
oot, mode 85.70% 78.80% 0.00% 0.00%

The results separated by part-of-speech reveal an unexpected finding: unlike the lexical

sample data, where verbs were clearly the most difficult part-of-speech, in this dataset nouns and
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verbs seem to have a similar level of difficulty, which suggests that in running text, verbs are not

necessarily more difficult to handle.4 Unfortunately no conclusive results could be obtained on

this dataset for adjectives and adverbs, given the small number of words in these categories (8

adjectives, 1 adverb).5

Analogous to the lexical sample setting, an analysis of the individual resources for all-

words is presented next.

Table 8.9 shows the number of target words that have exactly one synonym, between two

and ten synonyms, and more than ten synonyms. In this case, asit would be expected in an all-

words task, there are more words that have only one meaning and one synonym. This effect is

even stronger in WORDNET, where as many as 4% of the words have only one synonym. These

are words for which the contextual filter is not necessary either for thebestevaluation or for the

oot. There is also a large number of words that have more than two synonyms but less than ten,

and these represent words for which the contextual filter is not needed for theoot evaluation. As

many as 57% of the words (WORDNET) and 37% of the words (Encarta) fall under this category.

Finally, the dataset also includes the more difficult words,with more than ten synonyms, for which

a contextual filter is necessary for both evaluations (39% ofthe words in WORDNET and 63% of

the words in Encarta).

TABLE 8.9. Number of synonyms identified in different lexical resources (test
data, all-words)

WN EN
1 23 0
2-10 315 203
>10 212 347

TABLE 8.10. Upper bound F-measure scores (test data, all-words)

Resource best, normal best, mode oot, normal oot, mode
WN 16.62% 32.34% 27.94% 32.29%
EN 19.24% 39.64% 39.60% 39.90%

4It is important to keep in mind that these findings are based onrelatively small datasets: the lexical sample contains
500 nouns and 440 verbs, and the all-words dataset contains 164 nouns and 377 verbs
5Because there is always one adverb, one may think that the F-measure should be either 0 or 1, but this is not neces-
sarily the case, as the scorer uses some weighting in how it takes into account individual items, and thus partial scores
are also possible.
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Continuing the analogy further, table 8.10 shows the upper bound figures for the all-words

dataset of 550 words, calculated as the highest results thatcan be obtained by selecting all the

gold standard answers provided by a given lexical resource.Consistent with our observation on

the lexical sample dataset, Encarta leads to a higher overall upper bound. Overall, on the all-words

dataset, the gap between the results obtained using the system with individual lexical resources

(Table 4.9) and these upper bounds is somehow smaller compared to the gap observed on the

lexical sample dataset between the results obtained with the individual lexical resources (Table

4.3) and the corresponding upper bounds (Table 8.4).

This could be happening due to the different aspects coveredby the two datasets: the lexical

sample set is mainly addressing difficult, ambiguous words,with a constant number of examples

for each target word, whereas the all-words dataset covers running text, which includes a larger

spectrum of words ranging from easier monosemous words, allthe way to highly polysemous

words.

The evaluation closest to this one is the one reported by Agirre et al. in [38] on work

done on large scale lexical substitution. However, we cannot directly compare our results, because

the present settings and goals are different. In that work, although the reported raw numbers are

higher, they are not compared against human judgment. Instead, in their evaluation, they attempt to

match the original target word in the sentences by choosing from a large set of potential synonyms

including the original target word. Further, they only evaluate nouns and adjectives, while in our

experiments we also consider verbs and adverbs.

8.2. Analysis of the multilingual graph experiments

I also did Disruptive Sets analysis, first introduced in section 6.3.1 for the multilingual

graphs, and the results are included in figures 8.1, 8.2, 8.3,and 8.4.

The figures are an enhanced version of the types of images presented earlier, in that they

include the lemmas themselves, so that we can better visualize which words are categorically

solved by which systems. From the figures, there are some instances that are only solved by the

addition of Spanish to the graphs. A deeper look into different combinations of disruptive set plots

is needed to derive a pattern from these observations. It might also be possible to derive different/
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FIGURE 8.1. Disruptive sets: Oxford, EN vs EN+ES

richer conclusions from these plots if a different set of thresholds and meanings for an instance

being solved/ unsolved are used.

I also played with different combinations of edges in the graphs; arbitrarily (in order to

determine empirically what works best) leaving out certainkinds of edges from those reported in

chapter 7. I have reported the best performance in this work.

Table 8.11 depicts the resource overlap for the resources involved in these graph experi-

ments. These figures once again show how much diversity exists in these resources, and although

these resources have not been combined for the sake of these experiments, doing so definitely

seems to be an interesting thing to do.

8.3. Alternative Research Directions

During the course of this work, a lot of possibilities arose that I did not have time to pursue;

and they were not pursued also in part because they would havedetracted from the main claims of

83



FIGURE 8.2. Disruptive sets: Encarta, EN vs EN+ES

TABLE 8.11. Overlap among the different resources (OX = Oxford, WN =WORD-
NET, EN = Encarta, WK = WordNik)

OX WN EN WK
OX 100.00% 49.9% 68.1% 42.5%
WN 20.6% 100.00% 44.1% 18.3%
EN 23.5% 36.9% 100.00% 19.1%
WK 41.1% 42.8% 53.3% 100.00%

the work. Nonetheless, they are listed here for reference and completeness, and to guide the future

research.

8.3.1. Textual Entailment

Textual Entailment is a concept where given a phrase or concept, a human would interpret

its entailing concept to also be true. Paraphrasing is a method that can recognize, extract or generate

phrases that convey almost the same information as the original concept. Both these ideas are

explained well by Androutsopoulos et al. in [4]. It seemed like a non-trivial task to get entailments
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FIGURE 8.3. Disruptive sets: WORDNET, EN vs EN+ES

for all the English and Spanish entities in our graphs. Provided a lexicon of such entailments, it

might be an interesting exercise to try and see the kind of improvements that can be achieved. At

the very least, such entailments could serve as a way to filterout substitute candidates obtained

from our resources that do not make logical sense.
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FIGURE 8.4. Disruptive sets: WordNik, EN vs EN+ES
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CHAPTER 9

CONCLUSION

This treatise presents an exhaustive exploration of solutions for the problem of mono-

and cross-lingual lexical substitution, primarily focusing on unsupervised graph-based approaches.

This work highlights the abandonment of a pre-defined sense inventory to solve the problem, since

in recent discussions in academic circles the use of WORDNET for this particular problem has been

questioned.

Let us now revisit the research questions posed in chapter 1 and discuss what has been

found from the experiments.

1. What supervised and unsupervised methods can be used, separately or in combination,

along with various combinations of different lexical resources, to achieve and improve upon the

state-of-the-art in LEXSUB?

Chapter 4 answers this question, and provides several insights into the most useful re-

sources and models. As mentioned earlier, LEXSUB can be thought of as a two-phase experi-

ment: namely candidate collection and candidate selectionor filtering. For the candidate collec-

tion phase, the experiments seem to indicate that WORDNET and the Encarta thesaurus lead the

way and are the best quality lexical resources out of those explored. The results obtained using

these two resources and their combinations far exceed the other resources explored, namely Ro-

get, TransGraph and Lin’s collection of words based on distributional similarity. Furthermore, in

terms of performance of the contextual fitness models, for the candidate filtering phase, the n-gram

statistical models and in particular the trigram models tend to perform best. Adding higher-order

n-grams does not seem to help. This might be explained by the relative sparseness of those models.

Also, combining lexical resources to generate an augmentedset of candidate synonyms provides

sets of candidates that perform better than using the lexical resources individually. This indicates

that different synonym resources have different strengths, and using them together makes for a
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better overall synonym representation, which helps the candidate filtering phase in matching the

human-generated gold standard. Chapter 4 thus highlights that apart from the methods used by

the systems participating at LEXSUB, there are unsupervised and supervised methods that can be

used, that there is potential in using different sources of synonyms (a point that is further high-

lighted in chapter 8, where the low level of overlap amongst the resources is showcased), that there

is a way to combine lexical resources, and that all these leadto results on-par with some of the

state-of-the-art systems for this domain.

2. Can we effectively use graph representations and graph centrality algorithms for unsu-

pervised LEXSUB?

This dissertation mostly focuses on unsupervised graph-based algorithms. Chapter 5 sets

the ground for this and explores the same. A novel graph-based framework is presented where

the nodes of the graph are contexts and synonyms of interest,and the edges are either undirected

or directed. The edges represent relatedness between the words and contexts, and the weights on

the edges reflect the extent of this relatedness. In particular, my experiments use Latent Semantic

Analysis and Explicit Semantic Analysis, and cosine similarity between the corresponding LSA

or ESA vectors to compute edge weights, but this same idea is open to other interpretations and

representations of edges as well. The graph centrality algorithm used are in-degree and PAGER-

ANK . Through a series of experiments weighing the pros and cons of the multitude of degrees

of freedom involved in these experiments (directed or undirected edges, LSA or ESA, degree or

PAGERANK ), the chapter establishes the utility and potential of suchapproaches. In particular,

different combinations are found to work best for selectingthe single best substitute as opposed to

selecting the ten best substitutes.

3. Is it possible to perform LEXSUB across languages, and if yes, what resources and

methods work best for this CLLS task?

In chapter 6 we see how CLLS is new, challenging, and open to exploration. The chapter

proposes the problem of cross-lingual lexical substitution and provides a framework for systems

worldwide to take a stab at it. The problem definition also discusses the potential applications

of such a system, in particular as a learning system. The results obtained from different research
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groups depict the inherent difficulty of the problem. A smallproportion of the systems are able to

beat the simple baseline of taking words from a bilingual dictionary. All the same, some systems

do achieve a competent accuracy. The whole setup proves thatis possible to do LEXSUB across

languages where the only input comprises English contexts and English target words, and the ex-

pect output is Spanish translations feasible in the context. Further analyses of the methods used

by the participants reveal that parallel texts, bilingual dictionaries, multilingual n-gram frequency

data, and machine learning are some of the most commonly usedtechniques. The chapter high-

lights how all systems participating in the workshop provide heterogeneous systems, in that they

do not uniformly solve one “type” of words. Different approaches work well for different lemmas.

CLLS is a pioneering effort toward mixing monolingual frameworks and multiple languages, and

this thread is further followed into the next fragment of thedissertation.

4. Can the graph-model of question 2 be expanded so that it integrates multiple languages,

and is it applicable to both LEXSUB and CLLS?

Following the train of thought from the CLLS section, chapter 7 explores whether the graph

model developed earlier in this work in chapter 5 can be expanded effectively so that it integrates

multiple languages, whether it is applicable to both LEXSUB and CLLS, and how that impacts the

performance of the systems. This part of the dissertation explores this territory and highlights the

challenges involved as well as the effectiveness of such an endeavor. Through a novel heuristic

of combining nodes from two languages in one graph and computing graph centrality, the experi-

ments establish the potential in the approach, and find particular instances where results are better

and statistically significant compared to the monolingual counterpart of the experiment. Further

analysis indicates that there are particular use cases thatare only solved by the multilingual graphs

and not by the monolingual ones. Collection of translations (for the contexts and all synonyms

used), followed by construction of LSA models for the purpose of connecting the nodes in the

graphs, could be a resource intensive task. Another interesting question to answer is how to best

combine the two languages in a single graph. All of these areas are open to exploration, but the

findings are promising nonetheless.
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The discussion chapter provides additional analyses and visualizations to better understand

the findings. This work makes it possible to tweak and fine tunethe experiments and provides

enough scaffolding for researchers to use and to extend and enhance.

It would be wonderful to have a system online that uses the capabilities of multilingual

lexical substitution in a logical way. Such a system could potentially be used for various purposes;

one possibility could be as an online language learning system.
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