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CHAPTER 1  

INTRODUCTION 

  People post their views, activities, interests and bio-demographic information on blogs. 

Most of such information is publicly accessible. According to Matthew Hurst of the former blog 

tracking website BlogPulse, the number of discovered blogs by BlogPulse is 182,397,015 as of 

January 2012. That implies blogs provide a huge repository of personal information about a 

large population of consumers or subjects. Published research on mining blog data has shown 

that it is possible to automatically profile the age and gender of blog writers (Schler et al., 2006; 

Liu and Mihalcea, 2007; Rosenthal and McKeon, 2011) and perform sentiment analysis to 

detect the general mood of blog authors (Mihalcea and Liu, 2006). This thesis attempts to 

extend the methods from these earlier studies into the domain of automatically identifying the 

human action of drinking alcohol beverages and analyzing meaningful data patterns from the 

content of blogs written by consumers of alcohol beverages. 

How do the content and writing style of people who drink alcohol beverages stand out from 

non-drinkers? How much information can we learn about a person’s alcohol consumption 

behavior by reading text that they have authored? These are very basic questions that are of 

fundamental theoretical interest and offer great practical consequences in forensic and 

commercial domains.  

To answer the questions in the preceding paragraph, I begin in chapter 2 with a brief 

history of modeling human behavior through text analysis and the history of blog analysis. This 

chapter traces the contributions to textual analysis made by the field of modern psychology, 

specifically the creation of the Linguistics Inquiry and Word Count dictionary by Pennebaker et 
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al. (2007). To ground our approach of using textual data to represent human actions, I examine 

briefly the concept of words as symbols of human action proposed by literary theorist Burke 

(1966). Then I examine the model of mediated action proposed by sociocultural anthropologist 

Wertsch (1998) to frame my approach in analyzing how the collective class of blog writers who 

drink alcohol beverages use the English language in relation to their drinking habits.  

Next, in chapter 3, I explain our data collection methodology and the creation of a gold 

standard dataset for the task of training a machine-learning classifier to separate blog posts 

into drinking and non-drinking classes. I describe the process of obtaining a Kappa inter-

annotator score for the gold standard data set, and explain how feature vectors are extracted 

from the dataset for the classification task. I also describe the different weighting schemes used 

in the vector representation of the data. The chapter concludes with an explanation on how an 

LIWC vector representation of the drinking class is induced and an analysis of the distribution of 

each LIWC category among the drinking class.  

In Chapter 4, I explain the methods of classifying blog posts into drinking and non-

drinking classes. I frame the classification task as an Authorship Attribution(AA) task and 

describe the popular Profile-Based Authorship Attribution(PBAA) formulation of the AA task. 

Next, I briefly describe the machine-learning approach to AA using Support Vector Machines 

(SVM).  

Chapter 5 describes the performance metrics used in the experiments and reports the 

performance of the PBAA and SVM approaches to classifying drinking and non-drinking classes 

on the training data. The performance of various weighting schemes used in the representation 

of the dataset and feature vector during the training phase is  discussed. Next I  explain the  
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choice of an unbalanced test dataset and report on the performance of both classification 

approaches on the test data.  

In chapter 6,  Wertsch’s (1998) concept of mediated action frames my  analysis on the 

distribution of LIWC categories within the drinking class. I discuss the correlations discovered 

between specific LIWC categories and the drinking class and corroborate the findings with 

research from medical journals. Then, I discuss the implications of the thesis’s findings to the 

task of modeling human behavior through text analysis and propose two applications from the  

thesis’s findings. 

I conclude this thesis with a summary of its contributions to the research field, namely: 

1)  highlight that it is possible to automatically identify blog posts that have content related to 

drinking alcohol beverages, and 2)  provide the framework and necessary tools to model human 

behavior through text analysis of blog data. Finally, I outline further work that may build on the 

framework proposed in this thesis. 
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CHAPTER 2  

LITERATURE SURVEY 

2.1 History of Modeling Human Behavior through Text Analysis 

The concept of words as symbols of human thought, action and emotions is neither a 

new nor surprising insight. The human race has been studying written texts since the invention 

of writing instruments. We can trace the roots of modeling human behavior through text 

analysis to the earliest days of psychology. Freud (1901) delineated that speech errors reveal a 

person’s hidden intentions. Such speech errors are transcribed so that the patterns of errors 

can be observed and analyzed.  

Burke advanced the idea of words as symbolic action in his book Language as Symbolic 

Action (1966). He argues that such symbols are “agents of power; that they are value laden, 

ideologically motivated and morally and emotionally weighted instruments of persuasion and 

representation” (as cited in Henderson, 1993, p. 269). As such, he notes that humans are 

“symbol making, symbol using and symbol misusing” beings (p. 6). Burke draws a distinction 

between man from other animals using an analogy between birds and man. He argues that 

man’s ability to use language to achieve practical goals differentiate him from birds which lack 

the ability to use symbols to communicate. As an illustration, Burke describes a bird which was 

trapped inside a college classroom that had an elevated ceiling. The windows were open, but 

the bird kept flying upwards to the ceiling, rather than through the window. He explains  that if 

the bird understood how to use symbols to communicate then one could simply inform the bird 

of the open windows and the bird could fly out to freedom. The bird’s natural instinct to fly up 

along with its inability to use symbols prevents its escape (Burke, 1966, p. 3-4). My work 
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borrows Burke’s concept of words as symbols of action to frame the content analysis of blog 

posts written by writers who consume alcoholic beverages as a task of profiling their actions 

using a bag-of-word features that symbolizes the act of drinking.   

What can one learn about the act of drinking alcohol beverages from humans who write 

about drinking on their blogs? Wertsch in his book Mind as Action (1998) articulates the idea of 

language as a cultural tool for mediated action.  Mediated action is defined as social action 

taken with or through a mediational means (cultural tool). He argues that humans, the users of 

language (a cultural tool), appropriate the tool for their own purposes (rather than conforming 

to a fixed use of the language). To understand human actions, one first has  to understand (i) 

how humans  use the cultural tool (in this case language) and (ii) the context which gives the 

cultural tool (language) its meaning. According to Wertsch’s concept of mediated action,  to 

understand the act of drinking alcohol beverages among writers who blog about their drinking 

habits, researchers  must (i) understand how these writers use language to blog about drinking, 

and (ii) understand the context which gives the language its meaning.   

Thinkers like Freud, Burke and Wertsch provided theoretical underpinnings for 

researchers to conduct their experiments to reveal insights on human behavior through text 

analysis. While methods of textual analysis have been proposed since the days of Freud, it is the 

invention of the modern computer that created greater opportunities for researchers to delve 

into larger collection of texts in search of patterns to reveal insights on social action.  

Given that the roots of modeling human behavior through textual analysis is found in 

the field of psychology, it is not surprising that the first general purpose computerized text 

analysis program was developed in psychology. The program called General Inquirer was 
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developed by Philip Stone and his colleagues (Rosenberg & Tucker, 1978; Stone et al., 1966). 

The program ran on a mainframe computer to analyze texts that had been transcribed into 

punch cards. The program tagged each sentence in the text according to the rules contain in a 

“dictionary.” The “dictionary” can be either an existing dictionary or a new dictionary created 

by the researcher. The program relied on a series of author-developed algorithms to perform 

quantitative analysis of tag counts. The General Inquirer and other programs like it (e.g., Hart’s, 

1984, DICTION program; Martindale, 1990) have proven valuable in distinguishing mental 

disorders, assessing personality dimensions, and evaluating speeches. One limitation of these 

approaches is that they have relied on the manipulation and weighting of language variables 

that were not visible to the user. Hence users are not able to validate the results of the 

quantitative analysis of tag counts by the General Inquirer (Tausczik & Pennebaker, 2010). 

In the 1980s, researchers in the field of psychology discovered that when people were 

asked to write about traumatic experiences or emotional upheavals in their lives they showed 

measurable improvements in their physical health (Pennebaker & Beall, 1986). The hundreds of 

writing samples generated by the first group of writing studies revealed deeply moving human 

stories. Human judges were asked to link the stories with health outcomes. These judges were 

asked to read the emotional essays and to rate them along multiple dimensions. Some of the 

categories included the degree to which the stories were organized, coherent, personal, 

emotional, vivid, optimistic, and evidenced insight. These studies that relied on human judges 

led to the following observations: (a) even with in-depth training, judges did not agree with 

each other in rating most dimensions when evaluating a broad range of deeply personal stories; 
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(b) rating essays by multiple judges was extremely slow and expensive; and (c) judges tended to 

get depressed when reading depressing stories (Tausczik & Pennebaker, 2010). 

To find a more efficient method to evaluate text data, researchers searched for 

computerized text analysis programs to assess the essays. Francis and  Pennebaker (as cited in 

Tausczik & Pennebaker, 2010, pp. 26-27) began the task of developing a program that looked 

for and counted words in psychology-relevant categories across multiple text files. The result of 

their work is the computer program named Linguistic Inquiry and Word Count, or LIWC 

(pronounced “Luke”).  

The LIWC program has two components—the processing component and the 

dictionaries. The processing component is the interface which opens a series of text files, such 

as essays, poems, blogs, novels, and so on. For each file, the interface performs a count of the 

number of words that fall into each LIWC categories. Each word in a given text file is compared 

with the dictionary file that contains words assigned to 80 categories. After going through all 

the words in the files, LIWC would calculate the percentage of each LIWC category. So, for 

example, 5.48% of all the words in a given collection might turn out to be personal pronouns 

and 4.25%  negative emotion words. The LIWC output will lists all LIWC categories and the rates 

that each category was used in the given text. 

The dictionaries are the heart of the LIWC program. A dictionary refers to the collection 

of words that define a particular category. Several categories in the dictionaries are 

straightforward. For example, the category of articles is made up of three words: “a,” “an,” and 

“the.” Other dimensions are more subjective. For example, the emotion word categories 

required human judges to evaluate which words are  suited for which categories. For all 
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subjective categories, an initial selection of word candidates is  gleaned from dictionaries, 

thesauruses, questionnaires, and lists made by research assistants. Then each word candidate is  

independently rated by groups of three judges to determine the word’s appropriate overall 

word category. 

All category word lists are  updated by the following set of rules: (a) a word remains in 

the category list if two out of three judges agree it should be included; (b) a word is  deleted 

from the category list if at least two of the three judges agree it should be excluded; and (c) a 

word is  added to the category list if two out of three judges agree it should be included. This 

entire process is  then repeated a final time by a separate group of three judges. The final 

percentages of judges’ agreement for this second rating phase ranges from 93% to 100% 

agreement. The initial LIWC judging took place between 1992 and 1994. A significant LIWC 

revision was undertaken in 1997 and again in 2007 to streamline the original program and 

dictionaries. Text files from several dozen studies, totaling more than 100 million words were 

analyzed. Some low base rate word categories were deleted and others were added. For details 

of the process and specific findings, see Pennebaker et al. (2007). 

LIWC has been used in detecting deception (Newman et al., 2003; Mihalcea & 

Strapparava, 2009). In these deception detection studies, linguistics profile derived for LIWC 

proved salient in detecting deceptive communication. For example, by counting distributions of 

LIWC categories between text and transcribed speech that are marked as either truthful or 

deceptive, Newman et al. (2003) show that the LIWC features outperform human judges in 

predicting deceptive and truthful communication. 
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On the basis of the promising results of the LIWC features in these studies, I use LIWC as 

a tool to map the linguistic and psychological profile of blog authors who drink alcohol. I 

explore whether significant usage of LIWC features by blog authors who drink can reveal and 

explicate correlations between drinking and other activities. 

 

2.2 History of Blog Processing 

The modern blog evolved from the online diary, where people would keep a running 

account of their personal lives. Justin Hall, who began eleven years of personal blogging in 1994 

while a student at Swarthmore College, is generally recognized as one of the earliest bloggers 

(Harmanci, 2005). On 17 December 1997, Jorn Barger coined the term "weblog" to describe the 

list of links on his Robot Wisdom website that "logged" his internet wanderings (Wortham, 

2007). In 1999, another user, Peter Merholz, playfully broke the word into “we blog,” and 

somehow the new term—blog—stuck as both a verb and a noun (Merholz, 2002). 

Starting from the year 2004, the website technorati.com began tracking the growth of 

blogs on the internet. Their annual “State of the Blogosphere” report is considered an 

authoritative source for estimates in the number of blogs in existence, the rate of growth of 

new blogs, and a breakdown in topics published in blogs and motivations of blog authors. 

According to technocrati.com’s 2004 report, there are 4 million blogs with a growth rate that 

doubles the total number of blogs every five months. In 2006, they counted 35.3 million blogs. 

That number is projected to double every six months. Since then, their annual “State of the 

Blogosphere” report stopped reporting on the total number of blogs and their growth rate. 

Instead, each annual report publishes the results of their internet survey among blog authors 
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around the world. For example, their “State of the Blogosphere 2011” report surveyed 4114 

blog authors around the world. The margin of error is +/- 1.4%. The report consists of a 

breakdown on the bio-demographic data, blog topics, and the authors’ motivations for 

blogging. 

The rapid growth of blogs from 2004 onwards attracted the attention of researchers 

who are interested in deriving a set of methods to analyze the vast collection of blog data. In 

2006, Schler et al. published a paper on authorship profiling using blog data. Schler and his 

colleagues used content analysis techniques to derive style-related and content-related 

features sets to identify the age and gender of blog authors. Style-related features in the study 

include parts-of-speech, function words and blog specific features such as “blog words” and 

hyperlinks. Content-related features include content words and handcrafted Linguistics Inquiry 

and Word Count (LIWC) categories. Their results show clear and consistent patterns of age– and 

gender–linked variation in writing topic and style. They found that older bloggers tend to write 

about externally–focused topics, while younger bloggers tend to write about more personally–

focused topics; thus, changes in writing style and age are closely related. They also found 

similar patterns characterized by gender–linked differences in language style. In fact, the 

linguistic factors that increase in use with age are just those used more by males of any age, 

and conversely, those that decrease in use with age are those used more by females of any age. 

Schler and his colleagues highlight that it is possible to perform authorship profiling using blog 

data, and that bag-of-words features perform well in the task. Their method of feature 

extraction will be used to in my research to identify features that have a discriminatory effect in 

classifying drinking and non-drinking blog authors. Unlike Schler et al. (2006) who used raw 
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word frequencies within each LIWC category to detect data patterns, I use the distributions of 

LIWC categories within the drinking population to show strong correlations between the LIWC 

categories and drinking habits.  

Liu and Mihalcea (2007) propose an enhanced text classification approach to blog 

author profiling using WordNet to cluster dominant n-gram features into larger conceptual 

buckets. Their approach identifies several promising “conceptual buckets” or categories-- time, 

color, size, affect, socialness, and cravings--as affording the greatest discriminatory power over 

their gendered blog corpus. They argue that such categories are dimensions reflecting 

differences in the genders. They demonstrate the potential use of such dimensions in creating 

better interfaces that customize its content according to gender preferences. Extending the use 

of discriminatory features beyond author profiling to recommender system adds value to the 

research outcome in modeling social actions through textual analysis using blog data. Building 

on the idea of extending the use of discriminatory features in recommender systems, I use the 

LIWC categories that are correlated to drinking as insights to marketing and outreach 

opportunities to the drinking population.  

Pan et al. (2007) proposes the use of semantic networks and content analysis to model 

travel experiences through travel blogs. Semantic networks use most frequently occurring 

keywords and key phrases to construct groupings of concepts. To complement the limitations 

of semantic networks in identifying positive and negative sentiments to a travel experience, the 

researchers rely on manual coding of the blog data for their content analysis. The results show 

that semantic networks can capture a “kaleidoscopic perception and sense of the destination: 

from attractions, accommodations and dining, to access and overall impressions” (p. 42). 
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However, the researchers point out that the semantic network fails to capture the sentiments 

of blog writers toward the concepts associated with the destination. Hence they rely on the 

help of human annotators to capture the sentiments of blog authors towards the concepts 

which are abstractions of the destinations. Pan et al. demonstrate the importance of context in 

analyzing positive and negative sentiments toward a semantic concept. To avoid the limitations 

of the bag-of-words approach in content analysis, my work focuses on profiling blog authors 

who drink alcoholic beverages without addressing their attitudes toward drinking and the 

alcoholic beverages that they consume.  

Kramer et al. (2008) attempts a bottom-up approach using clustering techniques to 

identify groups of blog authors that center on LIWC categories and blog posting behaviors. The 

five LIWC categories that they identify from their clustering approach fail to provide sufficient 

insight in modeling any social action. The outcome of their research highlights the limitations of 

current algorithms in grouping blog users into meaningful groups without a robust training 

phase to extract a set of discriminatory features for the classification task. Their results suggest 

that best results are obtained when researchers have a clear topic in mind before mining the 

blogosphere for data patterns.  

 

2.3 Summary of Related Work 

As explained in the related work above, modeling human action through text analysis on 

blog data involves the task of identifying a set of common features displayed by a human 

demographic. This task falls under the category of authorship profiling. My work extends the 

author profiling task on blog data to identify blog writers who engage in the act of drinking 
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alcoholic beverages. While research using blog data has been conducted to identify deceptive 

behavior (Newman et al., 2003; Mihalcea & Strapparava, 2009), no research exists that seeks to 

identify drinkers through blog data. Having the action of drinking alcoholic beverages clearly in 

mind, I propose a framework of using the Profile-based Authorship Attribution approach and 

Support Vector Machine classifier (Escalante et al., 2011) to identify blog writers who consume 

alcohol beverages, followed by the use of psychometric tools such as LIWC to detect 

correlations between the LIWC categories and the drinking population—labeled the composite 

character known as the drinking class. Then I look to medical journals to validate the 

correlations between the LIWC categories and provide the context where consumption of 

alcohol beverages occurs. 
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CHAPTER 3  

DATASET AND FEATURE EXTRACTION 

3.1 Dataset 

This chapter explains the data extraction methods and how I decided on the vector 

representations for the datasets and classification features. I obtained a list of recently updated 

blogs from the website www.weblogs.com. Using a PERL script, I downloaded a list of blog IDs 

and their associated URLs from weblogs.com. These are active blogs that allow the tracking of 

postings that are published within a short interval. Postings that are made within a short 

interval, such as daily or weekly posts make it easier to detect patterns. In order to reduce the 

number of variables in the dataset, I constrained the data set to blog posts in the English 

language from the blogging website Blogger.com, posted by authors with a declared locale of 

‘United States’ on their profile. Using weblogs.com and applying a filter for domain URL, locale 

and language, I downloaded 7164 blog IDs. Among which I found 529 blogs--5383 posts--that 

met the criteria of being on the domain URL blogger.com, with posts in the English language by 

authors whose locale is the United States.  

The Blogger.com website belongs to Google which provides the JSON API for developers 

to access blog posts that are made public by the post authors. I used the JSON API to download 

Blogger.com content belonging to the list of Blog IDs extracted from weblogs.com. The JSON 

API requires an API Key which can be obtained via written request to the Google Code project. 

For each API Key, Blogger.com limits URL requests to 1000 requests per day. The blog authors’ 

profile link is embedded in the blog content; accessing a blog author’s profile does not require 

use of the API Key, but I spaced the “http” requests to blogger.com between 3 second intervals 
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to prevent the site from blocking my browser requests as part of their anti-flood prevention 

measures.  

I used AlchemyAPI to detect language in order to keep English posts and discard non-

English posts. AlchemyAPI is commercial software that provides a REST web-service for users to 

access their language detection service. Academic/non-profit users may submit up to 1000 text 

strings per day for free via http to detect the language of each submitted string. 

Out of the 529 blogs mentioned above, I extracted 56 blogs--554 posts--that do not contain 

alcohol-related content, and added them to the training data set. Blog posts that contain only 

hyperlinks to images and only special characters were removed. Then I manually tagged a blog 

post as non-drinking when (1) the post has neither reference to alcohol beverages nor 

consumption of alcohol beverages and (2) none of the blog writers’ other blog posts contain 

any reference to alcohol beverages nor consumption of alcohol beverages.  After the initial data 

cleanup above, I was left with 496 blog posts that are tagged as non-drinking. 

However, finding it too time consuming to manually review the list of 5383 blogs 

obtained from weblogs to identify blog posts with alcohol-related content, I used the Google 

search engine to identify blogs that feature alcohol-related content. I employed the following 

keywords in my searches: “beer blogs,” “wine blogs,” and “drinking blogs.” Some of the results 

from the searches are popular blogs on drinking with links to other bloggers who also drink 

alcohol beverages. Many of these blogs are posted by connoisseurs who post their reviews of 

the alcoholic beverages they have consumed. I would have preferred to include more blog 

posts of non-connoisseur alcohol consumers to balance out the terminology used by 

connoisseurs. But I did not have sufficient time to expand my data set to include more non-
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connoisseurs when I wrote this thesis. Using this method, I identified 52 blogs with alcohol-

related content. I used the JSON API to download these 52 blogs consisting of 467 posts. Blog 

posts that contain only hyperlinks to images and only special characters were removed. Then I 

manually tagged each blog post as drinking when (1) the post has either reference to alcohol 

beverages or consumption of alcohol beverages or (2) at least one of the blog writer’s blog 

posts contain any sort of reference to alcohol beverages or consumption of alcohol beverages.  

I gave the manually tagged drinking and non-drinking blog posts to three human 

reviewers to rate their agreement on the tagged data. For each blog post, I assign a score of 

one to each class when a human reviewer tags the blog post with the same class. For example, 

for blog post #1, the drinking class gets 2 points when two human reviewers tagged the post as 

drinking and the non-drinking class gets 1 point when the remaining reviewer tagged the post 

as non-drinking. I compiled the scores for each blog posts on a spreadsheet and calculated the 

Fleiss Kappa score  as follows: 

 

The factor  gives the degree of agreement that is attainable above chance, 

and  gives the degree of agreement actually achieved above chance. If the raters are in 

complete agreement then . If there is no agreement among the raters (other than what 

would be expected by chance) then . 

Let N be the total number of blog posts and N = 963, let n be the number of ratings per blog 

post and n = 3, and let k be the number of classes into which assignments are made and k = 2. 
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The blog posts are indexed by i = 1, ... N and the classes are indexed by j = 1, ... k. 

Let nij represent the number of raters who assigned the i-th blog post to the j-th class. 

First pj is calculated, the proportion of all assignments which were to the j-th class: 

 

Then I calculate , the extent to which raters agree for the i-th blog post (i.e., compute how 

many rater--rater pairs are in agreement, relative to the number of all possible rater--rater 

pairs): 

 

 

 

Then I compute , the mean of the 's, and  which go into the formula for : 
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From the above formulations, I obtained a  of 0.9053 and a  of 0.501 and my final Kappa 

score is 0.906 which according to Landis and Koch (1970) is a score that represents an almost 

perfect agreement among the human reviewers. The Kappa score indicates that it is possible to 

programmatically identify drinking and non-drinking blog posts.  

I relied on a majority voting scheme to decide if a blog post should stay in the dataset. 

One reviewer felt that alcohol beverage advertisements should not be included in the dataset. 

Another reviewer felt that his experience interacting with people who drink allowed him to 

identify the words in certain non-drinking blog posts as written by an autor who consumes 

alcohol. He marked such non-drinking blog posts as drinking. I decide on the final classification 

for a blog post using the class that has the most votes; that is, the decision to keep or remove a 

blog post from the dataset is based on the decision that has the most votes.  

After resolving the disagreements among the human reviewers on the dataset, 

removing the formatting tags from the blog posts, and eliminating blank posts, I am left with 55 

blogs--488 posts--that are tagged non-drinking and 53 blogs--466 posts--that are tagged 

‘Drinking.’ The Kappa score above also allows me to claim the training set as a gold standard 

training data set. Using this dataset, I filtered out stopwords, tokenized each post, and 

stemmed the words to extract a vocabulary of 10712 unique words, 99921 word instances. 

From this vocabulary, I derived two representations of each blog post in the training dataset. 

One represents each blog post as a unigram consisting of the most frequent occurring unigrams 

that make up 50% of the total word instances in the drinking blog posts. I label this unigram 

representation the ‘50% dataset.’ I also derived a representation of each blog post that consists 

of the most frequent unigrams that make up 70% of the total word instances in the drinking 
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blog posts. I call this unigram representation the ‘70% dataset.’ Each term in the unigram 

representation of the blog posts is weighted by a term frequency (TF) weight which is: 

wi,post j =   tfi,post j  /  Tpost j  

Where wi, post j is the weight of a term i in a blog post j. tfi, post j is the number of times a term i 

appear in a blog post j, and Tpost j is the sum of all term frequencies in the blog post j. I used the 

‘50% dataset’ and ‘70% dataset’ to test the feature vectors described below in the classification 

task. 

 

3.2 Feature Extraction 

For the classification tasks, I extracted 2 feature vectors using the above vocabulary. The 

first consists of the number of unique words that make up 50% of the most frequent word 

instances which I refer to as the ‘unigram50’ feature vector. I used the ‘unigram50’ feature 

vector on the ‘50% dataset’ for the classification task. The other feature vector consists of the 

number of unique words that make up 70% of the most frequent word instances which I refer 

to as the ‘unigram70’ feature vector. I used the ‘unigram70’ feature vector on the ‘70% dataset’ 

for the classification task. Each term of the vector wi,feature is represented by the ratio of tf--the 

term’s frequency in the vocabulary over V--the total word count of the vocabulary extracted 

from the alcohol-related blog posts. I refer to this representation as Term Frequency (TF). For 

each feature vector, the formula for the term frequency (TF) ratio is: 

wi,feature =   tfi, vocab  / V 

wi,feature is the value of a term i in the feature vector. tfi, vocab is the number of times the 

term i appears in the vocabulary extracted from the drinking blog posts. V is the sum of all term 
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frequencies in the vocabulary extracted from the drinking blog posts. 

I also used other weighting schemes to adjust the term values in the feature vectors. 

The weighting schemes are as follows. 

 

3.2.1 Inverted Document Frequency (IDF) 

This weighting scheme uses the equation: 

IDF = Log 2 (N / ni) 

Where N refers to the total number of blog posts in the training data, ni refers to the number of 

blog posts where the word appears at least once. I set each term in the feature vector to one 

and multiplied the IDF weight to each term.   

IDF will increase the weight for words that do not appear in many blog posts. The idea is 

that such rare words have very specific meaning; hence, they are used only under specific 

context. I expect this weighting scheme to elevate weight of words that refer to specific 

drinking habits or products. 

 

3.2.2 Term Frequency-Inverse  Document Frequency (TF-IDF) 

In the classic vector space model proposed by Salton, Wong and Yang (1975) the term 

specific weights in the document vectors are products of local and global parameters. The 

model is known as term frequency-inverse document frequency model.  

The local parameter refers to the frequency of a term (TF) which I normalized over the 

total number of terms found in the training data. The global parameter refers to the inverse 
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document frequency which is the IDF mentioned in section 3.2a. In this experiment, the terms 

in the feature vector of drinking words are weighted as follows: 

TF = Number of times wordi appears in training data / Total number of words in the training 

data 

The normalizing of TF using the total word count of the training data prevents large blog 

posts from biasing a particular word that appears very often in the large blog posts. 

IDF = Log 2 (N / ni) 

As mentioned in section 3.2 a, the IDF is expected to elevate words that do not appear 

in many blog posts. This will help reduce the importance of common words that do not 

contribute to the classification task. 

 

3.2.3 TF-IDF Mod 

This weighting scheme is a variation of the TF-IDF weight. It uses the same TF 

calculation. However the calculation for IDF has been changed to: 

IDF Mod = Log 2 ( (N - ni ) / ni ) 

In the case where a word is found in every blog post of the training data, the IDF Mod is 

Log(0) is treated as zero. This follows the convention of computing entropy, log-likelihood, etc. 

to treat 0*log(0)=0 as per the interpretation of an event of measure zero. The IDF Mod elevates 

the importance of rare occurring words even further since it eliminates words that are found in 

up to half the blog posts in the training data. 

For the pattern recognition task, I used the LIWC2007 dictionary that consists of 82 

linguistics dimensions with more than 4500 words distributed among these dimensions. Each 
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LIWC dimension is a potential feature for pattern recognition. However, I excluded LIWC 

dimensions that were used less than 0.2% of the time. That reduced the dimensions to 57 

dimensions.  

I programmatically calculated the probability of each LIWC dimension occurring in each 

post over the total number of words in the dataset.  

Prob(LIWC-Feature)posti = Count(LIWC-Feature)posti / total number of words in blog posti 

Where ‘i’ refers to a post instance. Prob(LIWC-Feature)posti refers to the probability of a LIWC 

feature occurring in a post. And Count(LIWC-Feature)posti refers to the number of a LIWC 

feature in a post.  

Next, I calculated the mean probability for each LIWC dimension.  

Average_Prob(LIWC-Feature) = Sum(Prob(LIWC-Feature)posti ) / number of posts  

Where Average_Prob(LIWC-Feature) refers to the mean probability of a LIWC feature occurring 

in any given post in the dataset. And Sum(Prob(LIWC-Feature)posti ) refers to the summation of 

all probabilities of a LIWC feature in the dataset.  

I used the mean of each LIWC dimension to calculate the standard deviation ơ of each 

dimension.  

 

Where N refers to the total number of posts, Xi refers to the probability of a LIWC feature in 

post i. and μ is the Average_Prob(LIWC-Feature).  

Then I took the Z scores of each LIWC dimension to standardize the probabilities before 

performing any analysis.  
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Z_Scores(LIWC-Feature)posti = ( Prob(LIWC-Feature)posti ‒ Average_Prob(LIWC-Feature) ) / ơ  

I obtained a feature vector consisting of terms made up of Z scores for the 57 LIWC dimensions.  

Next I counted the distribution of the Z Scores across the drinking and non-drinking blog 

posts for each LIWC dimension and will report my findings of the distribution in Chapter 6 of 

this thesis. 

 

3.3 Summary of Dataset 

In this chapter, I have described how weblogs.com, the Google search engine, and links 

within blogs were used to identify drinking and non-drinking blogs. I have also described how I 

derived a Fleiss Kappa score of 0.905 for the manually-annotated training set tagged by 3 

human reviewers.  

I have explained how I arrived at the gold standard training datasets after resolving the 

disagreements among the human reviewers. Then I explained the different weighting schemes 

used to adjust the terms in unigram representation of each blog post and the feature vector 

terms used in the classification tasks. 

Finally, I explained how a LIWC representation of each blog post in the entire training 

dataset was derived. I showed how the LIWC categories’ frequencies for each blog post were 

converted into Z-scores. 
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CHAPTER 4  

CLASSIFICATION METHODS 

4.1 Introduction 

The task of identifying people who drink alcohol beverages using blog data is similar to 

the authorship attribution (AA) task. AA is usually framed as a single-label multiclass 

classification task, with as many classes as candidate authors. In the experiments, I frame the 

AA problem as a binary classification task. I treat the drinking population as a single author and 

label this composite figure the drinking class. All members outside of the drinking class are 

labeled as non-drinking. The classification task will help verify that members of the drinking 

class share a common profile that is reflected in their overlapping word choices. In the 

experiments, the profiles for the drinking class are the feature vectors extracted using the 

methods described in Chapter 3.2.  

I framed the AA problem as an open AA task. In a closed AA task, the objective is to 

assign an anonymous document to a known group of candidate authors. The anonymous 

document is drawn from the training set which consists of a collection of documents belonging 

to the same group of candidate authors. In other words, the candidate author is also assumed 

to be in the training set. In the open class AA task, an anonymous test document might belong 

to an author not included in the list of known candidate authors. I consider the closed-class to 

be relatively easier than open class as the open-class problem does not assume that the 

unknown instance is drawn from the classes present in the training set (Solorio et al., 2012). 

The task of identifying whether a blog writer consumes alcohol beverages can be framed as an 

open AA task because the goal is to match an unseen blog post to just one author—the 
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composite character called the drinking class. The classifier has to consider the case that the 

unseen blog post may not belong to the drinking class. In other words, I cannot assume that the 

set of candidate authors in the dataset, which consists of just one composite character called 

the drinking class, wrote the blog post under review for the AA task. Allowance must be made 

for an unknown category to place blog posts that are not similar to the feature vector of the 

drinking class.  I define this unknown category as the non-drinking class. Since my research 

focuses on identifying data patterns of blog posts written by the drinking class, I do not claim 

any knowledge of the non-drinking class except that their blog posts do not have similar 

characteristics of the drinking class as represented by a feature vector.   

 Unlike the usual AA task which undertakes to model the authors’ writing style 

(Stamatatos, 2009), the goal of our profiling task is to model what Burke (1966) calls “symbolic 

actions” (pp. 14, 15 ) of the drinking population. The concept of symbolic actions purports that 

words are symbols of human action. For example, the word ‘drink’ in the context of consuming 

a beverage describes the action of bringing a drinking vessel (cup, bottle, can, etc.) to our 

mouths and swallowing the vessel’s content through our mouths into our stomachs. One can be 

very precise about the minute details of drinking but I am satisfied in this thesis to accept that 

the act of drinking involves the consumption of some liquid into our body.  The word ‘drink’ 

also encompasses many related actions required to complete the action of drinking. Hence, I 

use techniques learnt from the AA tasks to build a profile of word symbols to represent human 

actions associated with the drinking of alcohol beverages. I employed two AA approaches to 

put the profiles’ discriminatory power to test. These two approaches are the profile-based 

authorship attribution (PBAA) and support vector machines (SVM). 
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I trained both approaches using the feature vectors and datasets mentioned in Chapter 

3, and tested both AA models using a test dataset consisting of 1132 new blog posts—105 are 

manually marked as drinking and 1027 are manually marked as non-drinking. These new blog 

posts are gathered using the methods described in chapter 2. I encountered a disproportionate 

distribution of drinking and non-drinking blogs during the gathering of the test data set; that is, 

a larger volume of non-drinking blog posts than drinking blog posts were found during the 

search for blogs to be included in the test set. I selected an unbalanced dataset for the test 

collection as an arbitrary approximation of the unbalanced distribution of drinking versus non-

drinking blog posts encountered in the real world. The test dataset allows me to verify the 

performance of the feature vectors used by the PBAA and SVM methods to identify drinking 

and non-drinking classes in an open AA task.  

 

4.2 Profile-Based Authorship Attribution 

Profile-based authorship attribution (PBAA) is a popular formulation of the AA problem 

(Escalante et al., 2011). Under this approach the data from the training documents from each 

author is used to build author profiles.  Such profiles usually take the form of a vector 

representing the collection of training data. A similarity measure is used to associate an unseen 

document with the author whose profile is most similar to the document. A commonly used 

PBAA method called common n-grams (CNG) uses a profile that consists of the top−N more 

frequent words used by the authors in their sample documents (Escalante et al., 2011). The 

top-N frequent word counts are normalized, and the profile is used to identify overlapping 

terms in a test document. CNG, introduced by Keselj et al. (2003) is perhaps the most used 
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PBAA method (Joula, 2006; Keselj et al., 2003; Koppel et al., 2009; Layton et al., 2010; 

Stamatatos, 2009).  

A cosine similarity calculation serves as the similarity measure between the extracted 

feature vectors and blog post vectors from the training and test data. I chose a cosine similarity 

distance measure because it can compare vectors of different lengths. However, I didn’t have 

the opportunity to compare vectors of different lengths in this thesis. Instead, I used a vector 

format that consists of terms found only on the feature vector to represent each blog post.  I 

found this necessary to accommodate the .arff data format used by Weka 3.6.8 to train a 

Support Vector Machine classifier.  

The formula for the cosine similarity is: 

Cosine_Sim(A , B) =   

where A is the feature vector extracted from the alcohol-related blog content, and B is 

the vector extracted from the blog post under comparison. Ai and Bi are weights of 

corresponding terms in vectors A and B.  

A threshold will be selected to serve as a class boundary between drinking and non-drinking 

classes.  

I selected a threshold that yields the best results from the training data. Then I test 

threshold of the PBAA approach on the new-blogs dataset mentioned in the introduction of this 

chapter. During the training phase, I extracted a feature vector representing only the drinking 

class. Therefore I don’t have a feature vector representing the non-drinking class from which to 

calculate a blog post vector’s similarity. I avoided extracting a feature vector for the non-
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drinking class because I believe that the training data does not contain sufficient information to 

create a profile for the non-drinking class. Unlike the drinking class where members engage in a 

very specific activity of consuming alcohol beverages, non-drinking class members are engaged 

in activities that are too diverse to be represented in a feature vector extracted from the 

limited non-drinking blog posts in the training dataset. Therefore, the PBAA task is an open AA 

task where I attempt to classify a blog post as either belonging to the drinking class or not 

(which means it is considered belonging to some non-drinking class). 

 

4.3 Support Vector Machine 

I use a support vector machine (SVM) to conduct a classifier-based approach to the AA 

task. Since the feature vector in this experiment has the potential to grow in the number of 

terms it holds, I believe a SVM classifier will work well with high-dimensional data and avoid the 

curse of dimensionality problem (Burges, 1998).  

The idea is to identify the optimal parameters for a classification function that will 

produce a boundary defined by two sets of vectors—one has data points that reside on the 

hyperplane boundary that define drinking class members. The other vector has data points that 

reside on the hyperplane boundary that define the non-drinking class members. The 

parameters for the classification function are 1) a bias value called b and 2) weights called αi, 

where i is an integer that indexes a vector term. The SVM algorithm finds a set of non-zero αi 

weights and a bias value to produce the largest boundary between these two sets of vectors 

with the best classification results. The vectors that lie on the separation boundaries are called 

support vectors. Unlike the cosine similarity measure which relies on a single threshold value to 
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separate the two classes, the SVM has a boundary margin that provides a better generalization 

model to the classification problem which helps mitigate the risk of over-fitting.    

The version of SVM used in this project is Platt's (1998) sequential minimal optimization 

(SMO) algorithm. This self-learning SVM version is implemented in the data mining software 

Weka 3.6.8. I set Platt’s SMO algorithm to use the linear kernel function with a hard-margin, 

and then let the algorithm find the optimal parameters that produce the maximal boundary on 

the hyperplane that separates the drinking and non-drinking data points. The output from the 

SVM is a set of non-zero weights for terms in the feature vector that are found in the support 

vectors and a bias value called b. I exported the weights and bias from the SVM training phase 

and used the weights in an open AA task described in section 4.1.  

 

4.4 Summary of Classification Methods 

In this chapter, I explained the methods borrowed from the Authorship Attribution tasks 

to profile the drinking class. I described the profile-based authorship attribution (PBAA) 

approach and support vector machine (SVM) classifier method in identifying the drinking class. I 

introduced the test data and elucidated the decision to use an unbalanced dataset to testing. I 

report my findings of the performance of the feature vectors on the PBAA approach and SVM 

classifier in the next chapter. 
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CHAPTER 5  

EVALUATION OF CLASSIFICATION RESULTS 

5.1 Introduction 

The task of my profile-based authorship attribution (PBAA) approach and the support 

vector machine (SVM) classifier is to separate the blog posts in the training and test datasets 

into drinking and non-drinking classes. For evaluating how the PBAA approach, SVM classifier, 

and feature vectors perform in the classification task, I decided to use the precision, recall, and 

F-measure metrics. The precision, recall, and F-measure metrics used in this work are calculated 

as follows: 

PrecisionclassA = TPclassA / (TPclassA + FPclassA) 

RecallclassA = TPclassA / TPclassA + FPclassB 

where TP refers to true positive cases, and FP refers to false positive cases on the confusion 
matrix. 

 
F-measureclassA =  2 * ( PrecisionclassA * RecallclassA) / ( PrecisionclassA + RecallclassA ) 

PrecisionAvg = ( PrecisionclassA + PrecisionclassB ) / 2 

RecallAvg = ( RecallclassA + RecallclassB ) / 2 

F-measureAvg = ( F-measureclassA + F-measureclassB ) / 2     

The rest of this chapter describes how I trained the PBAA approach and SVM classifier to 

identify drinking and non-drinking blog posts. For each classification method, I used 4 weighting 

schemes to adjust each term in the vector representation of both the datasets and the feature 

vectors. Then I report on the results of the classification tasks using confusion matrices and the 

performance metrics mentioned above. 
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5.2 Training Phase Classification Results 

I conducted four experiments during the training phase. In all four experiments, the 

dataset consists of a set of vectors. Each vector represents a blog post. Each term in these 

vectors is normalized by the total number of words in the blog post. In the first two 

experiments, the vector representation of blog posts are terms of most frequent occurring  

words that make up 50% of the total word instances in the blog posts that are manually tagged 

as drinking. The feature vector terms are represented by the term frequency (TF) ratio 

described in chapter 3.2.  I refer to this vector representation as the 50% Dataset. In the other 

two experiments, the vector representation of blog posts are terms of most frequent occurring 

words that make up 70% of the total word instances in the blog posts that are manually tagged 

as drinking.  I refer to this vector representation as the 70% Dataset. 

In the first experiment, a PBAA approach using the cosine similarity measure is used to 

separate the 50% Dataset into drinking and non-drinking classes. In the usual formulation of a 

PBAA task, I would have assigned the test document’s vector to the class feature vector that 

has the closest similarity score. In the absence of a non-drinking class feature vector, I ranked 

the cosine similarity scores for all blog posts labeled drinking to select a threshold value to 

classify the blog posts. After experimenting with various thresholds, I set the threshold for the 

cosine similarity results to classify a score above 0.042 as drinking while a score of 0.042 and 

below as non-drinking.  

In the second experiment, the PBAA approach with the same threshold is used to 

separate the 70% Dataset into drinking and non-drinking classes. The results from the PBAA 

approach for both datasets are similar, as shown by Table 1.  
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Table 1 

Confusion matrix for PBAA approach to classifying drinking and non-drinking blog posts using 
both the 50% and 70% dataset. 
 

 

 
Drinking Non-drinking  

331 135 Drinking 

52 432 Non-drinking 

 

In the third experiment, I trained the SVM classifier on the 50% Dataset. The SVM 

algorithm used a linear kernel with a hard-margin and a 10-fold cross validation to verify its 

results.  Table 2 shows the confusion matrix for the SVM classifier trained on the 50% Dataset. 

Table 2 

Confusion matrix for SVM classifier separating the 50% dataset into drinking and non-drinking 
classes. 
 

 
 

Drinking Non-drinking  

351 115 Drinking 

16 468 Non-drinking 

 

In the fourth experiment, I trained the SVM classifier on the 70% Dataset. The SVM 

algorithm used a linear kernel with a hard-margin and a 10-fold cross validation to verify its 

results. Table 3 shows the confusion matrix for the SVM classifier trained on the 70% Dataset. 

Table 3 

Confusion matrix for SVM classifier separating the 70% dataset into drinking and non-drinking 
classes. 
 

Drinking Non-drinking  

362 104 Drinking 

26 440 Non-drinking 
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 Table 4 compares the true positive rate(TPrate), false positive (FPrate), precision, recall 

and F-measure for each class results grouped by classifiers. The TPrate and FPrate are calculated 

as follows: 

TPrate, classA = TPclassA / (TPclassA + FPclassB) 

FPrate, classA = FPclassA / (TPclassA + FPclassA) 

Table 4 

Class-specific performance metrics for PBAA and SVM classifiers – TF weighted. 

TF weighted PBAA SVM + 50% Dataset SVM + 70% Dataset 

 Drinking Non-
drinking Drinking Non-

drinking Drinking Non-
drinking 

TPrate 0.71 0.762 0.753 0.967 0.777 0.944 

FPrate 0.107 0.290 0.033 0.247 0.056 0.223 

Precision 0.86 0.89 0.956 0.803 0.933 0.809 

Recall 0.71 0.893 0.753 0.967 0.777 0.944 

F-measure 0.778 0.891 0.843 0.877 0.848 0.871 
 
Table 5 compares the averages for true positive rate (TPrate), false positive (FPrate), 

precision, recall and F-measure group by classifiers. 

Table 5 

Class-average performance metrics for PBAA and SVM classifiers – TF weighted. 

TF weighted PBAA SVM + 50% Dataset SVM + 70% Dataset 

 Average Average Average 

TPrate 0.736 0.862 0.861 

FPrate 0.199 0.142 0.139 

Precision 0.875 0.878 0.871 

Recall 0.802 0.862 0.861 

F-measure 0.835 0.86 0.86 
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The results show that the trained SVM classifier outperforms the PBAA classifier by a small 

margin in the training phase.  

In the case of the SVM, I experimented with larger vector representations of the blog 

posts using vectors that consist of most frequent occurring terms that make up between 10-

90% of the total word instances extracted from the dataset of drinking blog posts. The results 

from those experiments seem to indicate that the SVM classifier’s performance on this dataset 

reached its peak when it used the vector representation of the dataset that consists of most 

frequent occurring terms that make up 50% of the total word instances in the drinking blog 

posts. In other words, I see no benefit in increasing the size of the vector representation of the 

dataset beyond representing the dataset using the set of most frequent occurring words that 

make up 50% of total word instances in the collection blog posts that are marked as drinking. 

The results from both classifiers indicate that given a bag-of-words, I can extract a 

weighted feature vector and train a machine to detect whether a blog post contains content 

related to the human action of alcohol consumption. 

 

5.3 Classification Results—Additional Weighting Schemes 

Building on the results in chapter 5.2 above, I conducted additional experiments using 

different weighting schemes on the feature vector and the vector representation of the blog 

posts. I omitted the 70% Dataset from our additional tests because the classification test results 

in 5. 2 show that there is no significant difference in the classification outcome between the 

50% and 70% datasets. 
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Table 6 shows the confusion matrix for the PBAA approach using a feature vector that is 

IDF weighted. 

Table 6 

Confusion matrix for PBAA approach to classifying drinking and non-drinking classes. 

 
Drinking Non-drinking  

187 279 Drinking 

75 409 Non-drinking 
 

Table 7 shows the confusion matrix for the SVM classifier trained on the 50% dataset 

that is IDF weighted. 

Table 7 

Confusion matrix for SVM classifier separating the 50% dataset drinking and non-drinking blog 
posts. 
 
 
 

Drinking Non-drinking  

415 51 Drinking 

16 468 Non-drinking 
 

Table 8 shows the confusion matrix for the PBAA approach using a feature vector that is 

TF-IDF weighted. 

Table 8 

Confusion matrix for PBAA approach to classifying drinking and non-drinking blog posts. 
 
 
 

Drinking Non-drinking  

350 116 Drinking 

171 313 Non-drinking 
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Table 9 shows the confusion matrix for the SVM classifier trained on the 50% dataset 

that is TF- IDF weighted. 

Table 9 

Confusion matrix for SVM approach separating the 50% dataset into drinking and non-drinking 
classes. 
 
 
 

Drinking Non-drinking  

420 46 Drinking 

19 465 Non-drinking 
 

 Table 10 shows the confusion matrix for the PBAA approach using a feature vector that 

is TF-IDF Mod weighted. 

Table 10 

Confusion matrix for PBAA approach to classifying drinking and non-drinking blog posts. 
 

Drinking Non-drinking  

372 94 Drinking 

21 463 Non-drinking 
 

 Table 11 shows the confusion matrix for the SVM classifier working on the 50% dataset 

that is TF- IDF Mod weighted. 

Table 11 

Confusion matrix for SVM approach separating the 50% dataset into drinking and non-drinking 
classes. 
 
 
 

Drinking Non-drinking  

415 51 Drinking 

15 469 Non-drinking 
 

Table 12 compares the true positive rate(TPrate), false positive (FPrate), precision, recall 
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and F-measure for each class results grouped by classifier working on IDF-weighted features. 

The TP and FP rates are calculated as follows: 

TPrate, classA = TPclassA / (TPclassA + FPclassB) 
 

FPrate, classA = FPclassA / (TPclassA + FPclassA) 

Table 12 

Class-specific performance metrics for PBAA and SVM classifiers. 
 

IDF Weighted PBAA SVM + 50% Dataset 

 Drinking Non-drinking Drinking Non-drinking 

TPrate 0.401 0.845 0.891 0.967 

FPrate 0.155 0.599 0.033 0.109 

Precision 0.714 0.594 0.963 0.902 

Recall 0.401 0.845 0.891 0.967 

F-measure 0.514 0.698 0.925 0.933 
 

 Table 13 compares the averages for true positive rate (TPrate), false positive rate (FPrate), 

precision, recall and F-measure group by classifier working on IDF-weighted dataset and feature 

vector. 

Table 13 

Class-average performance metrics for PBAA and SVM classifiers. 
 

IDF Weighted PBAA SVM + 50% Dataset 

 Average Average 

TPrate 0.623 0.929 

FPrate 0.377 0.072 

Precision 0.654 0.932 

Recall 0.623 0.929 

F-measure 0.606 0.929 
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 Table 14 compares the true positive rate(TPrate), false positive rate(FPrate), precision, 

recall and F-measure for each class results grouped by classifier working on TF-IDF-weighted 

dataset and feature vector. 

Table 14 

Class-specific performance metrics for PBAA and SVM classifiers. 
 

TF-IDF Weighted PBAA SVM + 50% Dataset 

 Drinking Non-drinking Drinking Non-drinking 

TPrate 0.751 0.647 0.901 0.961 

FPrate 0.353 0.249 0.039 0.099 

Precision 0.672 0.730 0.957 0.91 

Recall 0.751 0.647 0.901 0.961 

F-measure 0.709 0.686 0.928 0.935 
 
 

Table 15 compares the averages for true positive rate(TPrate), false positive rate(FPrate), 

precision, recall and F-measure group by classifier working on TF-IDF-weighted dataset and 

feature vector. 

Table 15 

Class-average performance metrics for PBAA and SVM classifiers. 
 

TF-IDF Weighted PBAA SVM + 50% Dataset 

 Average Average 

TPrate 0.699 0.931 

FPrate 0.301 0.069 

Precision 0.701 0.934 

Recall 0.699 0.931 

F-measure 0.698 0.932 
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Table 16 compares the true positive rate (TPrate), false positive rate (FPrate), precision, 

recall and F-measure for each class results grouped by classifier working on a TF-IDF Mod-

weighted dataset and feature vector. 

Table 16 

Class-specific performance metrics for PBAA and SVM classifiers. 
 
TF-IDF Mod Weighted PBAA SVM + 50% Dataset 

 Drinking Non-drinking Drinking Non-drinking 

TPrate 0.798 0.957 0.891 0.969 

FPrate 0.043 0.202 0.031 0.109 

Precision 0.947 0.831 0.965 0.902 

Recall 0.798 0.957 0.891 0.969 

F-measure 0.866 0.890 0.926 0.934 
 

Table 17 compares the averages for true positive rate (TPrate), false positive rate (FPrate), 

precision, recall and F-measure group by classifier working on a TF-IDF Mod-weighted dataset 

and feature vector. 

Table 17 

Class-average performance metrics for PBAA and SVM classifiers. 

TF-IDF Mod weighted PBAA SVM + 50% Dataset 

 Average Average 

TPrate 0.878 0.930 

FPrate 0.123 0.007 

Precision 0.889 0.934 

Recall 0.878 0.930 

F-measure 0.878 0.930 
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The results from the PBAA approach show that PBAA performs better with a TF-IDF Mod-

weighted feature vector than the term frequency (TF), IDF, and TF-IDF weighted feature 

vectors. But the SVM classifier shows a close gap in the results that use the TF-IDF and TF-IDF 

Mod weighted vector representations of the dataset. 

The results seem to suggest that the feature vector used in the PBAA approach contain 

common occurring words that do not separate drinking content from non-drinking content 

effectively. The current set of words in the feature vector is selected based on word frequency 

normalized by the total number of words in the training dataset. In other words, the terms are 

included in the feature vector simply because they are words in the top 50th percentile of the 

term frequency calculations. The weighting schemes are applied to adjust the weights of each 

term in the feature vector afterwards. 

I believe that the weighting schemes should be used in the selection of the terms in the 

feature vector, not after the fact as an adjustment to the feature vector’s terms. This will allow 

the weighting scheme to re-rank the words after the initial term frequency calculations have 

occurred. Thus the weighting schemes will have a greater impact in the final selection of words 

that make up the feature vector. 

I also observed that the SVM classifier outperformed the PBAA approach by a significant 

margin. This may be indicative that the PBAA’s score threshold is over-fitted to the training 

data. The inclusion of new blog data should help verify this assumption.   

 

5.4 Classification Results on Test Data 

To verify that the classifiers are not over-fitted to the training data, I downloaded 105 
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new drinking blog posts and 947 new non-drinking blog posts. As explained in chapter 3, I 

selected an unbalanced test dataset as an arbitrary distribution of the drinking vs non-drinking 

blog posts in the real world. I represented each blog post in the test data as a vector made up 

of terms that make up the top 50th percentile of word instances in the training dataset’s 

drinking blog posts. I experimented with the TF, IDF, TF-IDF, TF-IDF Mod-weighting schemes on 

the vector representations of the test data. These sets of new vectors became my test dataset. 

Then I ran the PBAA approach on the test data using the TF, IDF, TF-IDF and TF-IDF Mod 

weighted feature vectors and cosine similarity threshold used in the training phase. For the 

SVM, I used the classifier models trained on the TF, IDF, TF-IDF and TF-IDF Mod weighted vector 

representations of the 50% dataset from the training data to classify the test data.  Table 18 

shows the confusion matrix for the PBAA approach using a feature vector that is TF weighted 

on the test data. 

Table 18 

Confusion matrix for PBAA approach to classifying drinking and non-drinking blog posts. 
 

 
 

Drinking Non-drinking  

54 51 Drinking 

67 880 Non-drinking 
 

Table 19 shows the confusion matrix for the PBAA classifier using a feature vector that is 

IDF weighted on the test data. 
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Table 19 

Confusion matrix for PBAA approach to classifying drinking and non-drinking blog posts. 
 

 
 

Drinking Non-drinking  

14 91 Drinking 

137 810 Non-drinking 
 

 Table 20 shows the confusion matrix for the PBAA approach using a feature vector that 

is TF-IDF weighted. 

Table 20 

Confusion matrix for PBAA approach to classifying drinking and non-drinking blog posts. 
 
 
 

Drinking Non-drinking  

58 47 Drinking 

355 592 Non-drinking 
 

 Table 21 shows the confusion matrix for the PBAA approach using a feature vector that 

is TF-IDF Mod weighted. 

Table 21 

Confusion matrix for PBAA approach to classifying drinking and non-drinking blog posts. 
 
 
 

Drinking Non-drinking  

65 40 Drinking 

17 930 Non-drinking 
 

 Table 22 shows the classification results of the PBAA approach grouped according to 

weighting schemes. 
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Table 22 

Class-average performance metrics for PBAA approach on new blog data. 
 

PBAA TF  IDF  TF-IDF  TF-IDF Mod 

 Average Average Average Average 

TPrate 0.722 0.494 0.589 0.801 

FPrate 0.278 0.506 0.411 0.199 

Precision 0.696 0.496 0.533 0.876 

Recall 0.722 0.494 0.589 0.800 

F-measure 0.708 0.493 0.485 0.790 
 

The performance of the PBAA approach on the test data is poorer than its performance on the 

training data. I used the same PBAA score threshold of 0.042 as in the training data to classify 

the new blog posts.  

The imbalance between the number of new drinking and non-drinking blog posts may 

have contributed to its poor performance. However, the PBAA approach used the same feature 

vectors and similarity score threshold as in the training phase to classify the test data. The PBAA 

approach failure to maintain its performance in the test data indicates that over fitting to the 

training data may have occurred.  

Table 23 shows the confusion matrix for the SVM classifier used on the 50% dataset that 

is TF weighted.  
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Table 23 

Confusion matrix for SVM approach using the 50% feature vector to classify drinking and non-
drinking blog posts. 

 
 
 

Drinking Non-drinking  

76 29 Drinking 

51 976 Non-drinking 
 

Table 24 shows the confusion matrix for the SVM classifier working on the 50% dataset 

that is IDF weighted. 

Table 24 

Confusion matrix for the SVM classifier using the 50% dataset to classify drinking and non-
drinking blog posts. 

 
 
 

Drinking Non-drinking  

76 29 Drinking 

51 976 Non-drinking 
 

 Table 25 shows the confusion matrix for the SVM classifier working on the 50% dataset 

that is TF-IDF weighted. 

Table 25 

Confusion matrix for SVM approach using the 50% dataset to classify drinking and non-drinking 
blog posts. 
 
 
 

Drinking Non-drinking  

76 29 Drinking 

51 976 Non-drinking 
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 Table 26 shows the confusion matrix for the SVM classifier used on the 50% dataset that 

is TF-IDF Mod weighted. 

Table 26 

Confusion matrix for SVM classifier separating the 50% dataset that is TF-IDF Mod weighted 
into drinking and non-drinking classes. 
 
 
 

Drinking Non-drinking  

76 29 Drinking 

51 976 Non-drinking 
 
 Table 27 shows the classification results of the SVM classifier grouped according to 

weighting schemes. 

Table 27 

Class-average performance metrics for SVM classifier on test data. 
 

SVM + 50% dataset   TF  IDF  TF-IDF  TF-IDF Mod 

 Average Average Average Average 

TPrate 0.929 0.929 0.929 0.929 

FPrate 0.255 0.255 0.255 0.255 

Precision 0.937 0.937 0.937 0.937 

Recall 0.929 0.929 0.929 0.929 

F-measure 0.932 0.932 0.932 0.932 
 

The SVM classifier models trained on the various weighted vector representations of the 

training data displayed a consistent level of classification performance on the test data. I 

observed that the TP rate for the drinking class is 0.724, with a FP of 0.05 and a recall of 0.724. 

The objective of the classification task is to identify true positive cases of the drinking class. The 

SVM classifier that I have trained produces a success rate of identifying drinking cases that is 
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much better than random chance, with very low false positives. Using the SVM classifier to 

identify drinking blog posts, I will be able to gather a sizable collection of blog posts that will 

allow me to mine for meaningful data patterns from these blog posts. 

  

46 



CHAPTER 6  

DATA PATTERN RECOGNITION 

6.1 Introduction 

 Wertsch in his book Mind as Action (1998) articulates the idea of language as a toolset 

for mediated action.  Mediated action is defined as social action taken with or through a 

mediational means (cultural tool). He argues that humans, the users of language (a cultural 

tool), appropriate the tool for their own purposes (rather than conforming to a fixed use of the 

language). According to Wertsch, in order to understand human actions, we have to 

understand (i) how we use language and (ii) the context which gives the language its meaning. 

My investigation to detect data patterns in drinking blog posts may be framed as a task to 

model (i) how the drinking class use language.  This use of language is what Wertsch calls an 

“appropriation.” The act of appropriating language as a tool in itself has little meaning unless 

(ii) the context which gives the language its meaning can be identified. In order words, knowing 

that a person is talking about drinking alcohol beverages by itself does not give us any insight 

into the act of drinking until we identify the context in which the topic of drinking alcohol 

beverages is discussed. The tools discussed in this chapter attempts to provide a means to 

achieve both objectives (i) and (ii).   

How does the drinking class appropriate the English language to articulate the act of 

drinking? In this thesis, I frame the task of figuring out the methods of appropriation as a 

content analysis task. Using the content of the blog posts, I employ basic pattern recognition 

tools such as unigram, bigram and two-word collocated terms in an attempt to find meaningful 

data patterns that quantifies word usage. The Linguistics and Word Count (LIWC) dictionary is 
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also used to identify linguistics and psychological categories that are strongly correlated with 

the drinking class. I frame the task of identifying the context in which drinking alcohol 

beverages is discussed as a triangulation of research outcomes from medical journals to explain 

correlations between the LIWC categories and the drinking class. Details about the methods in 

extracting LIWC categories are found in chapter 3. The sections below describe my 

methodology and results from using the above-mentioned tools to detect and corroborate data 

patterns in drinking blog posts.  

 

6.2 Using Unigrams, Bigrams and Two-word Collocations 

  The unigrams, bigrams and two-word collocations extracted from the set of drinking 

blogs were counted and analyzed for data patterns. These drinking blogs have been verified as 

having alcohol-related content by means of human annotators. 

These are the top 20 unigrams based on word count from stemmed words extracted 

from the drinking blogs: 

• Beer – 2590 instances 

• Brew – 878 instances 

• Ale – 683 instances 

• Hop – 593 instances 

• Like –  589 instances 

• Out  – 584 instances 

• More –  549 instances 

• Up –  522 instances 
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• About – 456 instances 

• Breweri –  448 instances 

• Ipa –  429 instances 

• Get –  424 instances 

• Tast –  422 instances 

• Flavor – 422 instances 

• Just – 415 instances 

• Time – 407 instances 

• Year – 353 instances 

• Bottl – 351 instances 

• Malt – 346 instances 

• Drink – 346 instances 

The results from the unigram counts seems to suggest that beer is a very popular 

alcohol beverage and that the Indian Pale Ale (ipa) style which belongs to the family of ale, 

which in turn is a kind of beer is getting a lot of attention from alcohol consumers. 

In order to identify two-word collocations, the chi-squared and mutual information was 

applied on raw text extracted from the posts of the drinking blogs. I used the top 100 two-word 

collocations returned by each of the two information theoretic measures to pick out 

collocations that are familiar, namely names of alcohol beverages and breweries. The table 

below displays a sample of the alcohol beverage names and breweries found using the two 

information theoretic measures.  
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Table 28 

Sample two-word collocations ranked according to Chi-Squared and Mutual Information 
measures. 

 
Two-word Collocations  Description Chi-Squared Rank Mutual Information Rank 

sierra,Nevada Brewery 7 2216 

ode,mercy Beer Not found 13 

foggy,noggin Brewery Not found 14 

dos,equis Brewery Not Found 15 

anheuserbusch,inbev Brewery Not Found 19 

diamond,knot Brewery 13 70 

hopworks,urban Brewery 14 941 

angry,orchard Brewery 15 478 

cabernet,sauvignon Wine 43 38 

pliny,elder Beer 46 356 
 
The results from the collocation search seems to suggest that beverage companies can 

use blog posts of alcohol consumers to measure the amount of attention their product is 

getting in the market. Such conclusions are speculative at best; therefore, I turn to a tool that 

have been successfully used to profile the social action of lying—the LIWC dictionary. LIWC 

categories have been used to profile deceptive communication in previous works with 

successful results. Though the act of deception is different from the act of drinking alcohol 

beverages, both are actions that can be represented by ‘word symbols’; the LIWC dictionary will 

be useful in placing these into linguistics and psychological categories. The distribution of LIWC 

categories among the drinking class members helped reveal correlations to other activities of 

the class members. I relied on articles from medical journals to corroborate the correlations 

between the drinking class and the inferred activities.     
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6.3 Using Linguistics Inquiry and Word Count (LIWC) 

Chapter 3 describes how I employ the LIWC dictionary to identify words used by the 

drinking and non-drinking class that fall under the dictionary’s various categories. After 

removing LIWC categories that have less than 0.2% usage in the training data, I am left with 57 

LIWC categories. For each blog post, I counted the occurrence of words that fall under each of 

the 57 LIWC categories and converted these word counts to Z Scores. That means each blog 

post in the training dataset is represented by a vector that consists of terms that are Z Scores of 

the LIWC categories.  

Out of curiosity, I used the LIWC - Z Scores vector representation of the training dataset 

to classify each blog post as either drinking or non-drinking in a Support Vector Machine (SVM). 

The SVM uses a hard-margin linear kernel, 10-fold cross validation to calculate its results. The 

precision, recall and F-measure scores of the classification task on training data using the LIWC- 

Z Scores vectors as compared to the TFIDF-weighted vectors are displayed in Table 29. 

Table 29 

SVM performance metrics for TFIDF-weighted vectors and LIWC – Z Scores vectors representing 
blog posts in the training data. 

 
 TFIDF-weighted LIWC – Z Scores 

 Drinking non-drinking Drinking non-drinking 

TPrate 0.891 0.969 0.839 0.903 

FPrate 0.031 0.109 0.097 0.161 

Precision 0.957 0.910 0.891 0.857 

Recall 0.901 0.961 0.839 0.903 

F-measure 0.928 0.935 0.864 0.879 

Note. The SVM classifier is trained on a 10-fold cross validation method. 
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Table 30 

Confusion matrix for SVM classifying LIWC – Z Scores vectors representing the blog posts in the 
training data. 
 
 
 

Drinking non-drinking  

392 75 Drinking 

48 448 non-drinking 
 

Table 31 

Confusion matrix for SVM classifying TFIDF-weighted vectors representing the blog posts in the 
training data. 
 

Drinking non-drinking  

420 46 Drinking 

19 465 non-drinking 
 

I found the performance of the SVM on the LIWC – Z Score vectors lagging that of the TFIDF-

weighted vectors. I observed that in the LIWC dictionary, a word may be found across multiple 

categories. For example, the word ‘Drink’ is found in four LIWC categories, the word ‘drunk’ is 

found in three LIWC categories. These categories reflect a word’s usage across various 

linguistics and psychological context. While such categorization will be useful in detecting the 

linguistics and psychological profiles of such word usage, I believe it reduces the discriminatory 

power of the LIWC categories feature vector in identifying the drinking and non-drinking classes 

in a classification task. 

For the purpose of analyzing the distribution of LIWC categories within the drinking 

class, histograms were used to chart the distribution of Z Scores for each LIWC feature within 

each class. I focus the analysis of Z Scores distribution within the drinking class to identify 
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discernible linguistics features used by the collective ‘Drinker.’ A normal distribution of Z Scores 

for a LIWC feature indicates a lack of significance in the feature’s correlation to the drinking 

class.  

A skewed distribution of Z Scores may indicate that the feature has a strong correlation 

to the drinking class. Most LIWC categories’ Z Scores distributions within the drinking class are 

positively skewed. However, most of the Z Scores distributions of such LIWC categories fall 

within the range of 0 to less than -1. This indicates a low correlation of the LIWC category to the 

drinking class.  

In contrast, the results show that the drinking class uses more words in the LIWC 

category ‘EATING.’ An examination of the words categorized under the LIWC category of 

‘EATING’ shows that words such as ‘alcohol,’ ‘beer,’ ‘drank,’ ‘drink,’ ‘drinking,’ ‘drinks,’ and 

‘drunk’ are included in the category. This may account for the higher Z Scores in the ‘EATING’ 

category for the drinking class.  

 

Figure 1. Z-Score distribution for the ‘EATING’ LIWC category in the drinking class. 
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Based on these results, can it be inferred that the drinking class tends to engage in 

calorie intake in the form of partaking solid food while they are drinking alcoholic beverages? 

To find answers to this question, I turn to published clinical studies on alcohol consumption and 

calorie intake.  

Caton et al. (2004) performed tests on 12 males where varying amounts of alcohol were 

given to the test subjects, followed by servings of various food types as requested by the 

subjects. Calorie intakes were measured and subjects were surveyed on their perceived 

appetite levels before and after consuming alcohol. The study’s conclusion “suggests that the 

effect of alcohol on food intake operates by increasing appetite and delaying the development 

of satiety” (p. 57).  

 Yeomans (2010) conducted a clinical study where alcohol of various quantities was given 

to 40 females. Some of the test subjects were given non-alcoholic beverages, while others were 

given alcoholic beverages. Some of those who were told that they were given alcoholic 

beverages received non-alcoholic versions of those beverages without their knowledge. Data 

from the study indicates that those who consumed modest amounts of alcohol and those who 

thought they consumed alcohol had a higher intake of food. The study concludes that “present 

data clearly confirm the ability of small quantities of alcohol to increase short-term appetite 

and food intake in humans, and suggests that this arises from a pharmacological action of 

alcohol in combination with expectations of alcohol effects arising from alcohol-related cues” 

(p. 573) In other words, the study suggests that the female test subjects tend to take in more 

food after they consume a modest amount of alcohol.  
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Chapman et al. (2012) surveyed PubMed journal articles published before February 

2012 to identify lifestyle patterns that contribute to the obesity problem in Western society. 

The study concludes that “taken together, the results of this meta-analysis show that 

prominent Western lifestyle factors, such as sleep deprivation, alcohol consumption (italics 

mine), and television watching, promote increases in acute caloric consumption” (p. 496)  

Clinical studies by Caton et al. (2004) and  Yeomans (2010), as well as the meta-analysis 

of journal articles by Chapman et al. (2012), link the consumption of alcohol with increased 

consumption of food. These findings lend weight to the correlation between the LIWC category 

‘EATING’ and the drinking class, which means people who drink alcohol beverages tend to be 

eating at the same time because modest amounts of alcohol stimulate the appetites of those 

who drink.  

The results also show that the drinking class uses more words in the LIWC category 

‘PHYSICAL.’ This dimension contains words that relates to physical activities. An examination of 

the words categorized under the LIWC category of ‘PHYSICAL’ shows that words such as 

‘alcohol,’ ‘beer,’ ‘drank,’ ‘drink,’ ‘drinking,’ ‘drinks,’ and ‘drunk’ are included in the dimension. 

This may account for the higher Z Scores in the ‘PHYSICAL’ category for the drinking class. 
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Figure 2. Z-Score distribution for the ‘PHYSICAL’ LIWC category in the drinking class. 
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To answer this question, I turn to clinical studies linking alcohol consumption and physical 

activity.  

 French et al. (2009) investigates the relationship between alcohol consumption and 

physical activity “to determine whether the typical number of minutes of physical activity 

(moderate and vigorous) in a usual week is significantly related to (1) any alcohol consumption; 

(2) total quantity/frequency of drinking; (3) drinking types (i.e., abstainer, light, moderate, and 

heavy), and (4) binge drinking” (p. 2). Their data consists of a sample of adults representative of 

the U.S. population (N = 230,856) from the 2005 Behavioral Risk Factor Surveillance System. 

Their results show that for women, current drinkers exercise 7.2 more minutes per week than 

abstainers. Ten extra drinks per month are associated with 2.2 extra minutes per week of 

physical activity. When compared with current abstainers, light, moderate, and heavy drinkers 
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month are associated with a 2.0 percentage point increase in the probability of engaging in 

vigorous physical activity. Light, moderate, and heavy drinking are associated with 9.0, 14.3, 

and 13.7 percentage point increases in the probability of exercising vigorously. The estimation 

results for men are similar to those for women. They conclude that their results strongly 

suggest that alcohol consumption and physical activity are positively correlated. The association 

persists at heavy drinking levels.  

   French et al. (2009) explains “that for some individuals, heavy drinking is part of a 

sensation-seeking lifestyle” (p. 8). The paper reports that heavy drinkers were found to score 

high on sensation-seeking measures such as the Minnesota Multiphasic Personality Inventory 

(Hathaway & McKinley, 1951) or Zuckerman’s Sensation Seeking Scale (Zuckerman, 

1979). Choosing to engage in certain high-risk physical activities such as skiing, mountaineering, 

kayaking, or deep sea diving are quite possible for risk-loving individuals that are predisposed to 

choose such sensation-seeking behaviors as part of a risk-taking lifestyle. The paper also reports 

“a positive correlation between physical activity and alcohol consumption could also be the 

result of people socializing and drinking after participating in organized group sports” (p. 8). 

Since heavy drinking leads to the gain of extra calories, heavy drinkers may engage in frequent 

physical exercise to compensate for the extra calories gained or to counter-balance the 

negative health effects of drinking. This may help explain why several epidemiological studies 

(Williamson et al., 1987; Gruchow et al., 1985; Fisher & Gordon, 1985) recognize that calories 

from alcohol are added to the energy intake from other foods rather than substituted, but they 

find no evidence of a positive correlation between alcohol intake and body weight. It is 

57 



plausible that an active physical lifestyle helps offset the extra calories gained through alcohol 

intake. 

Piazza-Gardner & Barry (2012) surveyed current scientific literature examining the 

association between alcohol consumption (AC) and levels of physical activity (PA). The results of 

their findings show that alcohol consumers of all ages were more physically active than non-

drinking peers. Further, several studies suggest a dose-response relationship between AC and 

PA, indicating that as drinking increases, so does PA level. The peer-reviewed studies support a 

positive association between AC and PA across all ages. Such findings were contrary to the 

hypothesis of the investigators. Their study concludes that future research should place specific 

emphasis on identifying why alcohol consumers exercise at higher levels than non–alcohol 

consumers.  

Clinical studies by French et al. (2009) and Piazza-Gardner & Barry (2012) link the 

consumption of alcohol with increased physical activity. These findings lend weight to the 

correlation between the LIWC dimension ‘PHYSICAL’ and the drinking class, which means 

people who drink alcohol tend to be more physically active. 

How do the content and writing style of people who drink alcohol beverages stand out 

from non-drinkers? Using the LIWC2007 dictionary, I have shown that blog authors who drink 

tend to use more words that are associated with EATING and PHYSICAL activities over non-

drinkers.  

Using unigrams, bigrams, two-word collocations, and LIWC categories, I demonstrate 

that it is possible to measure quantitatively how the drinking class uses language.  Using 

research from medical journals, I establish that the correlations between the LIWC categories 
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can be corroborated and the context which alcohol intake occurs can be identified. First, people 

who drink alcohol tend to be consuming food at the same time. Second, people who drink 

alcohol tend to be physically active.  

These findings have significant implications in commercial and health care applications. 

Advertisers can investigate cross-sell opportunities for food items and alcohol beverage 

products to the drinking population. Health care professionals can plan intervention strategies 

to curb alcohol abuse among those that belong to the highly active demographic population. 

On a broader scale, I not only demonstrate the viability of using blog data as a research data 

source, but also provide a framework and tools to analyze blog data where Wertsch’s (1998) 

concepts of mediated action may be employed to understand human actions by (i) quantifying 

how they use a language and (ii) identifying the context which gives the language its meaning. 
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CHAPTER 7  

CONCLUSION AND FUTURE WORK 

To my knowledge, little work has been done in using natural language processing 

techniques to identify drinking behavior and mine for data patterns in blog data. In this 

research project, I propose a framework that borrows tools from Authorship Attribution 

problems and sociocultural anthropology concepts to study the habits of blog writers who 

consume alcohol beverages.  

I have demonstrated that a bag-of-words representation of drinking blogs works well in 

an automatic classification task of tagging the blog posts as either drinking or non-drinking.  The 

experiments show that both the profile-based authorship attribution approach and support 

vector machine classifier perform the best when the bag-of-words representation are weighted 

with the TFIDF scheme.  

I have shown that the Linguistics Inquiry and Word Count (LIWC) dictionary is a viable 

resource for identifying positive correlations between the drinking class and other activities, 

namely eating and physical activities. Using research published in medical journals, I 

corroborate the positive correlations observed between alcohol intake, food intake, and 

physical activity. Additional insights have been obtained from the medical journals that explain 

that those who drink tend to eat more because alcohol intake in moderate quantities stimulate 

appetite, and similarly, that those who drink more engage in higher levels of physical activity 

partly because a subset of heavy drinkers are in pursuit of a sensation-seeking thrill, while other 

heavy drinkers are trying to work off the extra calories gained from alcohol intake or are 

seeking to mitigate the health risks associated with heavy drinking.  

60 



I have also used Wertsch’s (1998) concept of mediated action and borrowed Burke’s 

(1966) concept of words as symbols of actions to frame the task of modeling drinking behavior 

through text analysis on blog data. In essence, I employ the above concepts to answer the 

question, ‘What can we learn about the act of drinking alcohol beverages from the text of blog 

writers who write about their drinking activity?’ According to the concept of mediated action, 

this question can be answered when we know 1) how the drinking class uses the English 

language as a cultural tool to express the action of drinking, and 2) understand the context that 

gives the cultural tool its meaning. 

In order to fulfill objective 1), I explain that the Authorship Attribution task, which can 

be accomplish by different approaches, is the first step to identifying the drinking population, 

then I followed up with a quantitative analysis of unigrams, bigrams, collocated terms and LIWC 

categories used by the drinking class to learn how the drinking class appropriate the English 

language to express their drinking actions. To satisfy objective 2), I use research from medical 

journals to validate the correlations between data patterns observed from the quantitative 

analysis of text data and gained insights into the context where the drinking actions expressed 

in blogs took place. The concept of mediated action does not limit one to the above approaches 

and tools in modeling the action of drinking alcohol beverages. Further work may experiment 

with other approaches and tools to improve the results of the classification task, provide a 

more comprehensive quantitative and qualitative analysis of the blog textual data , and delve 

deeper into medical journals or face-to-face interviews as sources to gain insights on the 

context in which drinking occurs. 
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