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A growing number of research libraries and archives around the world are embracing web 
archiving as a mechanism to collect born-digital material made available via the Web. Between 
the membership of the International Internet Preservation Consortium, which has 55 member 
institutions, and the Internet Archive’s Archive-It web archiving platform with its 529 collecting  
organizations, there are well over 584 institutions currently engaged in building collections with 
web archiving tools. The amount of data that these web archiving initiatives generate is typically 
at levels that dwarf traditional digital library collections. As an example, in a recent impromptu 
analysis, Jefferson Bailey of the Internet Archive noted that there were 1.6 Billion PDF files in the 
Global Wayback Machine. If just 1% of these PDFs are of interest for collection organizations and 
can be reused, that would result in a collection larger than the 15 million volumes in HathiTrust. 
 
While the number of web archiving institutions increases, the technologies needed to provide 
access to these large collections have not improved significantly over the years. At this time, the 
standard way of accessing web archives is with known URL lookup using tools such as the 
OpenWayback. The use of full-text search has increased in many web archives around the world, 
but often provides an experience that is challenging for users because of the vast amount of content, 
and large heterogeneous collections. Another avenue of access to web archived data that is of 
interest to web archiving institutions is the ability to extract high-quality, content-rich publications 
from the web archives in order to add them to their existing collections and repository systems. 
 
Our research is conceived to understand how well Artificial Intelligence can be employed to 
provide assistance to collection maintainers who are seeking to classify extracted PDF documents 
from their web archive into being within scope for a given collection or collection policy. By 
identifying and extracting these documents, institutions will improve their ability to provide 
meaningful access to collections of materials harvested from the Web that are complementary, but 
oftentimes more desirable than traditional web archives. Our research focus is on three generic use 
cases that have been identified for the reuse of web archives and include populating an institutional 
repository from a web archive of an university domain, the identification of state publications from 
a web archive of a state government, and the extraction of technical reports from a large federal 
agency.  
 


