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ABSTRACT 

Multiple sequence alignment analysis is a powerful approach for understanding 

phylogenetic relationships, annotating genes and detecting functional regulatory 

elements.  With a growing number of partly or fully sequenced vertebrate genomes, 

effective tools for performing multiple comparisons are required to accurately and 

efficiently assist biological discoveries.  Here we introduce Mulan 

(http://mulan.dcode.org/), a novel method and a network server for comparing multiple 

draft and finished-quality sequences to identify functional elements conserved over 

evolutionary time.  Mulan brings together several novel algorithms: the tba multi-aligner 

program for rapid identification of local sequence conservation and the multiTF program 

for detecting evolutionarily conserved transcription factor binding sites in multiple 

alignments.  In addition, Mulan supports two-way communication with the GALA 

database; alignments of multiple species dynamically generated in GALA can be viewed 

in Mulan, and conserved transcription factor binding sites identified with Mulan/multiTF 

can be integrated and overlaid with extensive genome annotation data using GALA. 

Local multiple alignments computed by Mulan ensure reliable representation of short- 

and large-scale genomic rearrangements in distant organisms.  Mulan allows for 

interactive modification of critical conservation parameters to differentially predict 

conserved regions in comparisons of both closely and distantly related species.  We 

illustrate the uses and applications of the Mulan tool through multi-species comparisons 

of the GATA3 gene locus and the identification of elements that are conserved differently 

in avians than in other genomes allowing speculation on the evolution of birds. Source 
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code for the aligners and the aligner-evaluation software can be freely downloaded from 

http://bio.cse.psu.edu/. 
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INTRODUCTION 

 A significant growth in sequencing the genomes of complex organisms, including 

the recent completion of the chicken genome opens new horizons in the field of 

comparative genomics and compels improvements on current tools and methodologies 

devoted to the identification of functional regions in multiple sequence alignments.  It has 

now been well established that blocks of evolutionary conservation identified by cross-

species comparative analysis correlate with functionally important DNA regions such as 

protein coding genes (Gilligan et al. 2002; Pennacchio et al. 2001) and transcriptional 

regulatory elements (Elnitski et al. 2001; Loots et al. 2000).  Several recent methods have 

emphasized the importance of multiple-sequence alignments (when 2 or more sequences 

are simultaneously aligned to each other) for comparative studies.  It has been shown that 

comparisons of multiple closely related sequences through the phylogenetic shadowing 

approach are capable of identifying primate specific exons and enhancers (Boffelli et al. 

2003; Ovcharenko et al. 2004a).  In parallel, evolutionary comparisons of human, 

rodents, frog and fish genomes identified more distantly related gene regulatory elements 

(Lettice et al. 2003; Nobrega et al. 2003). 

 Several available web-based tools implement multiple sequence analysis either as 

a series of pairwise alignments with a selected reference sequence (Mayor et al. 2000; 

Ovcharenko et al. 2004b; Schwartz et al. 2000) or as a full multi-sequence global or 

pseudo-global alignment (Bray et al. 2003; Brudno et al. 2003; Ovcharenko et al. 2004a; 

Schwartz et al. 2003a; Thompson et al. 1994).  Applications of these tools differ by the 

type of sequences (nucleotide or amino acid) they are capable of processing, as well as by 

the maximum length and number of allowable input sequences.  The primary drawback 
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of the presently available tools is that none are capable of generating multiple-sequence 

local alignments that would accommodate evolutionary sequence reshuffling and/or 

inversions in a subset of sequences while also allowing for dynamic selection of the 

reference genome. 

Here we report a new integrative comparative tool, Mulan that dynamically and 

rapidly generates multiple sequence local alignments (MSLA) and present several 

examples for the application of this tool to study phenotypic differences in vertebrate 

species.  Mulan alignment engine consists of several data analysis and visualization 

schemes for high-throughput identification of functional coding and noncoding elements 

conserved across large evolutionary distances.  Mulan (1) determines phylogenetic 

relationships among the input sequences and generates phylogenetic trees, (2) constructs 

graphical and textual alignments, (3) dynamically detects evolutionary conserved regions 

(ECR) in alignments, and (4) presents users with several visual display options for the 

generated conservation profiles.  This tool is also able to implement the phylogenetic 

shadowing strategy for identifying slow-mutating elements in comparisons of multiple 

closely-related species (Ovcharenko et al. 2004a).  In addition, Mulan is integrated with 

the MultiTF program that identifies evolutionarily conserved transcription factor binding 

sites (TFBS) shared by all analyzed species, allowing for the decoding of the sequence 

structure of regulatory elements that are functionally conserved among different species.  

Mulan is publicly available at http://mulan.dcode.org. 
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RESULTS 

Alignment strategy 

 Mulan employs two alignment strategies that allow for comparative sequence 

analysis of multiple sequences that are present either as (1) draft or (2) finished 

configuration.  First, the “draft” approach generates MSLAs, where a large fraction of 

sequences are broken up into separate contigs (such as draft multi-contig BAC 

sequences) and are compared to a reference sequence that is in “finished” format.  This 

approach allows for the construction of an MSLA for multiple draft-quality sequences 

and subsequently for effective ordering-and-orientation (O&O) of unfinished sequences 

based on the reference genome.  The second, “finished” approach operates with multiple 

high quality single-contig sequences, and is the main subject of this paper.  This approach 

is restricted to one finished-quality sequence per species.  Also, the “finished” approach 

is applicable to study multiple homologous (paralogous) regions from a single species, 

and in this case every sequence needs to be represented by a single contig. 

Genomic sequences submitted to Mulan are aligned by the tba (threaded blockset 

aligner) program for “finished” sequences and by the refine program for “draft” 

sequences.  A guiding phylogenetic tree is generated and requires user verification and 

confirmation for alignment visualization to proceed.  The local alignment approach 

allows for reliable representation of inversions and genomic reshuffling events that have 

occurred in a subset of lineages since the last common ancestor.  In doing so Mulan does 

not require a co-linearity of all input sequences (as in the case of a global multiple 

alignment), but instead in order to create textual alignment files it generates different 

projections of the “treaded block-set alignment” to different reference sequences that are 
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selected by the user.  As a consequence, this approach ensures the detection of 

evolutionarily conserved elements throughout the alignment even if orthologous regions 

have been repositioned or inverted in one or more species. 

 Mulan alignment visualization is based on the zPicture display design 

(Ovcharenko et al. 2004b), where the reference sequence is linear along the horizontal 

axis and the percent identity is plotted along the vertical axis.  Two different visualization 

schemes are implemented (1) pip-plot and (2) smooth-graph.  In addition, Mulan contains 

a graphical annotation option for the alignment of “draft” sequences where contig names 

and alignment blocks can be visualized as tracks on top of the conservation profile 

(Figure 1).  Syntenic blocks are color-coded allowing for easy O&O of draft sequences 

by using the base sequence as a structural guide.  The dot-plot option could also be 

instrumental for understanding the O&O structure of ‘draft’ sequences. 

 

Visualization and data analysis strategies for multi-sequence local alignments 

 Multiple-sequence comparative analysis is a challenging task in terms of 

generating highly reliable alignments and graphically displaying the alignment results.  

To address the complexity stemming from user input sequence files that potentially 

consist of large number of sequences of varying lengths and different phylogenetic 

relationships, we provide a set of different visualization options applicable to any 

“finished” MSLA.  The reference sequence selection is a dynamic process without any 

restrictions on the order of the input sequences or the species of origin, and can be 

interactively interchanged in the MSLA as desired.  After indicating the base sequence 

from the list of sequences in the MSLA, the user selects the type of conservation profile 
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to be displayed.  The standard option, ‘stacked pairwise’, is analogous to visualizing all 

pairwise alignments in a secondary vs. reference format used by the zPicture tool 

(Ovcharenko et al. 2004b).  The stacking order is determined by the evolutionary 

relationship of each sequence to the reference sequence, with the most closely related 

species at the bottom and the most divergent comparison at the top.   

‘Color density by interspecies conservation’ illustrates a relationship between the 

color-density of a conserved region and the number of species that share a particular 

region (Figure 2) such that, the more species share a region, the darker the conservation 

profile will be displayed.  In a recent study, it was observed that regions conserved in 

multiple species often correlate with functional elements (Frazer et al. 2004).  Therefore, 

the color density of the plot can potentially highlight different DNA segments in the base 

sequence with unique evolutionary character.  Similar to zPicture, Mulan allows for 

interactive and customized ECR analysis.  Users can select the evolutionary criteria 

(length and percent identity) as well as indicate a specific requirement for an ECR 

element to be conserved in at least n number of species in the MSLA (Figure 2). For 

example, while the pairwise human-mouse comparison for a 13kb long GATA3 region 

identifies 34 ECRs (80bps/70% ECR parameters; Figure 2A), an 8-species scan of the 

multiple sequence conservation profile with a specified requirement that the human 

region is shared by at least 6 other species identifies the 4 most deeply conserved ECRs – 

2 coding exons, an intronic and a promoter element located ~1kb upstream of the gene 

transcription start site (Figure 2B).  This simple functional implementation of the Mulan 

tool immediately pinpoints key functional elements for the GATA3 locus.  Additionally, 
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by clicking on an ECR the user can access the textual MSLA underlying the conserved 

region. 

Two additional data representation modules are implemented in the Mulan tool: 

phylogenetic shadowing and summary of conservation.  While summary of conservation 

collects all the shared similarities from all the pairwise comparisons into a single 

conservation profile, the phylogenetic shadowing option effectively collects all the 

cumulative mismatches.  The statistical post processing of the alignment data is an 

important part of the phylogenetic shadowing method and it has been previously 

described and implemented in the eShadow tool (http://eshadow.dcode.org/) (Ovcharenko 

et al. 2004a).  We tested the current implementation of the phylogenetic shadowing 

method on the ApoB locus which has been sequenced and analyzed in comparisons of 14 

different primate species (Boffelli et al. 2003).  Mulan identified the correct phylogenetic 

relationship among the primate species (Figure 3A) and estimated the interspecies 

distances.  ‘Stacked pairwise’ MSLA preferentially detects the human ApoB exon only in 

comparisons between the most distantly related species (Figure 3B) and does not allow 

dissecting this functional element selectively from the neutrally evolving background.  In 

contrast, the phylogenetic shadowing visualization display accurately depicts the coding 

exon as the most highly conserved element in this region (Figure 3C), and the identified 

ECR sharply defines the exon boundaries without any a priori knowledge of its location. 

 

Evaluation of alignment tools 

 To evaluate and compare the performance of the refine and tba programs – two 

tools underlying the “draft” and “finished” Mulan alignment schema, we used a similar 
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approach to the one previously described (Blanchette et al. 2004).  Fifty sets of 

simulation sequences are produced, each containing 9 species.  Guided by a phylogenetic 

tree, the simulation program starts with an ancestral sequence, and accurately simulates 

evolutionary processes to produce current sequences.  Besides mutations such as 

substitution, deletion, and insertion, we also simulate inversions.  Overlapped inversions 

result in transpositions.  The length distribution and frequency of each kind of 

rearrangement are determined from empirical studies of mammalian sequences 

(Blanchette et al. 2004; Siepel and Haussler 2004; Thomas et al. 2003), using values for 

inversion that we estimated.  Duplication is not simulated at this stage. Note that all rates 

are observed from neutral DNA. 

 The simulation program records the true relationship among the generated 

sequences, which can be regarded as the true alignment.  The extent of agreement for 

alignments produced by aligners is then determined.  There are several methods to 

measure this similarity.  The agreement score defined in the original tba paper is used 

here (Blanchette et al. 2004).  In case of alignments with inversions, there is an 

agreement if the ith base position of sequence A is aligned to the jth position of sequence 

B in both the predicted and the true alignments, under the condition that the two 

alignments have the same orientation, or the ith position of sequence A is aligned to a gap 

in both the computed and the true alignments.  The agreement score is determined from 

the fraction of positions of the predicted alignment that agree with the true alignment. 

This agreement score shows how reliable the predicted alignment is, including aligned 

positions and unaligned positions.  Both refine and tba start with pairwise alignments 

produced by blastz program. 
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 To be consistent in comparing aligners, the same blastz parameters (C=0, 

Y=3400, K=2000) are used for all datasets.  Tba uses the guiding tree of “(((human 

chimp) baboon)(rat mouse))((cow pig)(cat dog)))”. Refine uses human as the reference 

sequence.  The performance of aligners with respect to the agreement score is illustrated 

in Figure 4.  It should be noted that the graph shown here is for illustrating the difference 

between aligners, not for tuning the parameters, and the parameters for blastz are not 

optimal.  There are 36 pairwise alignments for 9 species. Only representative pairs are 

shown to illustrate how performance of an aligner varies with evolutionary distance. 

 Several observations can be made about this graph. First, for sequences at very 

short evolutionary distance, such as human vs. chimp and human vs. baboon, all methods 

work well.  Second, refine performs as well as or a little better than blastz alone for pairs 

containing the reference sequence, for example human vs mouse and human vs dog. 

However, for sequences being pulled together by refine instead of direct pairwise 

alignment, the performance is worse, e.g. rat vs. mouse and cat vs. dog. 

 Third, tba performs as well as or better than blastz alone for all comparisons. 

For closely related species, tba does not lose accuracy, while for distantly related species, 

tba significantly improves accuracy (e.g. human vs. mouse). At the same time, tba 

performs as well or better than refine. Tba out-performs refine dramatically for cat vs. 

dog and especially rat vs. mouse. Tba builds alignments starting from leaves of the 

phylogenetic tree, utilizing the fact that pairwise alignment between two species with 

closer evolutionary relationship is more reliable than with distantly related species. For 

instance, tba directly uses the rat-mouse alignment, whereas refine aligns rat to mouse 

based on information about how the two align to a distant intermediary. For instance, a 
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human region might align to mouse but not to rat (rat is evolving slightly faster than 

mouse), though the corresponding mouse and rat regions are easily aligned to each other; 

tba will correctly match the human, mouse, and rat regions, but refine will match only 

human and mouse.  

 Fourth, the regions of disagreement in an alignment are composed of 

mismatches, unidentified alignments and false alignments. By regarding mismatches 

within 5 base positions as correct matches, tba_5 shows a substantial increase on 

agreement score. In other words, mismatches in an alignment produced by tba are 

frequently very close to their correct match positions. For some analyses, close agreement 

with the true aligned position is adequate. 

 Although the performance of tba is better than refine for certain cases, the 

running time for tba is much longer than refine. For aligning 9 species each with length 

of around 50kb, tba takes around 50 seconds on a modern workstation, while refine 

requires only around 7 seconds. 

 

From Sequence Evolution to Genome Biology 

We applied Mulan to the study of the evolutionary conservation of the human 

GATA3 locus. GATA3 a very important molecule shown to be involved in various 

biological processes throughout development, both in the early embryo and in adulthood 

(Lawoko-Kerali et al. 2002; Lim et al. 2000; Van Esch and Bilous 2001).  In particular, it 

was recently shown that GATA3 is one of the key players involved in bone formation, 

differentiation of hair follicles, and tooth development (Andl et al. 2004).  There are 

known to be distinct differences in these processes between humans, rodents, avians, 
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amphibians and fish.  Therefore, we anticipated that we should observe some subtle 

genomic differences in a multiple sequence comparison at this locus between 

representative genomes from different evolutionarily clades, spanning over 450MY of 

evolutionary time since the separation of mammals, amphibians, birds and fish (Figure 

5).   

 Multi-sequence Mulan alignment identified all the coding exons of the GATA3 

gene as conserved segments in all the species highlighting the functional importance of 

this protein and suggesting that interspecies differences associated with the GATA3 

protein can originate from differences in noncoding, not in coding sequences.  This is 

supported by noncoding conservation patterns significantly differed in comparison of the 

human sequence with different species (Figure 5B).  Three main groups of conservation 

were identified: human/rodents, amphibian/fish, and chicken.  Five ECRs 

(ECR1…ECR5) are shared by at least 4 different species (including human).  One of 

them, the intronic ECR5 was present in all species suggesting a key role of this element 

for the GATA3 locus. For example, it could be a general enhancer element responsible for 

the expression of this gene. Three other ECRs, upstream ECR1 and ECR2 and intronic 

ECR4 are shared only by humans, rodents, and chicken and are not detected in either frog 

or fish lineages suggesting a putative differential expression of the GATA3 gene in these 

two groups of genomes as regulated by this subset of three ECRs.  One could speculate 

that the key involvement of the GATA3 gene in the hair/feathers growth regulation 

pathway could be indeed regulated by one of these three ECRs and an absence of them in 

the frog and fish genomes is responsible for hairless bodies of these species.  More 

interesting is the conservation of the ECR3 element across multiple species. This element 
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is present in all but the chicken genome. While the conservation with fish suggests 

functionality of this element (Ghanem et al. 2003; Lettice et al. 2003; Nobrega et al. 

2003), an absence of this element in the chicken lineage would suggest the function 

driven by this element (that could be a GATA3 enhancement at a particular stage in a 

particular tissue) is absent in birds. Could it be that this is a silencer element that blocks 

GATA3 involvement in wing bones development and its absence is correlated with the 

development of wings in birds? While practical application of the Mulan tool for 

comparative analysis of multiple species can generate different hypotheses similar to the 

ones described, only follow-up experimental biology could provide answers to these 

questions. 

 It is interesting also to mention that the local alignment nature of the tba aligner 

(that constructs the core of the Mulan tool) enables a correct recapitulation of the 

conservation profile of the GATA3 locus with all the species. In particular, the draft 

quality of the zebrafish genome represents this locus as a combination of forward and 

reverse strand sequences joined together (Figure 5C). The artificial synteny breakpoint 

appearing after the first GATA3 exon is probably just an artifact of the assembly of this 

locus. Otherwise it would destroy the integrity of the GATA3 ORF in zebrafish. 

 

Multi-sequence conservation of transcription factor binding sites 

The ability to accurately predict functional transcription factor binding sites 

(TFBS) is a powerful approach for sequence-based discovery of gene regulatory 

sequences and for elucidating gene regulation networks and mechanisms.  To combat the 

overabundance of false positive computational predictions stemming predominantly from 
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the small size of TFBS footprints and from poorly defined position weight matrices 

(PWM), evolutionary sequence analysis has been proposed as a robust strategy for 

filtering out false-positive sites (Aerts et al. 2003; Lenhard et al. 2003; Loots and 

Ovcharenko 2004; Loots et al. 2002).  Mulan incorporates a TFBS analysis tool, multiTF 

that is similar to pairwise-alignment-based rVista 2.0 (Loots and Ovcharenko 2004; Loots 

et al. 2002), but implements a different method of detecting TFBS present in all the 

sequences included in the multiple alignment. 

 We used the Mulan/multiTF combination to analyze the distribution of TFBS in 

ECR3 from the GATA3 locus that is shared by all vertebrate species with the exception of 

chickens (Figure 6).  This analysis was aimed at providing in silico evidence for the 

bone-specific function of this element to support the hypothesis that the absence of this 

element could possibly be related to the process of wing formation in birds.  PWM 

matrices for 399 vertebrate TFBS families available from the TRANSFAC Professional 

7.3 library (http://www.biobase.de/) were used to scan for binding sites that are shared 

among all species excluding chicken (Figure 6). We used the ‘optimized for function’ 

search option of the multiTF that weights PWM matrices differently by minimizing and 

balancing out the abundance of false negative hits from different matrices.   

Interestingly, only one putative TFBS corresponding to the CRE-BP1 regulatory 

protein was detected by the multiTF in the scan of ECR3 multiple-sequence alignment to 

be shared by all the species using almost 400 other TFBS matrices (Figure 6).  CRE-BP1, 

also known as ATF2, has been shown to trigger the development of primary 

fibrosarcomas in the chicken wing (van Dam and Castellazzi 2001). The interconnection 

between the role of this regulatory protein in the chicken wing, the detection of CRE-BP1 



 17

TFBS in an unbiased screen of the multiple-sequence alignment for the ECR3 element, 

and the absence of this conserved element only from the chicken genome supports the 

idea that this element functions as a regulator of GATA3 transcriptonal activity in bone 

development and possibly participates in specification of wings in avians.  One can 

speculate that if the deletion of this element was one of the factors that resulted in hollow 

bones in birds, then it could be that this deletion was an early step towards the 

evolutionarily development of wings.  While the in vivo function of the ECR3 element, 

the direct regulation of GATA3 transcription by CRE-BP1 protein and the disruption of 

this pathway in birds is speculative, this example illustrates how the Mulan/multiTF 

theoretical approach can be efficiently applied to generate and refine in silico prediction 

for gene regulation for a set of homologous sequences.  Such computational pre-screens 

prioritize targets to be used in subsequent in vivo experiments as well as establish new 

potential molecular links that have not yet been defined experimentally. 

To demonstrate the cumulative effect of searching for TFBS in multiple sequence 

alignments and the dramatic ‘functional enrichment’ resulting from each additional 

sequence incorporated into the comparison, we analyzed several regions encompassing 

known functional sites (Table 1).  We have selected three genomic regions ranging in 

size from 150kb to 230kb and corresponding to PAX6, NKX2.5 and NKX2.9/PAX9 

genomic loci.  It has been shown that PAX6 has auto-regulatory activity mediated though 

a PAX6 TFBS located in an intron (Kleinjan DA et al, 2004).  NKX2.5 is tightly regulated 

by SMAD and GATA proteins, and several such sites have been mapped to promoter 

proximal regions (Brown CO et al., 2004).  PAX9/NKX2.9 expression is controlled by the 

zinc finger transcripton factor Gli, and a functional site has been mapped distal to the 
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PAX9 and proximal to the NKX2.9 promoter (Santagati et al. 2003).  Using 

Mulan/multiTF we searched for the previously specified TFBS first in human/mouse 

alignments, and then we systematically added rat, chicken, frog and fish sequences and 

analyzed the sites preserved in each multiple alignment.  In general, the most dramatic 

reduction in the number of predicted sites was observed in comparisons with rodents, 

eliminating 90 to 97% of the total number of predictions for the human sequence alone.  

The addition of chicken sequences further reduced the number of predictions 5 to 20 fold, 

and the addition of frog usually preserved 2-5 final conserved sites.  In all cases, the 

known functional sites were present among the conserved sites in the 

human/mouse/rat/chicken/frog alignments.  The addition of fish sequences was 

informative ~50% of the time, but it is worth noting that in these cases only the known 

functional sites were preserved, suggesting that distant comparisons can be extremely 

useful when clear homology can be established.  This data suggests that by analyzing 

TFBS patterns in multiple sequence alignments one can dramatically filter our sites that 

have diverged throughout evolution, and select for sites that are most likely functional.  

This analysis does not establish which set of organisms are ideal for analysis since such 

comparisons will in general be region and gene specific.   

 

Mulan-GALA interconnection and finding orthologous regions 

The database of genomic DNA sequence alignments and annotations (GALA) 

allows users to find genomic intervals that meet defined conservation thresholds, 

alignment-based scores, and gene annotation criteria, transcription factor bindings site 

patterns, expression profiles and other features (Giardine et al. 2003).  Once a region of 
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interest has been found, a user may wish to examine it using the Mulan tool.  Likewise, 

once an ECR element has been identified by using Mulan, users have the option to utilize 

GALA to find additional information about the region containing it.  Thus, two-way data 

flow has been established between the GALA database and the Mulan server.  

The interconnection link of GALA to Mulan is established through forwarding a 

list of homologous regions from different species from GALA to Mulan. One of the 

critical steps in generating a multiple alignment in a locus is identification of the 

homologous DNA intervals in other species. This is complicated by the existence of 

paralogs of many sequences, generated by transposition or segmental duplications, and 

by chromosomal rearrangements.  Thus, a given DNA interval, say in human, may match 

to multiple locations in mouse.  Furthermore, a long DNA segment in human may match 

to several orthologous regions in mouse that could have a different order and orientation 

than the human sequence (Kent et al. 2003).  The problem of automatically determining 

best orthologous regions is an open problem in comparative genome informatics. 

We have implemented a partial, but quite useful solution, by using the chains and 

nets (Kent et al. 2003) of whole-genome blastz alignments (Schwartz et al. 2003a).  The 

program liftOver reads a chain of alignments and finds corresponding positions between 

those specified in a first species and their homologs in a second.  Once a DNA interval is 

specified in GALA, the user can easily access a page to find estimated orthologous 

positions in other species.  Currently, chains are available to convert among human, 

mouse, rat and chicken.  We have limited the search to chains that are on the top level of 

nets. This does miss some regions, because some DNA that is rearranged between species 
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is on lower levels of the nets. Automatically finding a more comprehensive set of 

orthologous sequences is a goal of future work. 

As an example, the ZFPM1 gene, which encodes a multiple Zn-finger protein 

called Friend of GATA1 (FOG1), was identified in GALA and the orthologous regions 

were found in mouse, rat and chicken.  These were automatically transferred to Mulan, 

which also picked up the annotation from the knownGenes track at the UCSC Genome 

Browser (Kent et al. 2002).  The alignments were computed by tba and displayed as in 

Figure 7.  Note that several intronic regions are highly conserved.  We separately used 

GALA to find intervals with both a high regulatory potential score in human-mouse-rat 

multiple alignments (Kolbe et al. 2004) and a conserved match to weight matrices for 

GATA1 (computed genome-wide using tffind, (Schwartz et al. 2003b) and recorded in 

GALA).  These intervals were added to the annotation file at Mulan, using the dynamic 

editor, and displaying them as arrows labeled with the fold-enhancement in separate 

assays (Welch and al. in press 2004).  The predicted cis-regulatory modules are verified 

at a high rate (Hardison et al. 2003; Welch and al. in press 2004). 

 
Interconnection with the UCSC genome browser database 

 Mulan is dynamically linked to the UCSC genome browser database (Karolchik et 

al. 2003).  It is possible to automatically fetch sequence and gene annotation files for the 

human, mouse, rat, chicken, or Fugu genomes by transferring the UCSC genome browser 

positional address to the Mulan submission page.  This process significantly facilitates 

the management of sequence dataflow and minimizes the time required for a user to 

prepare their own sequence files.  
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DISCUSSION 

 The exponential growth of available DNA sequences produced by international 

genome-sequencing cohorts is creating an invaluable, enormous collection of genomic 

sequences from different eukaryotic and prokaryotic organisms.  Particularly the addition 

of the chicken genome, Gallus gallus, marks a multifaceted advance in biology, mostly 

due to the importance of this organism in agriculture and as a model for non-mammalian 

vertebrate development, but equally importantly due to its strategic evolutionary position 

in the tree of life between mammals and fish.  The chicken genome provides a priceless 

substrate for genomic comparisons, and will allow us to better understand the overall 

genomic structure and evolution of vertebrates.  To fully capitalize on this information-

rich genome we require innovative methods and tools for conducting creative 

comparative multi-species sequence analysis.  Here, we described the Mulan tool that 

introduces a novel reliable approach to generate MSLA.  The tool is capable of producing 

fast and accurate alignments for both distantly and closely related organisms, such as 

humans, primates, fish and/or chicken, properly taking into account the complexity of 

evolutionary sequence rearrangements such as inversions, transpositions, and sub-

sequence reshuffling. 

 Mulan introduces several novel options for users to manipulate both the textual 

alignments and the graphical conservation displays to differently address the conservation 

structure of either closely- or distantly-related species. In particular, the option of 

coloring conserved regions using a gradient based on the number of species in which the 

region is conserved, coupled with a module that filters out ECRs that are shared by fewer 

than a requested number of species, permits straightforward identification of elements 
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that are shared by a subset of species.  This can be an important tool for generating 

hypotheses about the function of ECRs shared by a limited number of species (Frazer et 

al. 2004).  The speed, on the order of minutes, with which Mulan is capable of handling 

Megabase-long genomic sequences, and the dynamic character of the user interface is 

remarkable.  All the graphical representations are re-plotted in real time after 

visualization parameters are customized by user.  Also, interactive conservation profiles 

allow user-selection of an ECR which displays the multiple sequence alignment for that 

element. 

 We applied Mulan to the conservation analysis of several species for the genomic 

locus of the GATA3 gene, to a 200kb region of chicken chromosome 28, and to an ApoB 

exon in primates.  The “draft” alignment option of the Mulan tool allows easy O&O of 

chicken BAC contigs using the WGS assembly as the reference sequence. Comparison of 

the chicken GATA3 locus sequence with the counterparts from other species including 

human, rodents, frog, and fish identifies differential distribution of putative GATA3 

regulatory elements in different lineages and permits speculation about species-specific 

phenotypic differences.  The dynamic interconnection between Mulan and the multiTF 

tool presents an effective way to identify transcription factor binding sites shared by 

multiple species.  These tools can be used to predict the function of anonymous 

noncoding ECRs and to approach the description of gene regulation methods and 

networks. 

In sharp contrast to several other available global multiple-sequence alignment 

tools, the threaded blockset alignment strategy implemented by Mulan detects and 

properly processes DNA rearrangements often characteristic of synteny among distantly 
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related genomes.  Also, it highlights sub-sequence reshufflings in order to restore all the 

changes responsible for the evolutionary history of multiple related sequences.  Because 

of these features, Mulan permits the dynamic interchange of reference sequences and will 

accordingly generate textual (and graphical) MSLAs interactively, and very rapidly. 
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METHODS 

Generating Alignments 

 Mulan aligns “draft” and “finished” sequences using different alignment 

strategies.  The ‘draft’ approach employs a combination of blastz and refine programs 

(Schwartz et al. 2003b).  Pairwise alignments between each secondary sequence and the 

reference sequence are done initially by blastz.  Single coverage option is used at this 

stage to filter out low scoring alignments that overlap high scoring ones.  Effectively, this 

allows each reference sequence nucleotide to be covered by either one or no alignment 

block from one of the secondary sequence contigs in each set of pairwise alignments.  

Alignment post-processing is carried out by the refine program which collects all the 

pairwise alignments into a single FASTA-formatted gapped alignment file that is 

available for the user to download from the results web page. 

 High quality finished sequences (contiguous single-sequence FASTA files) are 

aligned using a modified version of the tba (threaded blockset aligner) program that has 

been previously described (Blanchette et al. 2004).  The tba alignment tool generates 

MSLA separated into several gapped alignment blocks.  Each alignment block represents 

a multiple-sequence alignment consisting of a subset from 1 to N sub-sequences (where 

N is the total number of input sequences). The orientation of subsequences is variable, 

but no sequence reshufflings are acceptable inside an alignment block and have to be 

represented by separate alignment blocks.  All alignment blocks are collected into a 

complex multi-sequence local alignment with a single representation of each nucleotide 

from all species.  If a particular sub-sequence is not reliably aligned to any other 

sequence, it will be represented in the alignment block by itself.   
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Phylogenetic tree guidance for tba alignments 

Tba dynamic programming alignment maximizes the total alignment score 

combined from the scores corresponding to each of the alignment blocks with no user-

specified limitations on locations of the alignment blocks or the specification of 

sequences constructing a particular alignment block (for example, one alignment block 

can include human-mouse-rat-fugu and another one just human-fugu if the rodent 

counterpart for this alignment block is missing). At the same time, limited length of the 

input sequence contracts information on the phylogenetic relationships between the input 

sequences that could bias the tba scheme of the optimal selection of partitioning the 

sequences into alignment blocks. Increasing the number of input sequences significantly 

complicates the task of determination of correct phylogenetic relationships among all the 

sequences by significantly increasing the number of variable parameters underlying this 

problem. A known phylogeny of the input sequences provided to the tba aligner would 

greatly improve the reliability of the final alignments. 

The phylogenetic relationship of the input sequences is essential, however we do 

not require the user to manually input this information, as this could be a non-trivial task. 

Instead, Mulan predicts a phylogenetic tree describing the evolutionary history of the 

input species and just asks the user to verify the correctness of it prior to the final step of 

the tba alignment. Phylogenetic tree prediction is generated using an intermediate limited 

multiple-sequence local alignment, which is generated by the refine program. The user 

has an option to change the structure of the automatically generated phylogenetic tree by 

altering its textual representation in the case of an incorrect prediction. No corrections 
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were necessary while testing Mulan on several input examples with significantly 

diverged sequences. 

Neighbor-joining method for phylogenetic tree construction 

 The neighbor-joining (NJ) method provides a computationally efficient approach 

for constructing phylogenetic trees from information on evolutionarily sequence 

divergence (Saitou and Nei 1987).  NJ very efficiently generates a topology of a 

phylogenetic tree and calculates branch lengths by minimizing the total evolutionary 

change (the total length of the tree branches). We apply the NJ method to post-process 

refine multiple-sequence alignments generated at the intermediate stage of “finished” 

Mulan alignments or at the final stage of “draft” Mulan alignments. Starting with the 

matrix of pairwise distances between each pair of the sequences, our implementation of 

the NJ method generates a textual representation of the phylogenetic tree in the format 

acceptable by the tba program. For example, human, mouse, rat, and fugu GATA3 locus 

comparison converted into the textual tree structure can be presented in the following 

format: 

((human:12006.2 fugu:15716.8):908.1(mouse:3852.2 rat:3889.8):908.1), 

where the optional numbers indicate branching distances from node to node as the 

number of single nucleotide mutations per kb of the sequence (this number could be 

converted to the branching distance in MYs if the divergence rate is known). It is 

postulated that every internal or top node of the phylogenetic tree branches to exactly two 

other nodes. Parentheses of the textual tree representation group represent a branching of 

an internal or top node. Mulan also generates graphical representation of the phylogenetic 

tree (see Figure 5A, for example). At the intermediate step of the optional manual 



 27

curation of the phylogenetic relationships among the input species, the user is not 

required to indicate branching distances, but just to regroup the nodes by altering the 

textual representation of the phylogenetic tree. 

 

Phylogenetic shadowing and summary conservation profiles 

 Phylogenetic shadowing is based on the assumption that closely-related lineages 

(such as different primate or rodent phylogenetic clades) accumulate mutations 

independently from each other after the speciation event (Boffelli et al. 2003). By 

comparing several closely-related sequences one can consider a nucleotide from the 

reference sequence to be diverged or shaded in the set of the input sequences if this 

nucleotide does not match the same nucleotide from any other species included in the 

multple-sequence alignment. The density of shaded nucleotides should be lower in the 

slow-mutating functional regions that are distinguished by the selection pressure applied 

to them.  

 Practical implementation of phylogenetic shadowing in the Mulan is based on 

differentiation of shaded and fully conserved nucleotides (that are exactly the same in all 

sequences in the alignment) and treating them as a set of simple matches and mismatches 

projected to the reference sequence (Ovcharenko et al. 2004a). A sliding window of 

100bps is utilized to scan through the array of shaded and fully conserved nucleotides 

and to plot the percentage of fully conserved nucleotides as a vertical coordinate. After 

scanning all the positions in the reference sequence a smooth-type conservation profile is 

created. ECRs are detected with the percent identity parameter used as a threshold for the 

percentage of fully conserved nucleotides in the sliding window. The user can adjust the 
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length of the sliding window for the detection of ECRs that will effectively define the 

minimal length of an ECR. 

 The “summary conservation” option of the Mulan tool is very similar in 

implementation to the “phylogenetic shadowing” option, but differs in the underlying 

assumption and the produced graphical visualization profile. Instead of identifying fully 

conserved nucleotides, Mulan identifies nucleotides from the reference sequence that 

have matches with at least one other species. Basically, a nucleotide is called conserved 

in this method if it is conserved in any of the pairwise comparisons. (One can refer to the 

“phylogenetic shadowing” and “summary conservation” methods as AND and OR logical 

operators applied to a multi-sequence alignment). Application of the “summary 

conservation” option will be beneficial in the cases of divergent degeneration and 

complementation of duplicated genes when different gene duplicates can display different 

datasets of gene regulatory elements (Prince and Pickett 2002). 

 

Multi-sequence conservation of transcription factor binding sites 

 Mulan utilizes the multiTF tool to identify transcription factor binding sites 

(TFBS) that are shared among all the sequences involved in the alignment. While 

multiTF is based on the same principle as rVista 2.0 (Loots and Ovcharenko 2004; Loots 

et al. 2002) (that postulates that evolutionary conservation can be a very efficient filter 

for exclusion of the majority of false positive computational predictions of TFBS), the 

method of detection of TFBS that are shared among multiple species is different. rVista 

2.0, which works with only pairwise sequence alignments, possesses several 

requirements on TFBS core alignments and requires the site to be present in a short island 
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of high sequence conservation. MultiTF does not rely on preferential local conservation 

of functional binding sites vs the neutrally evolving background as rVista does, instead it 

requires a binding site just to be present in all the species at the same position as dictated 

by the Mulan alignment. 

 In the first step, putative TFBS are identified in all the original sequences by 

using TRANSFAC PWM matrices to define consensus sequences and the tfSearch utility 

to map consensus sequences of TFBS to the genomic sequences of different species 

(Loots and Ovcharenko 2004; Wingender et al. 1996). Two approaches for the 

differential TFBS identification are available for the user at this stage – explicit selection 

of TFBS matrix similarity parameters (the TFBS matrix similarity parameter defines the 

level of identity required between a consensus sequence and the genomic sequence 

(Wingender et al. 1996)) or ‘optimized for function’ method. Using the first approach, 

TFBS matrix similarity parameters can be fixed at the same level for all the transcription 

factor families, which is less or equal to 1.0. This usually results in extremely high levels 

of false positive TFBS predictions for TF matrices with insufficient experimental 

evidence for the consensus sequence definition or for those that have relatively short 

binding sites (with a core of 6bps or less), but ensures a uniform level of sequence 

similarity between the consensus sequence and detected TFBS. The second approach, 

partially overcomes the problems associated with insufficiently well-defined PWMs and 

short binding sites, by using optimized matrix similarity parameters. The optimization is 

performed independently for each of the TFBSs to limit the density of a TFBS in a 

random sequence by 3 or less sites per 10kb. This approximately defines a probability to 

encounter a pair of TFBS in 200bps region to be less than 1e-2, effectively decreasing the 
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number of false positive predictions of TFBS clusters and is called as ‘optimized for 

function’ method. 

 The second step excludes all the TFBS predictions overlapping with coding 

exons. Obviously, gene annotation of only one of the sequences (the reference sequence, 

for example) is sufficient at this step. The final step detects TFBS predictions that are 

shared by all the species and are located at the same position as defined by the alignment. 

In order to do so we scan through all the ‘anchor’ or fully conserved nucleotides 

(nucleotides that are identical in all the species in the multiple-sequence alignment; 

Figure 8). If a TFBS from the reference sequence is found to overlap with an “anchor” 

nucleotide we project this TFBS position to all the other species by using the alignment 

and excluding gaps (Figure 8). Starting and ending positions of the footprint of the 

reference sequence TFBS are compared to the starting and ending position for the same 

TFBS on the same strand as detected by the initial TFBS annotation. If corresponding 

TFBS can be identified in all the species in the alignment, this is reported by the multiTF. 

 

List of options provided from the Mulan results web-page 

In summary, upon generating either a “draft” or “finished” multiple-sequence 

alignment, Mulan provides the user with the following list of options for sequence 

analysis and data download: 

• Dynamic graphical visualization of conservation profiles with a number of 

options for data presentation. 

• Pairwise dot-plots displaying alignment blocks and overview of sequence 

rearrangements. 
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• Dynamic batch detection of ECRs by varying ECR parameters for each of the 

pairwise alignments. 

• Refine FASTA alignment file. 

• Phylogenetic tree. 

• Portal to the multiTF tool for detection of cross-species TFBS. (Available for 

“finished” Mulan alignments.) 

• Opportunity to dynamically modify gene annotation. 

• Download of input sequences in the original format and with repetitive elements 

masked by ‘N’ symbols as well as an annotation of types of repetitive elements. 
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Table 1.   

 230kb PAX6 155kb NKX2.5 150kb Pax9/Nkx2.9 

 Kleinjan DA, 2004 Brown CO, 2004 Santagati F, 2003 

TFBS PAX6 SMAD GATA Gli 

human 209 2027 1834 652 

+ mouse 15 60 82 84 

+ rat 15 59 63 61 

+ chicken 3 3 10 5 

+ frog 1 + 1 1 + 2 2 + 3 1 + 1 

+ fish* 1 0 0 1 

*Fugu rupripes, Fugu tetraodon or zebrafish sequences were used interchangeably based on coverage 
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Figure 1.  Mulan contig ordering based on homology to the reference sequence.  The top 

layer of shaded lines indicates the location of contigs from a second sequence aligned to 

the base sequence where red, right-turned triangles specify forward strand alignments, 

and purple, left-turned triangles correspond to reverse strand alignments. Contig names 

are indicated in square brackets.  The JF2-73M16 chicken BAC clone 

(http://www.jgi.doe.gov/) consisting of 3 contigs was aligned to the chicken genome 

(chr28:4,000,000-4,200,000). 
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Figure 2.  Stacked-pairwise conservation profile for 13kb region from the GATA3 locus.  

Color-gradient visualization is implemented to differentially display regions that are 

differently conserved in the input sequences (A).  The color intensity of a conserved 

region depends on the number of different species that contain the region (the darker, the 

more conserved species).  Only ECRs conserved in at least 6 out of 7 total secondary 

species are highlighted in the alignment (B). Intergenic regions are in red, intronic in 

pink, coding exons in blue, and UTRs in yellow. 
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Figure 3. Phylogenetic shadowing option of the Mulan tool.  ApoB region sequences 

from 14 primates were compared and phylogenetic relationships (A) and ‘stacked 

pairwise’ comparisons with the human reference sequence displayed (B).  The 

phylogenetic shadowing conservation profile preferentially detects the ApoB coding exon 

from the neutrally evolving background (C).  ECR parameters used for detecting exons: 

>85% identity; >100bp. 
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Figure 4. Agreement score of pairwise and multiple alignments produced by different 

aligners on a set of nine simulated mammalian sequences of length around 50kb. Pairwise 

results from blastz were post-processed to remove overlapped regions. Multiple aligners 

including refine and tba use the same pairwise alignments. tba_5 refers to alignments 

from tba, but the agreement score allows mismatches within 5 base positions. Agreement 

scores of multiple aligners are measured from the pairwise alignments induced by pairs 

of species. All values are averaged over 50 sets of simulation sequences. Parameters used 

in the simulation and alignment programs are described in the text.  
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Figure 5.  Mulan phylogenetic tree (A) and sequence conservation profile (B) for the GATA3 

gene locus from human, rat, mouse, chicken, frog, and three fish genomes.  Each tree branch 

indicates the number of nucleotide substitutions from the closest node.  Noncoding ECRs 

conserved (>70% identity;>80 bps) in at least 4 species (including human) are shaded and 

numbered as ECR1-5.  Coding exons are in blue, UTRs in yellow, intergenic elements in red and 

intronic in pink.  ECRs are depicted as dark red bars above each pairwise alignment.  Repetitive 

elements are depicted as green boxes on the bottom axis.  Alignments resulting from the reverse 

strand are shaded in gray, and blocks on the forward and reverse strands can be visualized in a 

dot-plot between the zebrafish and the human local alignment (C). 
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Figure 6.  multiTF visualization of CRE-BP1 transcription factor binding site detected in 

the GATA3 locus overlaid with the conservation profile of this locus as constructed with 

human, mouse, rat, frog, fugu, tetraodon, and zebrafish sequences.  The bottom panel 

represents a 60 bps long alignment for the ECR3 core region that contains the CRE-BP1 

binding site (blue) shared by all the species. 
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Figure 7. Conservation of ZFPM1 among human, mouse, rat and mouse, using tba at the 

Mulan server. The large introns have several highly conserved regions. Those with 

conserved GATA-1 binding sites and high regulatory potential (predicted CRMs) are 

indicated as a set of purple and red blocks under the gene demarcated by apostrophe 

symbols. Red color of two block elements means that they are positive for binding 

GATA-1 in erythroid cells, as assayed by chromatin immunoprecipitation (Welch and al. 

in press 2004).  
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Figure 8. Schematic visualization of the multiTF scheme of identification of transcription 

factor binding sites that are shared by multiple species.  Blue font color indicates a 

transcription factor binding site with the consensus sequence of [t/g/a]GG[g/a]CTGT[g/c] 

that would be detected by multiTF.  Light-red shading highlights one of the “anchor” 

nucleotides for this binding site detection. 
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