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We report a study on improving the retrieval of comments made to previous posts that can potentially 
be relevant to new posts in the open social media domain. This retrieval task, known as an important 
component of “short text conversation,” is challenging due to various reasons, among which is the 
fact that both posts and comments are usually very short, thus not providing enough context for typical 
information retrieval  systems to be very effective. We used a “document expansion” technique to 
enrich each comment by adding terms contained in the post that the comment previously responded 
to. Our comparative evaluation experiment shows that while helpful in some cases, the technique hurt 
in some other cases. Initial analyses are discussed and future directions are outlined. 

 
1. Introduction 

 
Natural language conversational systems use computers to converse with humans in a 
coherent manner. Such systems require the computer to participate in multiple rounds of 
dialogues with the human, for which the computer either generates messages or retrieves 
appropriate messages from existing collections and uses them as responses, assuming such 
a collection is available. Towards that ultimate goal, we can first simplify the task as a one-
round computer-human conversation, i.e., the human submits a message and the computer 
responds with an appropriate message. 

In this preliminary study, we focused on the retrieval-based approach and investigated 
the problem in the open social media domain, specifically using a collection of Sina WeiBo 
posts and comments that was used in the 13th NTCIR Workshop’s Short Text Conversation 
(STC) task (Shang et al, 2017). The task is named so because there is often a size limit for 
each message (140 characters at the time the collection was created). 

Since traditional information retrieval (IR) systems use term statistics both within and 
across documents, their effectiveness tends to degrade when dealing with very short 
documents. This is the main problem that we attempted to tackle in this study. Given that 
social media collections contain numerous post-comment pairs, we would like to explore 
techniques of using that information to enhance IR. 

 
2. Research Focus and Technique 
 
Our basic assumption is as follows. If a comment C responded to a post P, then C and P are 
likely topically related. Therefore, by adding some or all terms contained in P to C we can 
create an expanded comment C’, which hopefully contains more terms related to the topic 
and hence has a better chance to be retrieved than C in response to posts on the same topic. 
As a result, the retrieval effectiveness of STC could be potentially improved. This idea of 
“document expansion” has some similarity to an early work on speech retrieval (Singhal & 
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Pereira, 1999), although that work was to address the problem of misspelled words from 
noisy automatic speech recognition. To be clear, we are using the expanded comment C’ as 
a better substitute for C only for query-document matching; what is ultimately returned to 
the user is still comment C. 
 
3. Experiment Setup 
 
We used the Chinese collection of the NTCIR-13’s STC task (Shang et al, 2017). Gathered 
from China’s Sina WeiBo, the collection contains 4,305,706 unique comments that 
responded to 219,174 unique posts. After Chinese word segmentation1, on average each 
post contains 13 words while each comment 10 words. We limited the document expansion 
to those comments that each has responded to only one post (which account for 95% of the 
comments in the collection) as comments responding to multiple posts tend to be spams or 
advertisements. After expansion, each comment contains 24 words on average.  

100 posts were included in the collection as the test set. The official relevance judgments 
were obtained from the NTCIR-13 STC task organizers for IR evaluation purpose. Our 
retrieval system is based on the well-known Okapi BM25 weights (Robertson & Sparck-
Jones, 1997).  

We created one document index with the original comment collection (baseline) and the 
other with the expanded comment collection. A query was formulated for each test post by 
using all words contained in it. The query was then used to search the two indexes, 
respectively. Only the top 10 retrieved comments were considered, as is the case of the 
NTCIR-13 STC task. We computed three IR effectiveness measures: nG@1 (normalized 
gain at cutoff 1), P+, and nERR@10 (normalized expected reciprocal rank at cutoff 10). 
More information of these IR effectiveness measures can be found in the NTCIR’s STC 
overview papers (Shang et al, 2016; Shang et al, 2017). 
 
4. Initial Results 
 
Table 1 shows the retrieval effectiveness averaged over all 100 posts. Applying expansion 
seemed to help slightly improve the performance, although none of the differences is 
statistically significant based on Student T-tests. 
 

Table 1. Mean retrieval effectiveness of runs.  
 

 Baseline Run Expansion Run 

nG@1 0.4103 0.4260 

nERR@10 0.5445 0.5498 

P+ 0.5104 0.5223 

 
We further compared the two runs post-by-post. Reported here is only the case with 

                                                                  
1 We used the Stanford NLP group’s Chinese segmenter, which is available at:  
https://nlp.stanford.edu/software/segmenter.html#Download 



nG@1 as comparisons based on the other two measures are quite similar to it. Among the 
100 test posts, the expansion run performed better on 20 posts, worse on 15 posts, and no 
difference on the rest. For these 35 posts with an observed difference between two runs, we 
plotted in Figure 1 only those 15 with an absolute nG@1 difference of 0.5 or more.  
 

 
 

Figure 1: Post-by-post comparison of runs on nG@1 
 
5. Discussion and Future Direction 
 
Our initial analysis of the retrieved comments of these 15 posts reveals the document 
expansion technique indeed helped promote truly meaningful and appropriate comments 
while also incorrectly promoting some of the very generic comments (an example comment 
would be “This is unbelievable!”). Therefore, the key to make the technique more effective 
is to identify comments that should be expanded from those that should not. A few factors 
deserve more attention. Extremely short comments usually do not bear much content so they 
perhaps should not be expanded. The centrality of the cluster of all posts that a comment 
responded to should be considered when deciding whether the comment should be expanded 
or not. Finally, more sophisticated techniques of selecting and weighting terms for 
expansion are worth studying. 
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