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ABSTRACT 

When we examine the numerical algorithms used to solve the physics 

equations in codes which model laser fusion we find that a large number 

of subroutines require the solution of tridiagonal line~r systems of 

equations. One dimensional radiation transport, thermal and suprathermal 

electron transport, ion thermal conduction, charged particle and neutron 

transport, all require the solution of tridiagonal systems of equations. 

The standard algorithm that has been used in the past on CDC 7600's will 

not vectorize and so cannot take advantage of the large speed increases 

possible on the Cray-1 through vectorization. There is, however, an 

alternate algorithm for solving tridiagonal systems, called cyclic 

reduction, which allows for vectorization, and which is optimal for the 

Cray-1. Software based on this algorithm is now being used in LASNEX to 

solve tridiagonal linear systems in the subroutines mentioned above. The 

new algorithm runs as much as five times faster than the standard 

algorithm on the Cray-1. 

In LASNEX, the two-dimensional radiation transport, electron thermal 

conduction, ion thermal conduction and neutron transport all use ICCG to 

solve the transport equations. We have been using the ICCG method2 to 

solvP. the diffusion equation with a nine-pain~ coupling3 scheme on the 

CDC 7600. In going from the CDC 7600 to the Cray-1, a large part of the 

algorithm consists of solving tridiagonal linear systems on each L line 



of the Lagrangian mesh in a manner which is not vectorizable. Therefore 

a direct translation from the 7600 to the Cray would not give much 

increase in running speed because the vectorization potential of the Cray 

cannot be used. We have developed an alternate ICCG algorithm for the 

Cray-1 which utilizes a block form of the cyclic reduction algorithm. 

This new algorithm allows full vectorization and runs as much as five 

times faster than the old algorithm on the Cray-1. It is now being_used 

in Cray LASNEX to solve the two-dimensional diffusion equation in all the 

physics subroutines mentioned above. 

*Work performed under the auspices of the U.S. Dept. of energy by the 

Lawrence Livermore National Laboratory under contract W-7405-ENG-48. 
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PART I 

SOLVING TRIDIAGONAL LINEAR SYSTEMS ON THE 

CRAY-I COMPUTER AT VECTOR SPEEDS 

When we examine the numerical algorithms used to solve the physics 

equations in codes which model laser fusion we find that a large number of 

subroutines require the solution of tridiagonal linear systems of equations. 

Radiation transport, thermal- and suprathermal-electron transport, ion thermal 

conduction, charged-particle and neutron transport, all require the solution 

of tridiagonal systems of equations. The standard algorithm that has been 

used in the past on CDC 1600's will not vectorize anri so cannot take advantage 

of the large speed increases possible on the Cray-1 through vectorization. 

There is, however, an alternate algorithm for solving tridiagonal systems, 

called cyclic reduction, which allows for vectorization, and which is optimal 

for the Cray-1. Software based on this algorithm is now being ,used in LASNEX 

to solve tridiagonal linear systems in the subroutines mentioned above. The 

new algorithm runs as much~s five times faster than the standard algorithm on 

the Cray-1. 

A. The Basic Algorithm. 

Consider a tridiagonal linear system of equations 

b. 1x. 1 + a.x. + c.x.+l = y., 
1- 1- 1 1 1 1 1 

i = l,2, ... ,n 

with b0 = c - o n - • The standard algorithm for solving these equations is 

d. = (a. 
1 1 

and 

) -1 
R.. ,c. l 

1- 1-
for = 1 , 2, ••• , n 

( l ) 

( 2) 
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.R.. = b.d. 
1 1 1 

fori = 1,2, •.• ,n- 1 , ( 3) 

followed by 

= 1,2, ... ,n (4) 

• 
and 

x. = d.(w. 
1 1 1 

= n,(n- 1), ••• 3,2, 1 ( 5) 

This algorithm is recursive and cannot be vectorized, and therfore will only 

run about twice as fast on the Cray-1 as it did on the CDC 7600. 

Note that the standard scalar algorithm is just LU decomposition. 1 

If our original equation is written in matrix notation as MX = Y, with 

( a, q 0 0 

b 1 a2 C2 0 
f'-i "\ (6) 

0 b2 a3 C3 

0 0 b3 a4 

"' then we may decompose M as a lower-triangular-matrix L with unit diagonal 

~lements and an upper-triangular-matrix U, i.e., M = LU. Here 

0 0 0 

.R.l 0 0 
L = (7) • 0 .R-2 0 

0 0 .R-3 • 
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3 

and 

-1 0 0 dl cl 

0 -1 0 d2 c2 
u ;;; 

d-1 
(8) 

0 0 c3 3 

0 0 0 -1 
d4 

Then we solve LW "' Y and UX = W to find X. 

To obtain an algorithm which allows some vectorization we reorder the 

rows and columns of our matrix so that first we take all the odd multiples of 

1, then all the odd multiples of 2, then all the odd multiples of 22, etc. 

Thus w~ apply a permutation P which takes the original ordering, 1,2,3,.~.,n 

into the new ordering 

1 ,3,5, 7' ... ,2,6, 10, 14, ... ,4, 12,20,28, ... ,8,24,40,56, .•• ' 

(9) 

Here p is the highest power of 2 with 2P < n. 

Our original matrix equation now becomes 

( P MP - l )( P X ) = ( P Y ) • ( 10) 

If we perform LU decomposition on this reordered matrix we obtain a new 

algorithm called cyclic reduction. This algorithm is vectorizable because we 

are eliminating all the odd variables first (which are not coupled to each 

other), then all the odd-multiple-of-2 variables (which are not coupled to 

,. 
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each other), and so on. Furthermore, the fact that the algorithm is just LU 

decomposition on a permuted matrix tells us that it is just as stable as the 

standard scalar algorithm, a virtue not shared by other methods for 

vectorizing tridiagonal systems such as recursive doubling. 

Applying the standard formulas for LU decomposition, and eliminating 

those terms which are zero because of the particular sparsity pattern of our 

reordered matrix, we obtain 

-;;o_ __ -o _ ":::10 
~ b.,u. - c. and u. = 

1 1 1 1 1 
= l, ••• ,(n- l),n 

Then for each q = 0,1,2,3, ••• ~p we take 

.Q = -q dq 
~(2i~1) 1 (2i-l) (2i-1)' 

= -q 1 (2i)' 

-q 
u(2i-1)' 

1 < 2 i ~ r(q,n) , 

< 2i < r(q,n); 

2 < 2i < r(q,n) , 

< 2i -1 < r{q,n) 

2 < 2i < r(q,n), 

a.q+l 
1 

- aq .q uq - .q uq 
- 2i - ~(2i-:-1) (2i-1) ~(2i) (2i) ' 

< i ~ r( q+ 1 , n) , 

";; {_ q+ 1 ) = _ n q 0 q 
~1 ~2i~(2i+l)' < i < r ( q+ 1 , n) , 

1 < < r{q+l,n), 

( 11) 

( 12) 

• 

e 
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where r(q,n) is the largest integer, r, such that r • 2q < n. 

For the solve, we let 

w~ 
1 

= l,2, ... ,n. 

Then for each q = 0,1,2, ... ,(p- 1) we take 

( q+ 1 ) 
= 

q q q uq · wq w. w(2i) -.11.(2i-l) w(2i-l) 1 (2i) (2i+l) 

for i = 1 , 2 , ... , r ( q+ 1 , n ) 

we set x~ = p p 
dl wl ' and then for each q = (p·- 1), (p- 2), ... ,4,3,2,1,0 

we take 

q = ( q+ 1 ) 
2 < 2i .S. r(q,n) x(2i) X. ' 1 

and 

q 
x(2i-l) = d(2i-l) [w(2i-l) 

q q 
-

1 (2i-2) x(2i-2) 

q q J 
- u(2i-l) x(2i)' < 2i - 1 .s_ r(q,n). 

Finally, x. = 
1 

0 . . 
x;, for 1 = l, ... ,n. 

Clearly all the above operations at the q level of reduction are 

( 13) 

( 14) 

( 15) 

vectorizable with vector length r(q + 1, n). Thus we now have a vectorizable 

• algorithm with vectorization on lengths nil, n/4, n/8, ... ,1. 



6 

B. Implementation on the Cray-1. 

The numbers r(q,n) are easily calculated from r(O,n) = n and 

r(q+l,n) = SHIFTR[r(q,n), 1] , 

where ~HIFTR(n 1 ,n 2 ) is n1 (in binary notation) shifted right n2 

positions with the rightmost n2 bits of n1 ·lost off the end. SHIFTR(r,l) 

( 16) 

= r/2 but on the Cray-1 the shift operation is much faster than the integer 

divide. 

It is important to give consideration to storage layout and possible 

memory bank conflicts. Consider for example the forward sweep of the solve. 

The 11 natural 11 storage layout is to store w~q+l) in the [.i • 2(q+l)] 

1 t f th Y d . t k . t . q . th ( q+ 1 ) e emen o e array an JUS eep overwr1 1ng w( 2i) w1 w1 . 

The problem with this is that vector reads from and writes to memory in 

increments of 2q on the Cray-1 cause bank conflicts and loss of speed if 

q > 2. For q = 0, 1,2 we can read or write one word per clock period. For 

q = 3 this degrades to one word every two clock periods and for q ~ 4 the 

performance degrades to one word every four clock periods. To eliminate this 

problem we use the following storage scheme. 

w~ = yi is stored in the first n ~ r(O,n) elements of the Y 

array. w~ is stored in the next r(l,n) elements of theY array, and so 

on. Thus 

w~ = Y[s(q,n)+i] ' ( 17) 

• 

·-
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where s(O,n) = 0 and s(q + 1, n) = s(q,n) + r(q,n). x9 is stored in the 
1 

same locations as w~. The matrix elements ~~ and 1~ are 

-q q 
stored in b[s(q,n) + i]' ui and ui are stored in c[s(q,n) + i]' 

d~ and a~ are stored in a[s(q,n)+i]" With this storage schem~ 

~• all memory reads and writes are done in increments of 1 and 2, and all bank 

conflicts are eliminated. Since 

p 
I 

q=O 
r(q,n) < 

p 
~ 
L 

q=O 

the arrays a,b,c, and y must now be 2n elements long instead of n elements 

long, and so we need twice as much storage as is required for the standard 

(18) 

scalar algorithm. If this increase in storage is unacceptable it is possible. 

to shuffle the elements in place and have no increase in storge for y and a 

but at the expense of the extra time required for the shuffle. For b and c. 

(& and u) the storage must double because both '(2i) and 

q d q . q . d f th 1 Th '( 2i-l) an u( 2i) and u( 2i-l) are neede or e so ve. us 

on the forward sweep of the solve, after calculating w~, with 

i=l,2, ... ,r(l,n), we could store w~ in the first r(l,n) words of yi and 

move (shuffle) w(zi-l) to the last (n-r(l,n)) words of Y;· Then 

w~ is stored in the first r(2,n) words of yi while w~ 2 i-l) is 

moved to the next (r(l,n)-r(2,n)) words of yi, etc. (The storage for the 

d9 array may be similarly arranged.) With this scheme the storage 
1 

requirement will be only 50% greater instead of 100%. 

C. Performance. 

This algorithm was hand-coded for the Cray-1 by R. E. von Holdt for 

both the symmetric and nonsymmetric matrix cases. In Fig. 1 the hand coded 
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vector cyclic reduction algorithm is compared with the Cray-1 FORTRAN CFT

compiled standard scalar algorithm. N is the problem dimension and 

(ts/tv) is the relative execution time of the scalar and vector 

algorithms. The cyclic reduction algorithm was also coded with CFT and it was 

asymptotically about 4.5 times faster than the CFT scalar algorithm; thus the 

hand coding made only a 50% improvement over CFT. 

PART II 

A VECTORIZABLE INCOMPLETE CHOLESKY-CONJUGATE 

GRADIENT (ICCG) ALGORITHM FOR THE CRAY-1 COMPUTER 

In LASNEX, the two-dimensional radiation transport, electron thermal 

conduction, ion thermal conduction and neutron transport all use ICCG to solve 

the transport equations. We have been using the ICCG method2 to solve the 

diffusion equation with a nine-point coupling3 scheme on the CDC 7600. In 

going from the CDC 7600 to the Cray-1, a large part of the algorithm consists 

of solving tridiagonal linear systems on each L line of the Lagrangian mesh in 

a manner which is not vectorizable. Therefore a direct translation from the 

7600 to the Cray would not give much increase in running speed because the 

vectorization potential of the Cray cannot be used. We have developed an 

alternate ICCG algorithm for the Cray-1 which utilizes a block form of the 

cyclic reduction algorithm described in the previous article. This new 

algorithm allows full vectorization and runs as much as five. times faster 

than the old algorithm on the Cray-1. It is now being used in Cray LASNEX to 

solve the two-dimensional diffusion equation in all the physics subroutines 

mentioned above. 



.. 

• 

9 

A. Basic Algorithm 

We have an equation, MX = Y, where M is positive definite and 

symmetric, and the sparsity pattern is such that M .. , M. {. l)' 
1 , 1 1, 1~ 

fvli,{i~KfvlAX)' fvli,{i,!.KMAX~ l) are the only nonzero elements. 

The ICCG method consists in finding an approximate Cholesky 

decomposition forM~ LDLT, and then using the conjugate gradient 
, T -1 

algorithm. Let r 0 = y - MXo and Po = (LDL ) r 0, then 

T -1 a. = [ri,(LDL ) ri]/{pi,Mpi) 
1 

xi+l = X. + a .p.' 
1 1 1 

ri+l = r. a.Mp. 
1 1 1 

b. T -1 T -1 = [r(i+l)'{LDL) r(i+l)]/[ri'(LDL) ri]' 1 

pi+l = (LDLT f l r(i+l) + b.p. 
1 1 ' 

fori= 0, 1,2, .•.. 

This algorithm is trivially·vectorizable except for the evaluation of 

the approximate inverse on the residual, (LDLT)- 1ri. With the choice 

tor the approximate Cholesky d~composition given in Ref. 2 this is a recursive 

operation which can only go at scalar speeds on the Cray-1. To improve it we 

must use a different approximate decomposition which allows for vectorization. 

To see how this is done we first write the exact Cholesky 

decomposition in block form, in which our matrix M can be written 
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Al BT 
1 0 0 

Bl A2 BT 
2 0 

M = 
0 B2 A3 BT 

3. 

0 0 B3. A4. 

where the A; and B; are tridiagonal matrices of dimension KMAX, and i = 

1,2,3, .•. ,LMAX. The standard block Cholesky decomposition may now be written 

M = LOLT, where 

I Ll 0 0 0 

cl L . 
2 0 0 

L = 
0 c2 L3 0 

0 0 c3. L4. 

and 

01 0 0 0 \ 0 02 0 0 
0 = 

0 0 03 0 

0 0 0 04. 

Here the Li are lower triangular matrices whose diagonal elements are all 

1, the Oi are diagonal matrices, and L;, Ci, Oi are given recursively 

by 

. ... 

• 
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( 19) 

and 

(20) 

for = l,2,3, ••• ,LfvlAX. we use the notation L-T = (LT)-1. 

If we write the unknown and right-hand-side vectors in block form, 

(XI yl 

x2 y2 

: \ ~3 
y3 

X y = 

I • 
\ . 

. T 
where Xi, Yi are vectors of length KMAX, then LDL X= Y may be solved by 

a forward sweep, 

( 21 ) 

for = 1,2,3, ••• ,LMAX, and a backward sweep, 

( 22) 

• for = LMAX,(Lfv~X-1), •.. ,3,2, 1. 
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To obtain an algorithm which allows vectorization we again apply the 

cyclic reduction permutation but we apply it only to the KMAX by KMAX blocks 

and within a block we retain the standard ordering.4 Thus the blocks are 

now ordered L = 1,3,5,7, .••.• ,2,6, 10, l4, •.•• ,2P. Here pis the highest 

power of 2 with 2P ~ LMAX. Within a block the elements are still ordered 

K = 1,2,3,4, ... ,K~~X. 

As in Part I our equation MX = Y, becomes 

(PMP- 1)(PX) = (PY), 

and we now perform block LU decomposition of this block· permuted matrix. 

Applying the standard formulas for block LU decomposition and 

retaining only the non zero blocks we obtain the following algorithm: Let 

0 0 B.= B., A.= A., i = 1,2, •.•• ,LMAX. 1 1 1 1 

Then for each q = 0, 1,2,3, ••. ,p we take 

1 ~ 2i-l ~ r(q,LMAX), 

(23) 

(24} 

q q q -T q -1 . 
C(2i-l) = B(2i-l)(L(2i-l)) (D(2i-l)) '1 ~ 21-l < r(q,LMAX), (25} 

q 
c(2i) = q -1 q -1 q 

(D(2i+l)) (L(2i+l}) B(2i) 2 < 2i < r( q,LMAX), (26} 

A~q+l} - Aq q q . q T 
- ( 2 i) - c(2i-l )D(2i-l )(c(2i-l}) 1 

q T q q 
(c(2i)) 0(2i+l}c(2i)' 1 < i < r(q+l,LMAX), ( 27) 

... 

• 

• 

·~ 
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s~q+l) - cq oq cq 
1 - - (2i+l) (2i+l) (2i) 1 ~ i < r(q+l,LMAX), (28) 

- where r(q,LMAX) is the largest integer, r, such that r•2q < LMAX. This 

completes the decomposition . .. 
For the solve we let 

-o Wi = Yi , i = 1,2,3, •••• ,LMAX. 

Then for each q = 0, 1,2,3, .•• ,(p-l) we take 

q - q )-1-q 
w(2i-l) - (L(2i-l) w(2i-l) ' 1 < 2i-i ~ r(q,LMAX), (29) 

-w(q+l)- r-.q cq wq · (Cq )Twq · 
i - w(2i)- (2i-l) (2i-l)- 2i. (2i+l) ' 

1 ~ i ~ r(q+l,LMAX), (30) 

and finally W~ = (L~)-l CJ~ 

This completes the forward sweep. 

For the backward sweep we set 

• 
and then for q = (p-l),(p-2), ...• ,3,2, 1,0 we take 

Xq - x(q+l) 
(2i) - i < i < r(q+l,LMAX), ( 31) 

followed by 
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q q )-T q )-1 q q q 
x(2i-l) = (L(2i-l) ((o(2i-l) w(2i-l) - c{2i-2) x(2i-2) 

q T q 
- ( c ( 2 i -1) ) x2 i ) ' 1 ~ (2i-l) ~ r(q,LMAX), (32) 

and. f1'nally X. =. x9 for 1· 1 2 3 LMAX 1 1 = ' ' , ••• , • This completes the solve. 

Note that the L~O~(L~)T decomposition in Eq. (24) is uniquely 

determined by requiring that the diagonal elementsof the (KMAX by KMAX) lower 

triangular matrices L~, all be equal to 1. The 0~ are diagonal 

(Kt-'lAX by KMAX) matrices and the Cholesky decomposition theorem assures us that 

all of the diagonal elements of 0~ are positive. 

Now let us examine the sparsity pattern of A1, L1 and 

c{ for the case of exact cholesky decomposition. A~ is tridiagonal 

so L~2 i-l) will be lower tridiagonal. Since B~ is tridiagonal, Eqs. 

(25) and (26) imply that (C~2 i-l))jk will be nonzero for k+l ~ j, and 

(C~2 i))jk will be nonzero for j+l ~ k. Equations (27) and (28) thus 

imply that A~ and B~ are dense matrices (all elements nonzero) and 

so L~ 2 i-l) is dense lower triangular and in general A~ and B~ 

are dense matrices. Thus we have extensive fill in. 

We seek an approximate LDLT decomposition which has no fill in. To 

accomplish this, in Eqs. (25) and (26) we throw away all but the tridiagonal 

q q -1 q q q -T 
part of Ci. In evaluating (L( 2i+l)) B( 2i) and (B( 2i-l))(L( 2i-l)) , we 

neither compute nor store any elements outside the tridiagonal bands. Then in 

equations (27) and (28) we throw away (i.e. neither compute ~or store) all but 
q q ( q )T the tridiagonal part of c(2i-l) 0(2i-l) c(2i-1) ' 

( q )T q q q q . q 
c2i 0(2i+l) c(2i) and c(2i+l) 0{2i+l) c(2i) • 

• 

.. 

• 
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Thus we assure that A1 and B1 retain the same sparsity pattern as 

A; and Bi and we obtain an incomplete block LDLT decomposition. 

Having obtained the incomplete LDLT decomposition we perform the 

forward and backward sweep of the solve exactly as in Eqs. (29) thru (32) 

except that in Eqs. (30) and (32), c(2i-l) is replaced by 

q q -T · q -1 q 
B( 2i-l)(L( 2i-l)) (D( 2i-l)) and c2i is replaced by 

q -1 q -1 q 
(D2i+l) (L( 2i+l)) .B( 2i)• These are no longer equivalent because, for 

\ 

which is dense upper triangular. This has several advantages. First, the C's 

are now only temporary quantities used during the course of the incomplete 

decomposition and need not be saved. Thus, we save memory space. Second, 

. q ( q ) - T( q ) - 1 . T us1ng B( 2i-l) L( 2i-l) o( 2i-l) 1s closer to the exact LDL decomposition 

than using the tridiagonal c(2i-l) and so we expect (and numerical experiment 

confirms this expectation) to converge in fewer conjugate gradient iterations 

th~n if we had used the C's. The only price we pay is that evaluating (Y-CX) 

requires 3 adds and 3 multiplies per vector element whereas (Y-(BL-To- 1)X) 

requires 4 adds and 5 multiplies per element • 
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Since we are doing an incomplete decomposition there is no longer any 

guarantee that in Eq. (24) the pivots (o(2i-l))jj will be> 0. Therefore, in 

evaluating o(2i-l) we take (o(2i-l))jj = IZI , where 

z = ( A ( 2 i - 1 ) ) j j - ( ( A ( 2 i - 1 ) ) ( j -1 ) j )y D ( 2 i - 1 ) ) ( j - 1 ) ( j-1) ' ( 3 3 ) 

instead of the usual (D(2i-l)) jj = Z. This assures that our incomplete LDLT 

will be positive definite. 

Clearly all the operations at the q'th level of reduction are 

vectorizable with vector length r(q+l,LMAX). Thus we now have a vectorizable 

algorithm on vector lengths LMAX/2, L~1AX/4, LMAX/8, ••• , 1. 

B. Array Storage 

For· our memory usage we simply generalize the storage layout 

described in Part I (see Eqs. (16), (17), and (18). On input X;, v1, 

M(i+KMAX+l)i' M(i+KMAX)i' M(i+KMAX-l)i' M(i+l)i' and M;; with 

i = 1,2,3, .•• , (KMAX*LMAX) are stored as 7 vectors, each of length 

(2*KMAX*L~~X), except for Y; which has length (KMAX*LMAX). On input, X; 

has the initial guess for the solution vector. In these vectors the input 

numbers are stored in the first (KMAX*LMAX) words while the second (KMAX*LMAX) 

words are scratch space. Then as we proceed through the decomposition 

( Dg) . . is stored in Mkk, where 
1 JJ 

k = KMAX*s(q,LMAX) + i*KMAX + j 

and s(q,LMAX) is defined after Eq. (17), 

(34) • 
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(L~){j+l)j is stored in M{k+l)k and (B~)jj' (B~)(j~l)j 

are stored in M(k+KMAX)k' M(k+KMAX~l)k respectively. As we proceed 

through the solve (W~)j and (X~)j are stored in Xk. Clearly, 

since i is the index on which we vectorize, we have avoided all bank conflicts 

• on the Cray so long as K~~X is odd. If KMAX is not odd we simply let KMAX 1 

= KMAX+l and solve a new matrix equation M1 X1 = Y1
, where if i = n*KMAX 1 

I I 

(n = 1,2, .•. ,LMAX), then M .. = M .. = o .. and if i and j are not 
lJ Jl lJ 

I 

multiples of KMAX 1 then M .. = M ... Note also that we store 
lJ lJ 

(D~)-1 instead of (D~) since only (D~)- 1 appears in the 

course of the solve, and multiplies are much faster than divides on the Cray 1. 

C. Minimization of Bandwidth 

It was shown in reference (2) that if KMAX > LMAX, faster 

convergence of the ICCG algorithm can be obtained by first transposing the 

grid so we have KMAX blocks of dimension LMAX instead of the initial choice of 

L~IAX blocks each of dimension KMAX. This is true because by making the 

dimension of (Ag) as small as possible we minimize the error we make when 
1 

we throw away those elements of (A~) outside the tridiagonal bands. With 

our new vectorizable scheme transpos·ing the grid if KMAX > LMAX has the 

added advantage that (LMAX/2(q+l)) which is the length of all our vector 

operations is made as large as possible. 

o. Incomp.lete Cyclic Reduction 

A further improvement of the algorithm may be obtained by early 

termination of the cyclic reduction. It has been shown5 that in many cases 

as we proceed through the decomposition algorithm (Eqs. (24) through (28)) the 
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elements of s\q+l) become negligible relative to the elements of 

A~q+l) as q increases. This suggests that instead of continuing the 
1 

algorithm until q = p, we perform {24) through (28) for q = 0, 1,2,3, ••• ,(S-l) 

(where S < p) and then simply assume that s1 = 0. Then we take 

L~ 0~ (L~)T =A~ 1 < i _< r(S,LMAX), 
1 1 1 1 

and we are done with the decomposition. 

For the forward sweep of the solve we perform (29) and (30) for 

q =0, 1,2, .•• ,(5-1) and then 

1 < i ~ r(S,LMAX). 

For the backward sweep of the solve we do 

< i ~ r(S,LMAX), 

and then perform (31) and (32) for q = (S-l),(S-2), ... ,3,2,1,0. 

Thus we can often obtain almost as good an approximate inverse with 

considerably less computational effort. Furthermore, we have eliminated just 

those computations which have vector lengths of (LMAX/2q), where q > S, 

and these are just the very short vector computations which will run .at not 

much better than scalar speeds on the Cray 1. Finally if our assumption that 

B~ = 0 is wrong, it will only mean that LDLT is not as good an 

approximate inverse as if we had continued the cyclic reduction until q = p. 

This will only make the conjugate gradient algorithm take more iterations 
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until convergence is reached and the correct answer will still be obtained. 

In practice one needs to experiment with one•s typical mix of problems until 

the best compromise between fewer levels of cyclic reduction, and fewer 

conjugate gradient iterations is found. 
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E. Performance· 

The new algorithm has been tried out on a wide variety of test problems 

including the model problem from Ref. 2, a typical real problem taken from a 

laser fusion simulation and a set of M matrices whose elements were randomly 

generated and whose mean degree of diagonal dominance was adjustable to obtain 

matrices with different degrees of ill conditioning. 

Incomplete cyclic reduction worked very well. For all the matrices we 

tried it was true that the 11 811 blocks decreased very rapidly (in fact they 

decreased quadratically as predicted in Ref. 4) relative to the 11A11 blocks. 

Even for the stiffest problems it was never necessary to go beyond 5=3 to get 

the fastest possible running time (see Sec. D for the definition of S). 

Figure 2 shows.relative running times for the new vectorizable algorithm 

and the scalar algorithm given in Ref. 2. KMAX was held fixed at KMAX=5 and 

LMAX was varied from 4 to 8000. The matrices were generated by setting each 

~ubdiagonal element M(i+l)i' M(i+KMAX)i' M(i+KMAX-l)i, and 

M ( i+KMAX+ 1) i to a different ra.ndom number between -1 and 0. 

This fixes the superdiagonals since M is symmetric. Then we set 

M. . = a *RANF - I M · · 
1 1 . J 1 

J 

where the summation is over all the off diagonal elements in the i'th column, 

RANF is a random number between 0 and 1, and a is a stiffness parameter. By 

construction M is a diagonally dominant M matrix and so is positive definite. 6 

We chose a random X vector, found Y from 

Y = MX, 

and then solved Y = MX using ICCG until 11xn - X II/ II x II ::_ w-7, were 

xn was the ICCG solution for X after n iterations and !I x li was the 

.. 

.-
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Euclidean norm. Both the old and new algorithms were written in fortran, 

compliled with CFT and run on the CRAY 1 computer. The new algorithm was 

completely vectorized. The old algorithm was completely vectorized except for 

the incomplete factorization, 

LDL T ~ M 

and the incomp1ete solve 

(LDLT)-1r. 
1 

These operations are recursive and cannot be vectorized. The ratio of the CPU 

times is shown in Fig. 2 for three different values of a. Asymptotically 

the new algorithm runs 3 to 5 times faster than the old. As the problem got 

stiffer the new algorithm tended to take· a few more iterations than the old. 

This is why the speed increase is less for small a. 
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PART III 

CYCLIC REDUCTION ON FUTURE MACHINES 

On the CRAY 1 computer the algorithms presented in Parts I and II run 3 

to 7 times faster than their scalar counterparts. The CRAY 1 is a pipeline 

machine with no multiprocessing. There is only one vector add unit~ one 

vector multiply unit, etc. As soon as computing machines become available 

with true parallel processing our algorithms can take immediate advantage of 

them with no modifications to the algorithms. Thus on a machine with four 

parallel vector pipelines for each arithmetic operation, each of our vector 

operations could split into 4 pieces each of which went to one of the 4 

pipelines. Assuming the memory was properly designed so it could feed the 4 

pipelines as fast as they can compute, the algorithms presented in this 

article would then run 12 to 28 times faster than their scalar counterparts. 

In general if we have P parallel processors our vector algorithm for the 

tridiagonal linear system will run in -(N/Q) + log2(Q) units of time 

(where N is the order of the linear system, and Q = MIN(N,P)) as compared to 

-N units of time for the single pipeline (P = 1) machine (such as the CRAY 

1). Similarly the vector block tridiagonal algorithm will run in 

-KMAX*(-(LMAX/Q) + log2(Q)) vnits of time as compared to -KMAX*LMAX for the 

CRAY l (here Q = MIN(LMAX,P)). 

Thus even though these algorithms already have a distinct speed advantage 

on current computing machines their ultimate potential will only be realized 

on future machines where the ratio of scalar algorithm to vector algorithm 

execution times will be -N/(log2N) for a tridiagonal system of 

order N and a machine with P parallel processors with P>N. 

•' 

.. 
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FIGURE CAPTIONS 

Fig. 1. Ratio of scalar to vector execution times for the solution of a 

tridiagonal matrix of length N. For both symmetric (a) and asymmetric (b) 

matrices, the asymptotic rate of the vector cyclic reduction algorithm is more 

than six times the scalar rate, but this speedup can be achieved only with 

relatively long vectors. 

Fig. 2. Ratio of scalar to vector execution times for the solution of a 9 

point coupling, block tridiagonal matrix. LMAX is the number of blocks. a 

is a stiffness paramter. 
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Fig. 1. Ratio of scalar to vector execution times for the solution of a tridiagonal matrix of length N. for both symmetric (a) and 
asymmetric (b) matrices, the asymptotic rate of the vector cyclic reduction algorithm is more than six times the scalar rate, but this 
speedup can be achieved only with relatively long vectors. 
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