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FUTURE TRENDS IN COMPUTER HARDWARE* 
E. A. Feustel, C. A. Jensen, and F. H. MoMahon 

Lawrence Livermore Laboratory 
Livermore, California 

Abstract 
Vector processors, parallel processors, and 

sequential processors with much concurrency are 
considered. Some real codes can be shown to be 
almost completely suitable for parallel and 
vector processors. However, vector to scalar 
speed ratios can be so large for the vector and 
parallel machines that even a small residual 
scalar content is a serious problem. Monte Carlo 
approaches and Implicit differencing schemes 
yield shorter vectors than explicit differencing 
schemes, causing problems due to long vector 
operation start up times. 

Programming in a vector language may be a 
more global and easier to understand approach to 
programming. It is necessary to use such an 
approach In order to attain some reasonable frac
tion of the potential speed of a vector or parallel 
processor, 

Introduction and Summary 

The utility of various scientific processor 
architectures Is weighed against a set of codes 
used at Lawrence Livermore Laboratory (LLL). 
On the basis of experience gained In the develop
ment of parallel programs, vector machines, 
parallel machines, and concurrent machines are 
considered. 

The idea of utility is Interpreted to relate to 
the question of how useful the maximum speeds of 
processors are when an entire program, rather 
than small parts, such as inner loops, is the 
weighting factor. Utility Is also associated with 
the range of classes of numerical techniques which 
can be comfortably and easily mated to a given 
processor architecture. 

It Is desirable to consider ease of programming 
as an aspect of utility. It has not been possible to 
consider this as quantitatively as the other 
questions. But some comments are made on the 
subject. The future may bring better under
standing of general programming approaches sim
ultaneously suited to many classes of processor. 
For this paper, It Is usually assumed that coding 
is done In an appropriate assembly language, or 
in a language especially well mated to a given 
architecture. 

The point of view has been adopted that proc
essing speed In computational physics la closely 
related to the average number of floating point 
operations done per unit of time. It Is recognized 
that this approach Is not entirely correct, taut It la 
better than relating speed to Instructions executed 
per unit time. 

Hardware designers face common technological 
limits, Various design approaches have been the 

result of the competition to achieve maximum 
utility within these limits. As a result, parallel 
processors, vector processors, and serial proc
essors with instruction execution overlap (con
currency) have emerged as contenders for maxi
mum scientific utility. 

Code Parameters 

Code parameters have been separated into two 
sets. One set relates to constraints on memory 
hierarchical characteristics. The other set In
volves the'Interaction of the central processor;and 
memory. It Is not claimed that these parameters 
are more than Indicators of needs and performance. 

The first such parameter set concerns memory 
requirements and affects memory sizes, hierar
chies, transfer rates, and management. For the 
codes which consume most of the machine time at 
LLL, the parameters given In Table 1 are correct. 

Table 1. Memory size and hierarchical 
characteristics. 

Average number of floating 
point operations per variable 
per code cycle 

Size of variable space In 
primary storage (In words) 

Total size of variable space 
(In words)a 

Average I/O rate 

20-80 

100,000-350,000 

100,000-2,000,000 

5 kHz-100 kHz 

?60-blt words. 
This number is tape and printer oriented I/O. 
It does not include swapping or overlaying. The 
needs of the latter problem are suggested by 
the first Item. 

Clearly, the major codes at LLL are large. 
Looking ahead, there Is only one major code whose 
designers do not think will require more than 
500,000 words of primary storage In the future. 
The other major codes have already exceeded this 
In total size, or will, or their designers would 
like them to do so, 

Tape and printer oriented I/O rates are low, 
but the first parameter In Table 1 indicates that 
primary to/from secondary storage rates must be 
very high, if a code overflows Into secondary 
storage. For example, with an attainable vector 
processor, code could run at an average of 
30 million floating point operations per second and 
could do 30 floating point operations per variable, 

T; This work performed under the auspices of the U.S. Atomic Energy Commission, 
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Than, as the Information for a new cycle is 
brought in and that for an old one taken out, bi
directional primary-secondary storage transfer 
must proceed concurrent with computations at 
1 million words per second. For the future, this 
kind of rate seems to be most appropriately ob
tainable through block secondary storage and an 
associated appropriate data bus structure, r.ither 
than through sole reliance on disc as secondary 
storage. 

TabK 2 gives some Information that is primar
ily of interest for use with the vector and parallel 
machines. A "medium" length vector is about 
500 words. Length of 200 words or less would 
imply a "short" vector. This table was derived 
from actual operation and vector counts. It is not 
intuitively obvious that the codes could be vector
ized as completely &o the table indicates. 

Hardware Descriptions 

In a recent paper, M, J. Flynnd) has given 
four broad hardware classifications. While these 
are Idealized extremes and no one machine fits 
entirely In a given category, they arc UBeful for 
discussion purposes. They are; 

1. The single instruction stream-single data 
stream (SISD) organization. This char
acterizes most computing equipment today 
and is the archetype "serial" or strictly 
sequential machine. 

2. The single instruction stream-multiple 
data stream (SIMD) organization. This Is 

the archetype parallel machine, and 
ILLIAC IV with its single instruction de
coder driving 64 processing elements is 
the prototype realization. However, 
Control Data's STAR and Texas Instru
ment's (TI) ASC alao mostly fall into this 
class.* 

3. The multiple instruction stream-single 
data stream (MISD) organization. Only a 
few special purpose machines fall in thiB 
category, and most are the "dual" in 
instruction-data space of the SISD 
organization. 

4. The multiple instruction stream-multiple 
data stream (MIMD) organization. Any 
multiple processor system which permits 
processor-vtrucessor communication and 
synchronization falls into this category, 
although,it is not limited to such arrange
ments. Among the very large scientific 
machines only the experimental quad-
processor CDC B600 fits In this organiza
tion. However, the multiple pipe Tl ASC's 
have some aspects of this organization, as 
do thu peripheral processor In the TI ASC 
and the set of them In the CDC 7600, 

Reference to a company or product name does 
not Imply approval or recommendation of the 
product by the University of California or the 
U. S. Atomic Energy Commission to the ex
clusion of others that may be suitable. 

Table 2, Properties of coding Intended for vector or parallel processors. 

Code Description 

Stze of 
variable 

space 
(in words) 

Long and 
medium Short 
vectors vectors 

(>200 words) (£200 words) 
% % 

Scalar 
operations 

% 

32 bit 
operations 

% 

Logic 
operations 

% 
No. 1 Elastic-plastic 

flow with slip 
planes using 
explicit differ
encing 

up to 
1,000,000 

94 6 15 0 20 

No. 2 Hydrodynamic 
using both ex
plicit and Im
plicit (10% of 
cps) differenc
ing 

up to 
350,000 

90 10 ? 70 10 

No. 3 Monte Carlo 
simulation of 
particle trans
port + hydro-
dynamic 

up to 
2,000,000 

~100 -0 ? 85 -15 

If! More Monte 
Carlo + more 
reliance on 
Impllcl' dif
ferencing 
schemes 

>1,000,000 Implicit dif-
for the ferenclng 
Monte and complex 
Carlo codes Monte Carlo 

reduce per
centage and 
length of 
vectors 

? ? 



Concurrent machines, such as the CDC 7600, 
serve as a useful reference point. This 1B be
cause some experience has been built up on them, 
and because, for the 7600, there is an interesting 
"Dr. Jekyll - Mr. Hyde" character which allows 
it to seem pure SISD or pure SIMD. 

Our experience is that for the 7600, a 
FORTRAN compiler produces code yielding from 
about one floating point operand per microsecond 
to as much as 5,5 floating point operations per 
microsecond.'*) However, the average for an 
entire code is not usually likely to exceed three 
floating point operations per microsecond. 

At LLL, a subset of the arithmetic instruction 
set of CDC's STAR has been emulated on the 
7600 by Frank McMahon.w) Lansing Sloan has 
also emulated some trladlc operations such as 
A * B t C + D, where A, B, C, and, D are 
vectors.w This STAR emulation uses the '7600 
Instruction stack, overlapped instruction issue 
capability, and in-stack looping to achieve around 
eight floating point operations per microsecond 
for the dyadic operations (e.g., the STAR instruc
tion set) and around eleven floating point opera
tions per microsecond for the triads. These 
rates are essentially identical to what a good 
handcodcr will get for most problems - irrespec
tive of whether or not he adopted this "vector" 
viewpoint. 

When operated using these emulations (labeled 
"ln-stnck loops," or simply "stack loops") almost 
exclusively, we cull the 7600 a "vector 7600." 
These emulations increase the result rates by 
factors of from 1 to 5, depending on whether or 
not the original coding was in good hand code, or 
on how well the programmer, the problem, and 
the compiler interacted. 

This discussion of the 7600 calls attention to a 
feature shared by all present architectures, i, e., 
the speed ratio between code that makes the 
machine work well and code that doesn't is very 
large. For the 7600 the ratio is about 5 to 1, and 
a good FORTRAN can get 30% or more of the 
7600's potential. This ratio is likely to be an 
order of magnitude larger for pure vector or 
parallel approaches. 

Vector machines are based on the idea that, if 
the same operation is to be repeated many times 
on different operands, then one can arrange the 
machine in an assembly line fashion. In this ar
rangement, a part of a processing step is done at 
each stage of the assembly line during a machine 
cycle. As for a conventional assembly line, the 
Idea Is to keep all the parts as busy as possible 
to maximally utilize the resources of the system. 

Such processors may be divided into four seg
ments: 1) the Instruction decoder, 2) the buffers 
to hold operands coming to and from memory, 
3) the arithmetic "pipe'r segment, where the actual 
arithmetic is done and 4) (recognizing that the 
approach may not always be appropriate) a set of 
Internal hardware registers for holding scalars. 

Memory bandwidth is most economically 
attained by arranging the memory in banks (inter
leaving) and with word sizes which are large 
multiples of the CPU word size. Memory banks 
can then be started up one machine cycle apart, 

even if the memory cycle time is longer than the 
machine cycle time. The number of CPU words 
in a memory word is closely matched to the CPU 
result time so that the necessary two CPU word 
fetches and one CPU word store can occur per 
CPU operand result. The memory buffers are the 
devices which function as the "elastic bands" to 
keep all these input and output operandr 
synchronized between CPU and memory. Thus a 
certain ladder-like arrangement begins to appear 
in which operands are put in their place on a buffer 
queue, awaiting their turn for the next processing 
step. 

The same ladder or queue arrangement shows up 
in the instruction decoder Itself. This decoder 
may not do all the decoding of an instruction In one 
cycle. Because the processor is terribly complex, 
instruction conflict resolution Is very difficult and 
the beat that can be done is conflict detection., If 
this is the case, the instruction decoder halts 
until a conflict Is resolved. Also, instructions 
must keep their place in the queue. That is, even 
if a scalar rtsult Is needed quickly and Its gener
ation involves no conflicts, the generating Instruc
tion Is forced to remain in queue in the instruction 
decoder. 

The arithmetic pipe Is constructed to give high 
assembly line (vector) speed for all operations 
with minimum hardware cost. This entails an 
arrangement which takes much longer to produce 
a given arithmetic result than an arrangement 
with Independent arithmetic functional units. 

In contrast to the Interleaved high bandwidth 
memory arrangement, economy may dictate that 
the Internal CPU registers share a single bus. In 
this case, only one operand can be stored or 
fetched from these registers per CPU cycle. 

Thus, the result of all the emphasis on pro
ducing a number crunching assembly line is that 
each step taken to speed up the vector process 
rates slow down scalar processing. Vector start 
up times may also be increased, so that the mini
mum length vector which can be efficiently pro
cessed is lengthened. 

The effect is to make such a processor suitable 
only for nearly pure vector problems with sub
stantia? vector lengths. For example, we have 
defined a "medium" length vector as one which 
requires approximately 10% of the total processing 
time for start up. This definition, combined with 
all the queues which have to be followed In start 
up, makes medium length vectors on the order of 
hundreds of elements long for any foreseeable 
architecture. 

For scalar work, the limit on rates Is dictated 
by the nature of the scalar Instruction set (e, g„ 
register-to-register, register-to-memory, etc.), 
the bandwidth of associated buBeB (e, g„ CPU 
register, memory buffer), and the number of 
machine cycles per instruction Issue. This limit 
may be a sizable fraction of the vector rate. 
However, to achieve this limit, one must be 
dealing with highly concurrent coding, so that one 
Is "streaming" the scalar Instructions and their 
operands through the various queues, and there 
must be an appropriate number of registers 
readily available to contain operands. While the 
details will be heavily dependent on the processor 
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architectural details, the probable result is that 
for most real world Instances nothing like the 
maximum scalar operand result rate Is likely to 
be maintained for useful periods of time. 

An associated problem with scalars, sufficiently 
important to receive special attention, is the 
scalar fetch time from memory. For the reasons 
of hardware economy discussed above and on 
account of the ladder-like or assembly line 
architecture, a scalar and its associated instruc
tion decode must pass through many steps on the 
way from memory to a CPU destination, taking 
one machine cycle per step. In consequence, 
memory fetch time may have little relationship to 
the actual time it takes to get a scalar to a useful 
working point. In fact, for known realizations of 
the vector approach, one could set the memory 
fetch time to zero and it would not substantially 
affect the time It takes to get a scalar from 
memory to the CPU. (The real utility of a short 
memory cycle is in a reduction of the sisse and 
complexity of the buffer connecting memory and 
the CPU, which then does, as a side effect, re
duce effective fetch time.) Hence, there are real 
problems with scalar code if it is not concurrent 
but has substantial serial character. Further, as 
the fraction of scalars is reduced and one 
approaches a pure vector computation, the re
maining small fraction of scalars will be less and 
less concurrent. 

The point of all this is that vector processor 
computational power may be cannibalized by a 
large fraction of scalar coding, but even a small 
fraction will have a deleterious effect all out of 
proportion to Its size. 

This same discussion should make It clear that, 
since the vector processors amount to exception
ally strung out concurrent processors when 
dealing with scalars, experience with higher level 
languages on concurrent machines should apply 
here as well. 

It is known that, for the vector processor 
architecture, compilers which do not have vector 
instructions in the source language will have dif
ficulty generating them in any but the simplest 
cases. And the compiler Is faced with a formidable 
task for the case of generating efficient scalar 
code. There does not seem to be any substantial 
evidence as yet that compilers can overcome these 
difficulties in any useful way. 

Another problem, due to the Interleaved mem
ory, wide bus, and long memory cycle time (if 
present), is the slow speed of any operation whose 
operands are not (almost) consecutive in storage. 
For example, matrix transposes would be done 
slowly. 

The question of mapping parts of vectors into 
parts of other vectors is a serious one. In the 
classical scalar machine this is done by Indexing. 
However, it is not clear that indexing buys very 
much In the vector approach. Indexing is likely to 
involve throwing away much memory bandwidth be
cause of the large memory word size compared to 
the CPU word size. In addition, a vector of 
indices may be generated which will consume a 
•ubstantlal amount of storage space. For reasons 
discussed below, the bit control vector approach 
seems to be more useful to mapping. 

All present vector and parallel machines use 
bit control vectors for logic operations. That is, 
if arithmetic operands in a vector (or set of 
vectors) are to be split into two branches, then a 
vectorized arithmetic logic operation is done to 
the appropriate vector (or vectors), generating a 
bit string of ones and zeros indicating the result 
of the test for each operand or pair of operands. 
The bit string is then used to generate new 
shortened vectors by pulling out appropriate oper
ands (under control of ones or zeros) for each 
branch from the original vectors. The arithmetic 
for each branch ,'s done separately and the results 
merged together again under the control of the bit 
vectors. No actual program branch occurs, be
cause the shortened vectors for each logical 
branch are given unique names and operated upon 
unconditionally. A similar procedure occurs for 
the simple problem of indexed operations: Bit 
vectors are generated; these bit vectors then con
trol the generation of arithmetic vectors, which 
are operated upon. 

For this kind of operation a rich Instruction set 
la very useful, including instructions which operate 
on bit vectors themselves by other bit control 
vectors. In general, our conclusion Is that bit 
control vectors are the most Important non-
arithmetic capability required in computational 
physics by a vector or parallel processor. It is 
worth pointing out that the bits should be stored in 
memory at maximum density or the size of memory 
devoted to bit strings can become excessive. 

For most cases, bit control vectors (or strings) 
replace Indexes in vector operations.(5) But the 
utility and power of the idea may not be immediately 
clear. For example, the bit string which is the 
Boolean result of an arithmetic comparison be
tween two vectors may be described simply in an 
appropriate language and generated by one instruc
tion in hardware. If subsequent operations are to 
be based on this comparison, then the bit string 
represents a well defined and compact mapping. 
For the general case, indexes may not be compact, 
and it may be difficult to prove an indexing scheme 
Is well defined. Furthermore, the bit string does 
not care how Irregular a mapping it describes, 
whereas Indexes lose utility once a fair degree of 
Irregularity is present. For one code which deals 
with many fluids Interacting in a turbulent viscous 
system, the minimum required bit vector storage 
space is 20,000 60-bit words (with 40,000 words 
being typical). It would probably not be possible 
to deal with this problem using Indexes. 

The parallel processor concept is older than the 
vector processor concept and its best realization -

ILLIAC IV - Is well described in the literature.^) 
In many ways the parallel processor can be com
pared directly to the vector processor. The ratio 
of vector to scalar speeds Is somewhat more 
clearly defined, because it will be approximately 
equal to the number of parallel processing elomenls, 
Hence, one cannot hope to attain high scalar speeds 
due to concurrency. However, In return, the 
simpler memory to processor interface substan
tially reduces operand fetch times compared to 
vector processors (although at a higher memory 
cost). To our thinking these aspects may be one 
of the more Important real differences between the 
vector and parallel approach. We see two other 
major differences. One is the modulo-number-of-
processing elements efficiency factor of the parallol 
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machine, which generates discontinuities in the 
overall efficiency as a function of data set size. 
The other is processing clement-to-processing 
element operand routing problems and complexity. 
The segmented memory of ILLIAC IV is unfortun
ate, but isn't necessarily an essential feature of 
the parallel approach. 

Some Programming Considerations 
For someone brought up with sequential pro

gramming, the vector machines seem hard to deal 
with. However, our experience is that, assuming 
the problem is appropriate for these machines, it 
can be programmed In a straightforward manner 
with a more global (vector) point of view. But one 
must abandon the scalar approach. Thus, even for 
the 7600, a program has to be re-thought and re
written to take advantage of the stack loops. The 
utility of the Btack loop approach for the 7600 might 
not have been recognized had people not been 
thinking about STAR. 

We especially want to make the point that we 
have seen no convincing evidence that any of these 
architectures will run efficiently on code generated 
by recompiling existing programs. 

Architecture 
The serial machines get fast scalar capability 

by way of memory word sizes which are the same 
as CPU word sizes, by multiple memory Inter
leaving, and by simple Interfaces between CPU and 
memory. They lose vector speed on account of the 
small number of CPU registers, the single bus be
tween CPU and memory, and the Inability of the 
instruction processor to issue instructions at htgh 
rates. 

The vector or pipeline machines get fast vector 
. capability through memory word sizes which are 

large multiples of CPU word sizes, multiple mem
ory Interleaving, and staged CPU processing pipes, 
which can each be kept busy all the time doing a 
given part of an operation. The price paid Is a 
ladder-like architecture convenient for vectors, 
but poor for scalers, because the scalars have to 
keep their plane on the ladder, even though they 
may be needed quickly and may require little 
processing. 

The Solomon or parallel machine can .wold the 
ladder problem, But there will always be a vector-
to-sarlul speed ratio approximately equal to the 
number of processing elements. 

The most serious oversight we can see In the 
present stream machines Is the explicit use of 
CPU registers to contain vector parameters. It 
seems to us the vector parameters should have 
been In the form of a vector descriptor stored In 
memory, not necessarily at the head of the 
vector.") ThlB would glvo a "tagged" vector 
architecture which would allow easier memory 
management and the possibility of doing some
thing on the order of nn APL-llke interpreter 
Indistinguishable from an APL-llke compiler. 
Memory management with the vector machines 
would sensibly bo based on managing the vectors 
themselves, rather than pages or sections of 
memory which bear no relationship to the vectors. 
Further worthwhile Improvements might result 
from treating code segments as vectors. An 

already extant example of managing both vectors 
and code segments in this way is the Burroughs 
Corporation approach. 

In the course of this study we have considered 
other architectures. Two are lifted below in 
approximate order of increasing difficulty. 

• A multiple processor approach with the 
processors sharing one or two vector 
functional units. The processors would be 
concurrent and have bit control vector 
capability, 

• A 7600-llke machine with more registers, 
greater memory bandwidth, and the capa
bility of issuing more than one Instruction 
per cycle (with finer ability to distinguish 
between real and apparent conflicts). Bit 
vector capability should be a part of this 
machine as well. This Is not unlike the 
now-abandoned IBM ACS machine. 

There are several reasons for looking closely 
at the second structure. As a result of the work 
on stack loops at I.LL, It has beconut clear that 
the use of stack loops on a machine that Is basically 
serial, but has high concurrency, can allow the 
emulation of vector Instructions. This approach 
Is more general, In terms of the klndu of vectors 
which can be readily handled, than the approach 
used In vector or parallel machines. 

The limitations to the speed of a staek loop are: 

a) the machine cycle time, 
b) the number of Instructions which can be 

issued per cycle (In particular, multiple 
load and store commands would be useful), 

c) the number of CPU registers, as this helps 
determine the complexity of the loop and the 
degree of anticipation of needed operands, 

d; the length of the Instruction stack, 
e) the number of functional units, the rate at 

which each unit can accept operands, and 
the number of cycles required to deliver an 
operand, and 

f) loop control overhead. 

The chief resource which one cannot fully use 
In this approach is the bandwidth of the functional 
units because there must generally be some idle 
units in order for the approach to work. However, 
because the CPU register and instruction Issue 
capability would become relatively more complex In 
this approach, and because there Is already unused 
functional unit bandwidth In the successful 7600, 
this should not be a problem. A very expensive 
aspect of this approach would be the Interleaved, 
multiple bus, Blngle CPU word access memory 
Interface. 

What one Is after 1B the ability to generalize 
the concept of a vector so that any sequence of 
operations which could be performed with high 
speed and efficiency would be regarded as an ele
ment of a "vectors As this sequence was Iterated, 
the elements of the "vector" would be processed. 
Then, for example, the Inversion of a small 
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matrix, sometimes Important in implicit differ
encing schemes, could be a single element in a 
generalized vector. The user would identify the 
"elements" of the "vectors" of value to him. These 
would be hand coded as stack loops. Then a 
macroprocessor could be used to link the identifi
cation of these elements in a high level language 
with the hand coded processing loops. 

Another way of thinking about this is to recog
nize that the stack loop on the 76Q0 is an exact 
analogue for computational physics to microcoded 
instructions on the minicomputer. From this 
point of view, one might want to think about 
actually letting the hardware treat the stack loop 
as a microcode. That is, some Instructions could 
be used as pointers to blocks of "microcode," or 
stack iuops, such pointer-instructions and "micro
code" having been previously defined by the system, 
or user, or both. 

The remainder of the goal of such an approach 
Is fast scalar processing power. Examples given 
above have shown the havoc which a high vector 
to scalar speed ratio can create. It has been 
known for some time that a machine with general 
purpose CPU registers, an instruction stack, 
specialized functional units, simple CPU to mem
ory interface, and memory and CPU words of the 
same size can give high serial computational 
speed. What has not been clear is that, in such 
a machine, the vector processing rate could be 
very high and the kinds of vectors readily manage
able could be very general. If one does those 
things that make this structure faster for vectors, 
and also pays attention to keeping the scalar rate 
high, then one ts tending toward a balanced 
machine that is fast for all problems. 

The final generalization of this point of view is 
to note that we are speaking against the highly 
structured machines in favor of unstructured 
machines. By "structured machine" we mean a 
machine that demands limiting kinds of structure 
in its problems if it is to be efficient. Despite its 
overly structured I/O scheme and memory hier
archy, the 7600 is very unstructured at the CPU 
level. Instructions are very basic and are almost 
"microcode." Functional units and registers may 
be interconnected and assigned in a nearly random 
way. We are arguing that this lack of structure 
should be extended still further with the CPU and 
into the memory. We are also arguing that 
certain tagged architecture ulds, such as vector 
descriptors, and code and "microcode" descriptors, 
would mate very well with this kind of unstructured 
approach. 

Matching Problems With Processors 

Our experience has made it clear that all of a 
code must be considered in the evaluation of the 
suitability of running a given problem on a proces
sor of a given architectural clasp. The reason 
for this Is the extreme speed ratio which can 
occur between pure vector or parallel code and 
pure scalar code, Additional special constraints, 
Huch as slow matrix transpose operations, im
posed by particular processor realizations, may 
make certain vector operations relatively slow. 

Consider two process rates, r\ and r2, and 
assume that e\ > r2. Assume that the fraction of 
the total process that runti at the slow rate r<j Is f. 
Then the ratio of the speed of the process with the 

two rates to the speed which the process would 
have, if the faster rate held entirely, is 

M W F » r 2 + t r i 

If rj is associated with the average vector 
speed of a problem and ro with the average scalar 
speed, then the effects ofslow scalar operations 
can be computed. For example, if rg is one tenth 
of ri and f is 10%, then Ma 0.5. That is, 1C% of 
scalar code running at 10% of ri will retard a 
processor to one half its vector speed. The samo 
effect is seen for 20% scalar code that is 5 times 
slower than vector code, or for 1% scalar code 
that is 100 times slower than vector code. 

Areas in which this phenomenon is Important 
which have been noted so far at LLL are; 

a) Transfer, without rework, of pre
processing and post-processing packages 
(graphics, zone set ups, data base 
managers, lntercode linkers, etc.) if 
these packages are used extensively. 

b) Failure to almost entirely eliminate 
scalar code from a FORTRAN program 
rewritten with vector instructions. 

c) Monte Carlo coding In which the number of 
logical categories (number of vectors) 
become so large thpt the sizes of categor
ies had to be reduced to the point where 
vector operation start up time was 
significant. 

d) No good solution to a full implicit differ
ence scht e has been discovered for the 
vector prOvVsor. The alternating direc
tion implicit scheme can be done, if the 
grid dimensions are large so that vector 
start up times are not too significant. 
This is because the back substitution can 
then be done one row at a time. The 
parallel machine does well in this case If 
the number of its processing elements is 
exactly a divisor of the grid dimension. 

e) Transferring a code with substantial map
ping requirements, such as a multi-
material elastic-plastic flow problem, 
onto a machine with poor bit control vector 
capability. 

Conclusions 

The parallel and vector machines are very 
special purpose architectures. None of the 
vector or parallel machines can be generally 
relied upon to do well on implicit differencing 
schemes of Monte Carlo approaches, which 
approaches, In our opinion, may tend to over
shadow explicit schemes in the future for the 
kind of substantial computational problem 
discussed here. 

2. Extreme speed differences between pure vector 
or parallel coding and pure scalar coding on 
the special purpose machines may easily pull 
down overall performance on a problem con
taining substantial scalar code. Note that 
much 1«JSS than 50% scalar code can reduce 



performance to well below that of a good con
current processor. 

3. Vectors must be several hundred elements long 
to keep start up time penalties below 10% of 
total operation time on vector machines today. 
The parallel approach has a similar, leas easily 
st ated problem. This problem is not resolved by 
confining vector lengths to multiples of the 
number of processing elements if substantial 
numbers of set up operations are required, 

4. The speed of the 7600 can be increased by the 
use of Instack-loops. That is, vector instruc
tions can be emulated on the 7600 by taking 
advantage of its CPU structure. The concurrent 
processor coded this way seems to represent a 
very balanced architecture. 

The vector concept Is generally a good one 
primarily in the sense of stack-loops on the 
concurrent processor, where now vector Instruc
tions, possibly of a complex nature, can be 
readily emulated. 

5. From the users point of view one major differ
ence between the parallel and vector architec
tures relates start up time penalties on the 
vector processor versus discontinuous parallel 
processor utilization, depending on the number 
of active processing elements. Another dif
ference Is that the parallel machine intrinsi
cally has a high vector to scalar speed ratio, 
which Is compensated (to an unknown degree) 
by the faster scalar fetch times compared to the 
vector processor. 

6. One cannot seriously consider putting an un
modified FORTRAN problem on any of the 
vector or parallel machines. Even if the 
problem is "merely" recoded for FORTRAN 
with vector extensions, it must be completely 
re-thought and re-done, If it is to use the 
available computing power. The principle 
advantage of vectorized FORTRAN, as opposed 
to an entirely different language, is that cer
tain peripheral coding may be left Intact. 

7, Primary storage to/from secondary storage 
transfer rates are crucial to effective CPU 
utilization. If a code overflows primary stor
age, it must be possible, in a straightforward 
manner, to maintain bidirectional transfer 
rates that are l/20th to l/80th the CPU floating 
point result irate. If the disc doesn't measure 
up, then one; must buy more primary storage, 
or block storage, such as large core memory 
(LCM) on the 7600. 
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