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On the Use of Sparsity in the Solution of Finite Element 
Systems of Equations by. Gaussian E1 Imiina11 on-1ype Methods

by

Olof Widlund*

xx.1. Introduction

The purpose of this- paper is primarily to discuss the 
problems of numerical linear algebra which arise when elliptic 
problems in two space dimensions are discretized by finite 
element (or finite difference) methods. Throughout our 
discussion, we will assume that, the problems have real, 
symmetric coefficient matrices. This is a natural assumption 
because the standard finite element problems are derived 
from a variational principle. The finite element matrices 
have a very special sparsity, i.e. zero - nonzero, structure 
which is a reflection of the formulation of the original 
problems of continuum mechanics in terms of partial 
differential equations, as well as the choice of trial functions 
which are linear combinations of basis elements which vanish 
outside a few neighboring elements. The standard five-point

■* This work was in part supported by the U.S. Atomic Energy 
Commission, Contract AT(ll-l)-3077 at the Courant Institute 
of Mathematical Sciences, New YorK University.

** For references to the literature and comments on basic 
texts etc. cf. .§ 7•
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difference approximation to Laplace's equation serves as a 
useful model for our discussion. (It actually arises from 
a particular finite element method with piece-wise linear 
trial functions on a regular mesh of elements.) In the case 
of Dirichlet boundary conditions and a rectangular region,• 
the.corresponding matrix will have the well-known block 
tridiagonal form

^ V - I .

-I > 0  -1

"A

-I .A

> ~

oy

r k  -i x
-i 4 - 1

X. -1 4,y

I = the identity matrix, if the standard row by row. ordering 
is chosen.

There are .several very fast methods, based on the idea of 
separation of variables, which exploit, the very special 
structure Of this problem. However, in this paper, we will 
only discuss methods which apply to a much more general 
class of problems which share some overall features of the 
model problem but' for which the diagonal blocks can be of 
different order and the values of the individual matrix 
elements can vary-in a more unpredictable way, etc.

Iterative methods, of which the successive over 
relaxation method appears to be on the average the most 
successful,.have been widely used- especially in the more.
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traditional finite difference applications. In recent years 
the focus has more and more shifted to Gaussian elimination- 
type methods which appear to be the standard choice in finite 
element work. In this paper, we will survey some of the 
advances in this field and present some ideas, believed to 
be new, on the eigenvalue problems and the extension of the 
algorithms to nonlinear problems.

Acknowledgements. The author wants to express his gratitude 
to Alan George, and Donald Goldfarb for very helpful discussions 
and for.making1 unpublished material available. .
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2 ‘. Preliminaries on Gaussian Elimination

The Gaussian elimination algorithm is of course Just 
the standard method of linear equation solving, based on 
elementary row operations, which is presented in elementary 
text books on linear algebra. This method, in essence, 
amounts to the construction of a lower triangular matrix L, 
of so called multipliers, and an upper triangular matrix U 
such that the original matrix A is factored as

A = LU .

Assuming., for the moment that such a factorization exists > 
we note.that it is customary to choose L with unit diagonal 
elements and that with this normalization the factorization 
is unique. For later reference we write Out the explicit 
formulas for the generation of L and U. Let A ^ ^  = A and 
A (n-1) _ u, n = the order of .the matrix A, and let A^k ^, 
k .= 1,...,n - 1, be defined recursively by,

(2.1a) aiJ akJ 1)# i, J > k,

where ■ ' . . ..

?-ik = 4 k " i:/4i.r')
is the (l,k)~th element of L,
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(2,1c) 

and 

(2.Id)

(k) _
lk

a(k)ij

= Q, 1 > k

aij ”"^ * otherwise.

If A Is symmetric, we, can write U f DL where D is
mdiagonal and L Is the transpose of L. We can obviously

take advantage o f #symmetry by storing only E and D. . The
so called Cholesky algorithm exploits symmetry even further
by generating the triangular factors using roughly half as
many arithmetic operations as does algorithm (2.1). There
are two versions of Cholesky*s algorithm corresponding
respectively to the. factorizations A = LDLT and A =
where t = LD^^'. If t is real, A must be at least positive

Tsemidefinite. . Similarly the LU and LDL factorizations will 
fail if any leading.principal minor of A is singular, If 
A is. positive definite symmetric, all principal minors of 
A will also be positive definite and thus nonsingular and 
the factorization therefore exists.. Indeed, we could, in

r nthat case, work equally well with the symmetric matrix PAP 
Where P is any permutation .matrix.

In the indefinite case, no such assurance can be given 
e.g. for. any matrix of the form

zo : \B
T Ib : 0V y



which is nonslngular for any nonsingular matrix B, the 
factorization•will fail already in the first step because 
a^1 = 0. Any permutation of the matrix Which preserves 
symmetry Will Ip ad to the same f a i l u r e I t  is also clear 
that we have to= expect difficulties in ‘the computer 
implementation pf the factorization of A if any 
k < n, becomes yery small and consequently some very, 
large.

It is knoym from the so called backward error analysis
that failure of the. algorithms is, indeed, accompanied by

(k)a substantial growth of the elements of the matrices A v .
The following result demonstrates the importance of preventing 
the growth of the matrix elements during the factorization 
and also the rple played by the number of arithmetic operations 
used in computing the elements of the matrices L and U.
The theorem holds equally well for nonsymmetric matrices.

THEOREM. Let' the matrix A be factored, according to 
formula (2.1) on a t-digit, base 3 computer using floating 
point operations. • Then the computed triangular matrices L 
and U satisfy

LIT = A+E

where the element e^j of the error matrix E satisfies
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. min(i-l,j-l} min(i-l,j-1)
ia« 5 - ai j 111 + e(i+e5

k=I k=l
Here

depending on the particular computer, and/,.  denotes the
sum over the values of k for which the (i, j)-th element of 
the intermediary matrix A u n d e r g o e s  a change at step k 
/Clearly ; '

|e±j|.. ̂  (3e+e2) min ( i , j ) max | a ^ |  .
k

A method which guarantees that the computed factors L and U

E of small norm compared to the norm of A is called stable. 
A stable method will be acceptable in any application for 
which the solution is not overly sensitive to a change of

duced when the triangular systems of equations are solved
but these errors are frequently of much less importance and
they are therefore ignored in this discussion.

It is well known that the method defined by (2.1) is
stable when applied to positive definite, symmetric matrices
We will not prove this result but instead show that the.

(k)matrices A remain nicely bounded in exact arithmetic.
At the same time some notations, which will be useful later, 
are introduced. Write A on the block form

correspond to a close-by matrix A + E with an error matrix

the coefficient matrix. Errors will of course also be intro



-10-

r

( 2 . 2 ) A :=

~\
A11 A12

A*̂  A 12 22

A12 k x k

v  V
The generation" of the first k. columns of L and the matrix 
A ^  by formulas (2.1) corresponds to the factorization

r
A11 A12

■\ r
L

m .A A 12 . 22
J

11 " V  -1 ^0 ''Ull L11A12

A^ u_1 I 12'll n-k
y

A 0022

V

1 A11 Lllull'

y
The lower triangular matrix has its first k columns in common

fk)with L while the other matrix equals A . The submatrix 
, known as; the Schur-complement, is defined by

Ck) a _ y-1 l ”1! a = ‘A - A A22 - 22 '. 12 U11 ^11 12 . 22 *12 *11 *12

From this formula :.and the min .hriax principle we immediately 
see that.

X (Aoo h  * X (Aoo) * X' (A) = IIAI [ ,Y 22 • m qY > y y 4 ==. ma y v z M I I »max v 22 max

where | (A|.| denotes the spectral norm of A., A serious growth
fk)of the elements of A£2 "must therefore be accompanied by some
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large negative eigenvalues of A22^’ -1,0 complete our proof
(k) - -we show that . A22 is positive definite if A is. Recalling'

Tthat U]'1 = ^ 1 1 • w® have, for some 6 > 0 ,

611x11 2  =  6 (  ll x 1 ll2  +  fl x 2  II 2 ) <
' X1 '

T
A11 A12 ' X1 '

. X2 .
a t,12 A22 . x2 ;

z T
X1

X2 j
r  . ' < T
X1

. X2

J11

Aff U^1 12 11

0

I

L11 0

. T -1 
A12U11 1

y11

0

>n

0

L **"A 1112

A ( k )
22

0
, (k) 
22

’  X1 '

. X2 .

11 U11A12 x.

T -1If we choose . x^ such that + un Ai2x2 = 0 we
conclude that

' 611 x 2 l l2 < 6 ( I I x 1 I I2 + l l x 2 l l2 ) < • x ^ A ^ }x2

In the indefinite symmetric case we have to expect that
pivoting, i.e.. interchanges of rows or columns or both,
will be heeded to. control the size of the elements of.L and 
(k) :A . A s  we have noted already pivoting which preserves

symmetry might fail completely. The standard pivoting



strategies arje, partial pivoting which brings the largest
" Z v )element of the, first column of A^2 to the pivot position, 

and complete pivoting which brings up the largest element 
in all of ,. These strategies will of course assure that 
the multipliers, i.e. the elements of L, will be bounded by 
one. We will' goon see that it is frequently desirable to 
order the equations to preserve sparsity and we must expect 
that in general this desire will be in conflict with the 
requirement of numerical stability. In order to avoid 
pivoting whilp attempting to retain stability threshold 
pivoting is sometimes used in sparse, matrix work. According 
to this strategy the original ordering is accepted as long . 
as | 2,^| < M wjhere M is some constant larger than 1 while 
otherwise partial pivoting is used.

Bunch-and, Parlett have developed an interesting alternat 
method which uses 2 x 2  principal minors as pivots. This 
algorithm preserves symmetry, is practically as fast as the 
Cholesky method and has excellent stability properties. 
However their algorithm does not even preserve band structure 
Bunch.and Pariett were motivated in their work by the Rayieig 
quotient iteration method, a variant of the inverse iteration 
method, which gives rise to a sequence of linear systems of 
equations with symmetric, indefinite matrices.

In • conclusion we note that all the pivoting strategies 
that we have discussed are local strategies which at each

( V )step consider only the elements of A . In a certain sense 
this is.unsatisfactory but it should be clear that a more .



global approach to the choice of pivots aiming at minimizing 
E, would increase the amount of computing quite considerably.. 
The same observation holds equally well for strategies 
developed to preserve sparsity of the triangular factors pf 
general sparse matrices.



'3.' ' Preliminaries on Sparse Matrices

It has long been recognized that band structure of 
matrices can be exploited to save storage and arithmetic.
If we define the band width of A by

m(A) = max |i-j|

we can store the elements of A, assuming' symmetry, in a 
n x (m+1) array where each row"of the array contains the 
nonzero elements of a row of A. If no pivoting is required 
the factorization of A can be carried out in place replacing 
the elements of A by those of L and D.

Further savings in storage can frequently be realized 
by using the envelope storage scheme of Jennings’. In this 
scheme all elements o f M  below and on the diagonal are stored 
in a one-dimensional array, the main, sequence, leaving out 
all zeros preceding the first nonzero element of each row.
In addition, an address sequence of n integers is stored to 
locate > point to, the diagonal elements of each row. Although 
slightly more complicated than the band scheme, Jennings' 
method retains most of the simplicity of the band method 
while exploiting the variation of the width of the band.

It is fundamental to the understanding of these methods 
to realize that all elements of L outside the same band or



envelope are zero if no pivoting is used. The proof of this 
fact is completely elementary.

The succdss of these fairly.simple schemes have lead 
many.)people to attempt to find an ordering, i.e.- a permutation

mP, such that PAP has a small band width or a short main , 
sequence. As vje shall see in the next section even more 
powerful ideas have been developed for finite element matrices 

In searching for even more economical storage schemes 
we should first observe^ that the matrix normally will contain 
more nonzero elements than the lower triangular part of A. .
To understand how this fill-in comes, about .we return to . 
formulas (2.1). If.at the. first step of the algorithm a^i

(2 )and are nonzero while a^. is zero a.h. will be nonzero.
This fill-in can obviously affect the following steps of the
algorithm and can lead to a propagation of.fill-in which is
somewhat similar to.the growth of elements, step by step,
which can occur if some unsatisfactory pivoting strategy is

(k)used. It should be noted that a )  ̂ ,i ,j >. k , might be zero 
even if differs from zero. Generally, however, exact
cancellation rarely occurs and can be regarded as accidental. 
It is therefore not worth complicating the programming to 
take advantage of this possible saving in storage.

To illustrate how fill-in occurs we consider the model 
problem presented in section 1. Let us write the matrix on 
the.3 x 3 block form



-16-

A -I
-I A -I .

-I . A -I

■ _I A

After the elimination of the variables corresponding to the 
first block the matrix

f - i  .

..A 7 A .T ’._I
-i - : a - i

' -1 A >
remains to be factored* . It can be shown that A - A 1 is dense. 
In fact, except for those elements corresponding to the upper 
left-most block nO elements in the band representation of the 
triangular factors of A can be expected to be zero. This 

phenomenon is typical for finite element matrices if we use 
the conventional, row by row ordering of the equations. Very 

little can therefore be gained by trying to explore zeros inside 
the band or envelope of the triangular factors if the equations 
are not reordered.

In order to decrease the fill-in it is. natural to consider 
so-called minimal degree algorithms. At each step of the 
factorization the equations and.variables are interchanged, by 
a permutation which preserves symmetry, so that the amount



of fill-in ,is minimized in the next step. Special rules have 
to be introduced to break ties, which are likely to occur 
frequently. It has however been shown by examples, that 
this local strategy is not always globally optimal . The . 
use 'of a minimal degree algorithm usually has to be combined 
with some sparse matrix representation .of the matrices involved. 
The simplest idea is to.store the nonzero elements of a sparse 
matrix row by row as a one-dimensional array. Two additional 
arrays of integers are used for book-keeping> one to store 
the column indexes of the elements and the other to point 
to the first element in each row.

in conclusion we note that storage frequently can be 
saved by dividing matrices into blocks. Each block can. 
then be.'stored appropriately as a band, envelope, sparse 
or dense matrix.



4. Nested' Dissection Of Finite Element Matrices

During th£ last three years Alan George .has made 
very important progress in developing-highly•efficient 
methods which tgtke advantage of the very special sparsity struc
ture of finite element matrices. Here we will briefly review 
some•of his ideas using his assumption that the matrices in ques
tion are, positive.definite, symmetric so that the ordering 
can be chosen having sparsity exclusively in mind.

The. nested, dissection idea will be illustrated by consi
dering the model problems of Section 1. Suppose that we 
permute the matrix (1.1) by ordering those unknowns last, 
which correspond to a diagonal block in the middle of the 
matrix. The matrix will then have the form

r
-I A -I
A -I

-I A -I
A -I

-I A -I

-I A
-i :-i V

Thus we have, a large leading principal minor which is the 
direct sum of two-matrices corresponding to difference equations



on smaller regions. It can easily be shown that this direct 
sum structure could not have been, achieved by using any block 
of smaller order. For obvious reasons we denote the set of 
variables ordered last a separating set. ■.

Additional separating sets can now be introduced inside 
the components of the direct sum, possibly after a suitable per
mutation of the blocks. It is frequently worth changing 
an original row-by-row ordering of the difference equations 
to a column-by-column ordering inside the blocks-. The bisection 
process can be repeated any number of times.

.Alternatively.., we - could also start • out by using several 
parallel, separating sets, i.e. we order last those variables 
which correspond, to several diagonal blocks, chosen to be 
roughly equidistant. We will again get a large, though slightly 
smaller, leading principal minor which is a direct sum of. 
matrices corresponding to problems on smaller regions with 
almost the same areas.

The ordering first suggested by George corresponds to 
introducing one separating set at a time, while in between 
always charging a row-by-row ordering of any block to a 
column-by-column ordering, proceeding till the blocks have 
an order less than or equal to four. The.location of the 
first three le.vels of separating sets are thus as shown



If the Cholesky. - method is applied to the matrix ordered in this way j 
we find, for. a problem with block dimension n and with n x n 
blocks, that the number of multiplications required for the

dfactorization is less than 12n (1. + 0 (1/n)) and the number of
2nonzero elements of L is less than lOn (log2n + 0(1)) . The 

corresponding counts for a band or envelope solver would be 
(l/2.)n^(l + 0 (1/n)) and n^(l. + 0(l/n)) respectively. Thus,
George’s ordering represents a considerable saving in storage 
and arithmetic for large problems.

Although good programs have been written implementing 
George’s original algorithm, the programming is necessarily 
more complicated than for the band or envelope, method. More 
recently George has developed a band-oriented, one-way dissection 
scheme which can be regarded as a compromise between his 
original algorithm and the more conventional methods.
If it is primarily storage whith is at a premium, approximately /2n73 
parallel separating sets should be introduced in the way
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Indlcated abdye. The components of the direct sum aire
thereafter permuted from a row-by-row to a column-by-column
ordering In order to decrease the band width. The individual
diagonal blocks are stored using the envelope method.. A
block Gauss method is now applied to the reordered matrix.

To illustrate some of the further ideas which are used
by George in this algorithm - ideas which also should be
considered whenever block Gauss methods are used-we 'study
once more, the factorization of the block matrix (2.2).
In the applications which we have in mind the off-diagonal 

T -1 -1blocks A^2 and A.^ are triangular but otherwise 
dense while A ^  is very sparse. These off-diagonal blocks are needed 
for the computa.tion of the Sohur "complement and in the back 
substitution step. In the back substitution step, we need these dense 
matrices only to find-vectors of-the form L~^ A ^ 2 and A^2 uxiz *
These vectors can be computed using the sparse matrix 
A^2 and the factors of A ^ . This approach will also frequently 
save arithmetic operations as well•as storage. Further important 
savings can be realized by rearranging the computation of the

(lr)Schur complement A22 note only that

A12 A11 A12 " (A12 Ul l ^ Lll A12^ = A12 ^11^L11 A12^

and that frequently the last formula is by far the most 
economical.



Properly implemented the one-way dissection scheme will
7/2require of the order n ' arithmetic operations, for the

5/2factorization step, and of the order n storage locations. 
George '.s .practical, experience• is that this scheme is more 
economical., from a storage point of view, than both the en
velope and the original dissection methods except for very 
small or very large, problems. In this comparison the overhead 
such as auxiliary* storage, is included. It should he , 
noted that the intelligent•choice'of a method, 
depends very much on programming expertise, the computer 
systems available etc. and also on the number of times the 
factored matrices are going to be used for back substitution. 
We will not attempt to discuss these questions further re
ferring to George's work for a much fuller picture.

It should also be pointed out that the dissection idea 
can be used for block five-diagonal matrices which arise with 
methods of higher accuracy or with higher order differential 
equations. In such a case a minimal separating set consists 
of the variables of two neighboring.diagonal b l o c k s G e o r g e ' 
ideas also clearly.extend to cases with varying block sizes 
and greater block band width.



5. The Symme tric, Indefinite Case

The inverse iteration, or inverse power, method provides
the main motivation for the study of indefinite problems.
If y is closer to A^CA) the &-th eigenvalue of a symmetric
matrix A, than any other eigenvalue and if A^(A) is a simple

(k)eigenvalue the sequence of vectors x v defined by

(5.1) CA-yi)y('lc+1) = x ( k ) ,

' (0) ' . , ' (k+l) •x 1 = ..an initial guess, x =.

will converge to the 1-th eigenvector of A. If y is close 
to A^(A) the convergence will be quite rapid. In finite 
element applications the interest is primarily in the few 
smallest eigenvalues and their corresponding eigenvectors 
and we will therefore focus our attention on the triangular
factorization of A-yl where y is close to one of the smallest
eigenvalues. It is our task to produce a LU-factorization 
of this matrix, or a permutation of it., such that the product 
of the computed factors represents a close-by matrix. The 
inverse iteration, (5.1) will then'produce an eigenvector of 
a slightly perturbed matrix. The theorem of Section 2 shows 
us that large elements in the Intermediary matrices should . 
b e ■avoided.

We will now, In particular, consider the model problem, 
introduced in. Section 1 and assume that y is close to A£ (A) .

.(k+l)
(k+l)



We use the notation introduced in (2.2). If during the 
factorization becomes singular or very close to
singular we must pivot. If pivoting cannot be avoided we 
would prefer to postpone it to as. late a stage as possible.
We would hope tq be able to treat our problem as a block 
matrix with a large, positive definite, leading principal 
minor, which could be handled with the Cholesky method, . 
and a much smaller Schur complement for which, some kind of 
pivoting might j|e required.

If the standard row-by-row ordering is used such hopes 
are in vain. Bior example consider the Dirichlet problem 
on a rectangle with sides a and b, a > b, and with the un
knowns ordered in rows parallel: to. the shorter sides of 
the rectangle. A simple Fourier series argument shows that 
the eigenvalues of the differential equation are

(5.2) CC|)2+ Cb')2)*2 , P> 9 = 1,2,. . . .

The eigenvalues of the finite difference matrix will, after .
2multiplication with the scale factor n , be quite close to 

those of the differential equation for small values of p and q . 
The smallest eigenvalue of A^-yi will decrease as the order 
k increases and we can predict quite closely when it will 
turn negative. As was pointed out in Section 4 the principal 
minors correspond to difference approximations on smaller 
regions * By formula (.5.2) the smallest eigenvalue of a rectangle



with sides a/&2; and b will be equal to the second _eigenvalue 
of the original rectangle. Thus if ;y; is close to X2 the 
principal minor must become nearly singular when k
is approximately equal to half the order of A. Pivoting must 
start even earlier.

In all fairness it should be noted that the band width 
of the upper, triangular matrix U can at most double if partial 
pivoting is used. Partial pivoting will however also increase 
the storage required be'bause of the loss of symmetry.

Turning to the nested dissection ordering schemes we
find that, although they were devised to preserve sparsity
and save arithmetic operations, they also produce very large
positive definite leading principal minors. Thus, we find
that the separating sets can play an additional role. Let
us again consider the model problem, and the same shift y ,
but reorder■the equations according to the one-way dissection
scheme. If. two parallel separating sets, which divide the
rectangle into three regions of almost equal area, are ordered
last we will, by.formula (5.2), have a principal minor , corres
ponding to all variables but those of the two separating sets with

2 2 2smallest eigenvalue close to ((3/a) + (1/b) )ir > X2 (A) .
From this it is easy to show that the elements of the inter
mediary matrices will remain nicely bounded as long as a . 
stable , method is Used to factor the Schur complement Â t-p 
corresponding to the two separating sets ordered last.
This matrix will be quite dense and the Bunch-Parlett method 
seems therefore to be an appropriate choice.



These ideas apply equally well to higher eigenvalues 
and more general problems. The question we should ask is 
which separating sets are needed in order to produce•a 
leading principal minor which has a smallest eigenvalue 
larger than the shift y used in algorithm (5.1). A great 
dealeof knowledge exists in this field. It is known that, 
for any plane region, the lowest eigenvalue of the Dirichlet 
problem for the Laplace operator satisfies the Faber-Krahn 
inequality* '

. *1 £ *koiA>

Where A is the area of the region and ky^ = 2.^0483... is 
the first zero of the Bessel function Jq (x ). Also, in many 
cases, the user of an eigenvalue algorithm can provide an 
educated guess on the separating sets needed. Finally, a 
program could be devised, which at the proper stage stops 
the further execution of the Cholesky factorization and 
switches to a reliable pivoting strategy* In using a well- 
written program of this kind for a matrix ordered by one of 
the dissection algorithms we could be confident that pivoting 
will be postponed till a stage when only a relatively small- 
numb er of variables remain to be eliminated.



■ 6. Nonlinear Problems

As is wel]f;-known, the solution of the linear system of
equations AX = ^ , A positive definite, symmetric, can equally
well.b e ,characterized as the,vector x which-minimizes 

■ m T 1(1/2)(x Ax - 2b x). We will now consider the minization of
a nonquadratic function F(x) under the assumptions that the

2
Hessian matrix G(xj .= ( }  is uniformly positive definited X  ̂  d X j

and has the same finite element sparsity structure for all x .
In particular, we will explore the use of certain variable 

metric methods. The- Standard variable metric methods, such 
as the Davidon-Fletcher-Powell algorithm, proceed as follows:
A new approximation x^k+"^ is calculated from,

C6.1) (x^k+1  ̂ - x ^ )  = -tkg ^

where g^k  ̂ is the gradient of F at x^k  ̂ and t^ is a scalar
such that f(x^k+1^) ■= minf(x^k  ̂ - X ( B ^  "^g^^ )•• or at least
f Cx^k+1^). < f (x^k ^). The one-dimensional minimization problem
is usually referred to as a problem of line search. The sym-

f k )metric, positive definite matrix B w  is a approximation of 
the Hessian matrix G(x). Observe that if B^k  ̂ approximates 
G(x^k )̂ closely, (6.1) essentially amounts td a Newton step. 
The matrix , or rather the inverse of.B^^, is then
updated by adding a matrix of rank one or two. This matrix 
depends only on the step s^k  ̂ = x(k+l) _ x (k) the change



in the values of the gradient. The change in B is chosen so 
that B ^ + l ). s(k) eqUais the average

G(Xx^k) + (l-A)x^k+1)) d X ) s ^

In the last few years, variants of the original methods
have been developed which represent (B^k^ i n  terms of the

• f v sCholesky factorization of B v . Formulas have been developed, 
as efficient as the original ones, which update the triangular

( l r )factors of B v z. ■ This work has been motivated mainly by
numerical stability considerations. While the theory predicts
that B v always will stay positive definite, round off can
spoil this property. A reliable way of discovering such a
failure is to check the signs of the elements of the diagonal

Tmatrix D in the LDL factorization.
These formulas will not lead to sparse triangular factors

even under the assumptions stated early in this section.
The reason is that B^k+^  - B^k  ̂ will be a linear combination

Tof One or two matrices of the form yy where we cannot expect 
the vector y to be sparse.

We can think of this loss of sparsity as resulting from 
our choice of search directions which, in general, cannot be 
expressed in terms of only a few of the coordinate directions. 
We note that the sparsity of matrices depends crucially on 
the coordinate system used for their representation. The 
search directions in the original variable metric algorithms 
can be considered as corresponding to an unfortunate choice 
of coordinate system’as far as sparsity is concerned.



Recently, Donald Goldfarb has found a way of preserving
rv)the sparsity of the matrices B z by using search directions 

which accommodate the original coordinate system. Each cycle 
of his algorithm consists of two steps roughly corresponding 
to the factorization and backsolving steps of the Cholesky

malgorithm. In the first step, a LDL . factorization of a local 
average of values of G(x) is produced. The solution will also, 
in general, be improved during this step. No line searches 
are necessary during this part of the calculation. The second 
step is a Newton-type step of the form (6.1) using line search.

Although line searches are not .carried out during the 
first step of the cycle, the algorithm will terminate after 
one cycle when applied to a-quadratic problem. For a nonquad
ratic F (x) , the cycle is repeated until convergence. The 
algorithm allows for the full use of our knowledge about 
sparsity of the triangular factors of the Hessian matrix, in 
that the triangular factors of the approximation of the Hessian 
can be stored as economically as the Cholesky factors of a 
finite element matrix with the same sparsity structure. The 
number of arithmetic operations in each cycle is comparable 
to that of the solution of a symmetric system of linear 
equations if the extra operations needed tti generate the 
elements of the gradient of F(x) are disregarded. The expense 
of the gradient calculations will, of course, vary greatly 
with the function F(x)*
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