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Overview 
 

This document outlines the current state of and future conversion roadmap for the 
content captured by Blue Angel Technologies during the time period of 2002-2006 
for the Texas State Library and Archives Commission (TSLAC) as part of the Texas 
Resource and Information Locator Service (TRAIL). This document will give a 
history of the data stored at the University of North Texas Libraries and information 
about the makeup of the collection as it exists in 2011, including the physical layout 
on disk, number of files, and MIME types.  Finally, this document outlines a 
conversion path from the current file based organization system to a standard 
archival data format for inclusion in a future TRAIL discovery interface. 
 

Description of Content 
 

Content in this collection has been stored at the University of North Texas Libraries 
on the libEDP server purchased by TSLAC and administered by the UNT Libraries’ 
information technologies group.  In the summer of 2009, the libEDP server was 
decommissioned and the content was transferred to the storage servers used for 
content staging and ingest for the UNT Libraries’ Digital Projects Unit. The content 
has remained stable in this storage array since it was first moved.   

In November 2010, TSLAC requested an analysis of the stored Blue Angel content in 
order to determine whether material harvested using Blue Angel technology could 
be integrated into current TRAIL harvests performed by Archive-It, a subsidiary of 
the Internet Archive. Archive-It stores harvested materials using the ISO 
28500:2009 WARC standard. 

Prior to determining whether the Blue Angel content could be integrated with the 
Archive-It harvests, the precise nature of the Blue Angel content had to be 
determined. Blue Angel Technologies uses a proprietary system based on an Oracle 
relational database for harvesting content. The content itself, however, is stored in 
its original formats as found on the Web during the harvesting process.  



The Blue Angel Technology collection comprises 3,244,609 files occupying 260 GB 
of disk space.  The table below identifies the top level folders which represent 
crawls, the number of files found within that crawl folder, and the approximate size 
of all files found within that crawl folder. 
 

Crawl Name File Count Approx Size 
agextension.tamu.edu 78 568K 

tti.tamu.edu 44,138 6.1G 

www.10thcoa.courts.state.tx.us 167 12M 

www.11thcoa.courts.state.tx.us 6,797 267M 

www.12thcoa.courts.state.tx.us 149 54M 

www.13thcoa.courts.state.tx.us 15,287 211M 

www.14thcoa.courts.state.tx.us 119,102 3.9G 

www.1stcoa.courts.state.tx.us 276 3.4M 

www.2ndcoa.courts.state.tx.us 14,118 445M 

www.3rdcoa.courts.state.tx.us 169 3.0M 

www.4thcoa.courts.state.tx.us 57,107 675M 

www.5thcoa.courts.state.tx.us 14,677 156M 

www.6thcoa.courts.state.tx.us 108 968K 

www.7thcoa.courts.state.tx.us 112 932K 

www.8thcoa.courts.state.tx.us 849 8.0M 

www.9thcoa.courts.state.tx.us 107 912K 

www.agd.state.tx.us 3,838 257M 

www.agr.state.tx.us 38,573 947M 

www.arts.state.tx.us 7,533 2.7G 

www.banking.state.tx.us 1,457 115M 

www.brazos.org 2,049 254M 

www.cancergateway.org 156 23M 

www.cdr.state.tx.us 900 162M 

www.cleantexas.org 3 36K 

www.courts.state.tx.us 2,066 480M 

www.crcb.state.tx.us 105 12M 

www.dads.state.tx.us 127,289 4.9G 

www.dir.state.tx.us 208,182 26G 

www.dot.state.tx.us 116,332 1.6G 

www.dshs.state.tx.us 20,416 7.3G 

www.glo.state.tx.us 34,158 3.0G 

www.governor.state.tx.us 512 31M 

www.gsc.state.tx.us 15,453 417M 

www.hhs.state.tx.us 469 69M 

www.lbb.state.tx.us 520 184M 

www.license.state.tx.us 2,650 198M 

www.mhmr.state.tx.us 32,556 1.3G 

www.oag.state.tx.us 19,425 1.1G 

www.occc.state.tx.us 45,923 2.7G 

www.opic.state.tx.us 513 90M 

www.prb.state.tx.us 2,945 19M 



www.puc.state.tx.us 145,713 13G 

www.roc.capnet.state.tx.us 868 16M 

www.rrc.state.tx.us 60,395 1.4G 

www.sao.state.tx.us 3 24K 

www.senate.state.tx.us 12,027 494M 

www.soah.state.tx.us 275 6.6M 

www.sorm.state.tx.us 3,748 121M 

www.sos.state.tx.us 4,541 161M 

www.spcb.state.tx.us 952 31M 

www.srwm.org 1 16K 

www.ssb.state.tx.us 445 54M 

www.supreme.courts.state.tx.us 65,984 3.0G 

www.tabc.state.tx.us 7,495 249M 

www.tac.state.tx.us 83 23M 

www.tahc.state.tx.us 2,629 213M 

www.talcb.state.tx.us 190 8.3M 

www.tbae.state.tx.us 179 28M 

www.tcada.state.tx.us 1 16K 

www.tci.tdcj.state.tx.us 813 66M 

www.tcjs.state.tx.us 1 20K 

www.tcleose.state.tx.us 9 60K 

www.tdcj.state.tx.us 17,541 885M 

www.tdh.state.tx.us 266,283 17G 

www.tdi.state.tx.us 47,093 1.3G 

www.tdoa.state.tx.us 4,333 200M 

www.tdprs.state.tx.us 1 8.0K 

www.tea.state.tx.us 55,184 3.0G 

www.texansconquercancer.org 8 412K 

www.texasonline.state.tx.us 20 352K 

www.tffc.state.tx.us 1 12K 

www.tjpc.state.tx.us 4,722 533M 

www.tlc.state.tx.us 2,276 250M 

www.tnris.state.tx.us 27,823 394M 

www.tob.state.tx.us 5 60K 

www.tpeb.state.tx.us 18 128K 

www.trec.state.tx.us 4,507 102M 

www.trinityra.org 1 8.0K 

www.trs.state.tx.us 6,235 518M 

www.tsbbe.state.tx.us 2,572 429M 

www.tsbme.state.tx.us 40,229 553M 

www.tsbvi.edu 100,648 2.3G 

www.tsd.state.tx.us 487 64M 

www.tsld.state.tx.us 259 13M 

www.tsl.state.tx.us 597,360 92G 

www.tspb.state.tx.us 1,442 13M 

www.twc.state.tx.us 44,039 5.5G 

www.txcancer.org 2 24K 



www.txcc.state.tx.us 2,119 396M 

www.txdps.state.tx.us 115,440 4.9G 

www.txserve.org 298,327 30G 

www.tyc.state.tx.us 2,561 36M 

www.window.state.tx.us 339,456 18G 

The organization of files within these top-level directories appears to correspond to 
the directory structure of the original documents as they would have been 
presented on a Web server prior to harvest, with some limitations as described in a 
later section.  
 

File formats and MIME type 
  

In most archival web harvesting, individual files are assigned a MIME type which 
roughly corresponds to a file format. In WARC records, MIME type is stored as part 
of the administrative metadata associated with the harvest. MIME types can be 
determined in various ways for any individual file. The first and simplest method is 
to use a program such as the file utility common on Unix and Linux based 
systems.  This program uses information contained in the header of a file to identify 
the MIME type of a given file.  It has a wide knowledge of file formats, including most 
of the file types that are used on the Web.  A second approach is to “guess” a MIME 
type based on the filename itself.  This can be accomplished with libraries in most 
programming languages.  Python uses mimetypes, which is a standard module for 
identifying a MIME type based on the filename.   

Initial analysis, using on the Unix file utility, assigned the following MIME types to 
files in the Blue Angel collection: 

Number of files MIME type 
89124 unknown MIME type 
1209 application/excel 

37 application/mac-binhex40 
5 application/msaccess 

135670 application/msword 
14888 application/octet-stream 

569130 application/pdf 
236 application/postscript 

3056 application/vnd.rn-realmedia 
1026 application/x-123 
3785 application/x-dosexec 
459 application/x-empty 
94 application/x-gzip 
40 application/x-shockwave-flash 
1 application/x-stuffit 

10 application/x-tar 
3970 application/x-zip 
1346 audio/mpeg 
285 audio/unknown\011 



13 audio/x-pn-realaudio 
40 audio/x-wav 

475500 image/gif 
251569 image/jpeg 

2880 image/png 
2499 image/tiff 

85 image/x-ms-bmp 
566 image/x-photoshop 

4 image/x-portable-bitmap 
1521925 text/html 

11681 text/html;charset=us-ascii 
2884 text/plain;charset=iso-8859-1 
5042 text/plain;charset=unknown 

117045 text/plain;charset=us-ascii 
18 text/plain;charset=utf-16 
8 text/plain;charset=utf-8 

15234 text/rtf 
425 text/x-asm;charset=us-ascii 

1 text/x-c;charset=iso-8859-1 
71 text/x-c++;charset=iso-8859-1 
5 text/x-c++;charset=unknown 

7654 text/x-c;charset=us-ascii 
4738 text/x-c++;charset=us-ascii 

90 text/x-java;charset=us-ascii 
1 very short file (no magic) 
1 video/mpeg 

17 video/mpv 
68 video/quicktime 

169 video/unknown 
5 video/x-msvideo 

Because of the large number of files with an "unknown" MIME type, this analysis 
should be repeated with additional tools prior to conversion.  A small sample of 
records was tested using the Python mimetypes tool, and this tool appeared to 
identify MIME types more accurately, though a full analysis was out of scope for this 
initial investigation.    

One tool that should not be considered for use in this area was the JHOVE tool; the 
number of file types that it is able to identify is not extensive enough to warrant 
investigation of its use in this Web archive conversion.  
 

Proposed Migration Strategy 
 

Based on the above analysis of the Blue Angel collection,  migration of the content 
from a disk based folder structure to the ISO 28500:2009 WARC standard seems 
feasible.  The WARC standard is an ideal container for storing this kind of material 
as it has been designed around general Web content.  The WARC file format is a 
modernized version of the earlier ARC format used by various Web archiving 
projects including the Internet Archive.  WARC is supported by a variety of tools 



independently developed and is well documented because of its status as an ISO 
standard.  The WARC file format allows for the storage of both metadata and content 
files, which should be leveraged in the conversion work.  Finally, there are several 
existing tools that are able to read and write WARC files.  The open-source suite of 
tools for Web archiving maintained by the Internet Archive includes the Web 
crawler Heritrix, the full-text indexer NutchWAX, and finally the Web archive 
playback software, the open-source Wayback machine.  In addition, Hanzo Web has 
developed a C library with bindings to other languages that can be used to read and 
write to WARC files. 

While a large amount of data is captured during the archiving process in most 
modern Web archives, only two pieces of information are required to drive a 
Wayback implementation: the timestamp showing when the content was captured 
and the URL for the captured content.   The next section describes a proposed 
methodology for extracting the needed data from the Blue Angel Technology 
content. 

Another useful function of the WARC format is its ability to store arbitrary metadata 
alongside files added from a Web crawl.  During the conversion process various 
metadata including the process, tools, time and agents responsible for the 
conversion can be added inline with the file content to maintain the provenance of 
the files and help future archivists and technologists to understand how this content 
arrived in this specific format.  A possible strategy for the conversion of this content 
would be to create PREMIS records for each file as well as a record for the migration 
attempt and records for the various agents associated with the migration. 

Timestamp 
 

Timestamp can be defined as "the time a file was written to disk," for convenience. 
In Web archiving, the timestamp of interest is the time at which the harvester 
harvests the content associated with a particular URL. The timestamp format used 
in a standard WARC content file is in the ISO 8601 format, which looks like 2010-
09-09T15:36:44Z. 

The Blue Angel Technologies files do not include a timestamp. The timestamp 
determination may have been part of their proprietary relational database 
implementation. Consequently, a WARC conversion will have to rely on other data 
for timestamp determination.   

For each file in the directories of harvested content in the Blue Angel collection, the 
file system has automatically included a modification time.  In fact, each file has 
three time stamps associated with it on the Linux system used to store this content 
(CentOS release 5.5 (Final)): change time or ctime, access time or atime and finally 
modifiy time or mtime . Of these, the mtime for the files stored on the libEDP server 
appears to be the time at which the files were written to the server during 
harvesting and thus can serve as a timestamp.  



An analysis of the mtime for all harvested content indicates that the earliest written 
content file is dated November 26th 2002, and the most recent file is dated April 3rd 
2006, which corresponds to the period during which Blue Angel Technologies was 
contracted to perform harvests for TSLAC. 

The mtime from each file can be extracted using standard libraries available in all 
modern programming languages.  As part of this initial analysis, mtime timestamps 
were extracted and associated with given files by using the following Linux 
command: 

find  -printf "%TY%Tm%Td%TH%TM%TS %p\n" 

This resulted in a file 3,244,608 lines long in the following format: 

timestamp<space>filepath 

where the timestamp is in the following format, "20021126095223" or 
yyyymmddhhmmss. 

This file has been included in the additional files submitted with this document and 
was used as the input for later pseudo code mentioned in this document. 
 

URL 
 

The Blue Angel Technology data structure used to store the harvested data did not 
explicitly log the URL harvested with a file; however, as mentioned earlier, the 
directory structure of the files on disk seems to be faithful to the directory structure 
and names of the files as they would have been found on the Web.  The original URL 
can therefore be reconstructed by parsing the full path, including folder structure, 
starting at the root of the TRAIL directory.  The following section documents the 
process of converting a given folder/directory structure to the original URL that was 
captured to produce a given file. 

For a given file, the whole folder structure from the root of the trail directory is 
needed.  The following is an example of this folder structure. 

www.10thcoa.courts.state.tx.us/www.10thcoa.courts. 
state.tx.us_JobPostingsView.asp/1/JobPostingsView.asp 

A hierarchy can be established by splitting this path on the first three forward 
slashes as follows:  

Crawl Name www.10thcoa.courts.state.tx.us 

Domain Name plus file www.10thcoa.courts.state.tx.us_Job
PostingsView.asp 

Version 1 

http://www.10thcoa.courts.state.tx.us_jobpostingsview.asp/�
http://www.10thcoa.courts.state.tx.us_jobpostingsview.asp/�


Folder Hierarchy based on 
Domain Name 

JobPostingsView.asp 

 

Another example that is slightly more complex is:  

www.10thcoa.courts.state.tx.us/www.10thcoa.courts.state.tx.us_ 
about_contact.asp/2/resource/images/nav/nav_topbar_top.gif 

which maps to the following hierarchy: 

Crawl Name www.10thcoa.courts.state.tx.us 

Domain name plus file www.10thcoa.courts.state.tx.us_about_c
ontact.asp 

Version 2 

Folder Hierarchy based on 
Domain Name 

resource/images/nav/nav_topbar_top.gif 

 

In order to construct a URL, for the given file the value of Domain name plus file is 
split at the first underscore; everything to the left of the underscore is the domain 
name.  

The Folder Hierarchy based on Domain Name is then joined with the domain name 
to form the final URL. Therefore, 

www.10thcoa.courts.state.tx.us/www.10thcoa.courts. 
state.tx.us_about_contact.asp/2/resource/images/nav/ 
nav_topbar_top.gif 

maps to the following URL: 

www.10thcoa.courts.state.tx.us/resource/images/nav/ 
nav_topbar_top.gif 

It may be important to note that the provided file content makes it impossible to 
determine if the request was to an http:// or an https:// URL. For consistency, 
it should be assumed that the request was made using a simple http:// request.   
Most systems for playback of this content ignore this distinction. 
 

HTTP Header 
 

When a file is added to a WARC file as a new record, it is typically appended to the 
HTTP response from a given server.  While this is not required in the WARC 
specification, many tools in common use have been developed to rely on some of 



this information for building playback interfaces for the archived Web content.  The 
Blue Angel Technology content did not log the HTTP header information received 
from the Web server at the time of capture; however, a minimal header could easily 
be added to support standard operation of this content with other WARC files.  

 

Below is an example of a standard HTTP response from a Web server 

HTTP/1.1 200 OK 
Connection: close 
Date: Thu, 09 Sep 2010 15:36:43 GMT 
Server: Microsoft-IIS/6.0 
X-Powered-By: ASP.NET 
Content-Length: 22851 
Content-Type: text/html 

 

The first line is the start of the HTTP header; it designates the HTTP response 
received from the Web server. A request for a particular URL will typically cause the 
server to generate a "200 OK" response, indicating that the content was 
successfully delivered from the Web server; pages that cannot be found generate a 
"404 Page Not Found" response.  Other lines indicate details of the technology 
being used to deliver the files and the extent and type of the content. 

Four HTTP header fields should be generated for each file converted from the Blue 
Angel Technology collection:  

HTTP Field Name Data Location 
HTTP/1.1 200 OK (default value) 
Date: Timestamp from above 
Content-Length: Length of file 
Content-Type: MIME type from above 

 

• The HTTP/1.1 response can be assumed to be "200 OK" for any files that 
contain content. Logic in the conversion code could easily check in HTML 
files for the presence of any "404 Not Found" wording that might 
indicate that a file should actually be marked with a HTTP/1.1 404 Not 
Found instead of the 200 OK response.  

• Date should be formatted in the standard format for HTTP response headers 
and should use the timestamp extracted and described in the above 
timestamp section.  

• Content-Length is the number of bytes in the file being placed in the WARC 
file 

• Content-Type is the MIME type generated for the file and described in the 
above MIME type section.   

 



These four fields should be added to each new WARC file generated during 
conversion. 

 

Example WARC Record 
 

WARC/0.18 
WARC-Type: response 
WARC-Target-URI: http://www.agd.state.tx.us/36id/default.htm 
WARC-Date: 2006-03-21T02:21:12Z 
WARC-Payload-Digest: sha1:F3232ZE6XCLDAEY7W76XABKAUMNE6PSH 
WARC-IP-Address: 0.0.0.0 
WARC-Record-ID: <urn:uuid:a0e2251c-c3a6-45cf-98de-76246755ba3f> 
Content-Type: application/http; msgtype=response 
Content-Length: 579 
 
HTTP/1.1 200 OK 
Connection: close 
Date: Thu, 21 Mar 2006 02:21:12 GMT 
Content-Length: 481 
Content-Type: text/html 
 
<html> 
<head> 
<meta  http-equiv="Content-Type" content="text/html; charset=windows-
1252"> 
<title>36th Infantry Division - TXARNG</title> 
<link  rel="stylesheet" type="text/css" href="css/default.css"> 
</head> 
<frameset rows="1,*"> 
  <frame  name="header" scrolling="no" target="main"> 
  <frame  name="main" src="Default.asp"> 
  <noframes> 
  <body> 
 
  <p>This page uses frames, but your browser doesn't support them.</p> 
 
  </body> 
  </noframes> 
</frameset> 
</html> 
 

Summary 
 

The analysis of the Blue Angel Technology Web data shows that all necessary 
components are present to convert the content from their directory structure based 
storage format to a more interoperable and standards based storage format using 
the WARC format.  Additionally making this move to WARC would allow this Web 
content to be integrated into systems designed to deliver the ARC/WARC files 
created by modern Web harvesters.  The process is fairly straightforward and can 



be tested easily each step of the conversion process to ensure that the content 
doesn’t loose any functionality in the migration.  It is suggested that the existing 
Blue Angel Technology Web data also be encapsulated in another container format 
that will preserve file times and permissions as they currently stand, a suggestion 
for this would be the tar format.  This additional tar version of the archive should be 
submitted to a repository as well for long-term storage.   Moving the Blue Angel 
Technology Web data to the WARC format will allow this content to be delivered by 
standard tools and services being developed and will provide greater utility and 
coverage to the existing TRAIL Web content. 

The University of North Texas Libraries would be interested in curating a copy of 
the original content as well as the converted content.  It can be easily added to 
existing Texas crawl data, which the UNT Libraries’ has been crawling for the past 
several years.  Additionally the data can be placed in the UNT Libraries’ Digital 
Repository, which will preserve the data alongside other data curated by the 
libraries.  
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